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Abstract 
Bowtie1 is a fast and memory-efficient program for aligning short reads to mammalian genomes.  
Burrows-Wheeler indexing allows Bowtie to align more than 25 million 35-bp reads per CPU hour 
to the human genome in a memory footprint of as little as 1.1 gigabytes.  Bowtie extends previous 
Burrows-Wheeler techniques with a quality-aware search algorithm that permits mismatches.  
Multiple processor cores can be used simultaneously to achieve greater alignment speed.  Bowtie is 
free, open source software available for download from http://bowtie.cbcb.umd.edu  

Burrows-Wheeler Transformation 

Burrows-Wheeler Transform (BWT) 

Burrows-Wheeler Matrix 

Bowtie builds a genome index 
based in the Burrows-Wheeler 
Transformatopn (BWT)2 and FM 
Index3.  The Burrows-Wheeler 
Transformation of a text T, 
BWT(T), is constructed as shown 
to the right. The Burrows-
Wheeler Matrix of T is the matrix 
whose rows are all distinct cyclic 
rotations of T$ sorted 
lexicographically ($ is “less than” 
all other characters).  BWT(T) is 
the sequence of characters in the 
last column of this matrix.  

An index for T consists of BWT(T) and some auxiliary data structures.  For efficiency reasons, 
Bowtie indexes both the genome (the “forward” index) and its reverse (the “mirror” index).  For 
the human genome, the total size of the Bowtie is smaller than other popular indexing schemes: 

Bowtie Index Suffix Tree Suffix Array 

1.1 gigabytes 
(2.2 incl. mirror index) 

>35 gigabytes >12 gigabytes >12 gigabytes 

k-mer Hash Tables 

the 2nd occurrence 
of a in the last 
column… 

…corresponds to the 
same text character 
as the 2nd occurrence 
of a in the first 
column  

The Burrows-Wheeler Matrix 
has a property called the LF 
mapping: the ith occurrence of 
character X in the last column 
corresponds to the same text 
character as the ith occurrence of 
X in the first column.  This 
property underlies algorithms 
that use the BWT to navigate or 
search the text.  

LF Mapping 

Exact Matching 

Reversing the Transformation 
To recreate T from BWT(T), start with i = 0 and T = BWT[0] and repeatedly apply rule2: 

T = BWT[ LF(i) ] + T;   i = LF(i) 
Where LF(i) maps row i to the row whose first character corresponds to i’s last 

character according to the LF Mapping: Final T 

To match a query string Q in text T using BWT(T), repeatedly apply rule3: 

top = LF(top, qc);   bot = LF(bot, qc) 
Where qc is the next character in Q (right-to-left) and LF(i, qc) maps row i to the row 

whose first character corresponds to i’s last character as if it were qc 

In progressive rounds, top / bot delimit rows beginning with progressively longer suffixes 
of Q 
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To allow mismatches in 
alignments, Bowtie extends 
on the above algorithm by, 
when necessary, 
“backtracking” to previously 
matched query characters 
and making substitutions. 
Bowtie currently searches 
the space of legal alignments 
using a quality-aware, 
greedy, depth-first search.  
Other search strategies (e.g. 
best-first) are also possible. 

Sequence: 
Phred Quals: 
(higher number = 

higher confidence) 

G C C A T A C G G A T T A G C C 
40 40 35 40 40 40 40 30 30 20 15 15 40 40 40 40 

G C C A T A C G G A C T A G C C 
40 40 35 40 40 40 40 30 30 20 15 15 40 40 40 40 

G C C A T A C G G G C T A G C C 
40 40 35 40 40 40 40 30 30 20 15 15 40 40 40 40 

Inexact Matching and Quality Awareness 

Bowtie Index is Small 
Above: Backtracking scenarios leading to 3 distinct 1-mismatch alignments for “aaa” 

Crossbow: Bowtie for Cloud Computing Results 
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Bowtie index for human genome can be built on a 
computer with 2 GB of RAM in less than a day (right), 
though indexing is faster with more RAM (left). 

When aligning on computers with 
multiple processor cores, Bowtie’s 
throughput increases significantly.  

We align 8.84 million 35-bp reads from the 1000 Genomes project pilot (SRR001115) to the human 
genome (NCBI build 36.3). Bowtie 0.9.6, SOAP4 1.10, and Maq5 0.6.6 are used.  Each is set to 
report at most one alignment per read.  Maq and SOAP are run with default parameters and Bowtie 
is run with parameters to mimic those programs’ defaults. Results are obtained on two platforms: a 
desktop workstation (“PC”) with 2.4 GHz Intel Core 2 processor and 2 gigabytes of RAM; and a 
large-memory server (“server”) with a 4-core 2.4 GHz AMD Opteron processor and 32 gigabytes of 
RAM. 

Bowtie makes sacrifices in terms of sensitivity and quality of alignments reported in order to 
achieve greater performance. For example, Bowtie is not guaranteed in all cases to report the “best” 
alignment for reads that align inexactly.  Also, with its default settings, Bowtie may fail to align a 
small number of reads with valid inexact alignments.  If stronger guarantees are desired, Bowtie 
supports options that increase accuracy and sensitivity at the cost of some performance. 

Bowtie’s sensitivity in terms of reads aligned is comparable to SOAP’s.  Maq reports some 3-
mismatch alignments along with 2-mismatch alignments, making it more sensitive than Bowtie.  
Maq and SOAP generally perform better with respect to Bowtie when (a) fewer reads align, (b) 
reads are lower quality, (c) reads are longer, but Bowtie still outperforms by at least an order of 
magnitude. 

Because Bowtie indexes are compact, they are easy to distribute over the Internet, store, and reuse.  
This amortizes the cost of building the index. Pre-built indexes for model organisms including 
human, chimp, mouse and dog can be downloaded from http://bowtie.cbcb.umd.edu. 

Bowtie supports standard FASTQ and FASTA input formats, and comes with a conversion program 
that allows Bowtie output to be used with Maq’s consensus generator and SNP caller.  Bowtie does 
not yet find paired-end or gapped alignments, though both improvements are planned for the future. 
Bowtie can align reads as short as 4 bases and as long as 1024 bases.  The input to a single run of 
Bowtie may comprise a mixture of reads with different lengths. 

In a typical Crossbow/AWS session, the client will: 
1.  Upload input data (reads in FASTQ format) to S3 
2.  Recruit EC2 cluster of N nodes & start Hadoop job 
3.  Wait while job runs 
4.  Download results (SNP calls) from S3 

With the advent of cloud computing infrastructure like Hadoop6 and Amazon Web Services7 
(AWS), it is now possible to solve highly data-intensive problems efficiently without owning or 
maintaining a computer cluster. Hadoop is a free open source software layer written in Java that 
allows programs adhering to the MapReduce8 programming model to run on most clusters.  AWS 
allows paying customers to rent large, Hadoop-compatible clusters on demand at a per-node 
hourly rate. Bioinformatics analyses cast in the Hadoop MapReduce model can exploit these 
technologies to achieve a high degree of portability, scalability, and convenience. 

Crossbow is a Bowtie-based variation-detection pipeline written in the Hadoop MapReduce 
model.  Detecting genetic variations from a set of reads can be factored into a Map function: 
alignment, and a Reduce function: variant detection over a stretch of the reference.  Crossbow’s 
Map function takes key/value pairs representing reads with qualities and aligns them using 
Bowtie.  The Mapper’s output is 0 or more key/value pairs representing alignments for the read.  
The Reduce function takes the set of all alignments lying along a particular stretch of the 
reference, combines them into a multiple alignment, examines each column of the multiple 
alignment and outputs detected variants. 

In a recent experiment, Crossbow 
was used to align and call SNPs 
from 14.3x coverage worth of 
human Illumina reads in about 1 hour and 10 minutes 
on a 20-node cluster rented from Amazon EC2.  This 
time includes steps 2-4; step 1 is very time-consuming, but 
that cost can be amortized by uploading reads incrementally as they are sequenced, or it can be 
eliminated entirely by running Crossbow on a local cluster.  The experiment cost $32 to conduct. 
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EC2 = Amazon’s Elastic Compute Cloud9 service, S3 = Amazon’s Simple Storage Service10. 
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Bowtie –v 2 (server) 15m:41s 33.8 1,149 
351x 

67.4 

SOAP (server) 91h:47m:46s 0.10 13,619 67.3 

Bowtie (PC) 17m:57s 29.5 1,353 
59.8x 

71.9 

Maq (PC) 17h:53m:07s 0.49 804 74.7 

Bowtie (server) 18m:26s 28.8 1,353 
107x 

71.9 

Maq (server) 32h:58m:39s 0.27 804 74.7 

(empty range indicates there 
are no such alignments) 


