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Abstract—The ever-increasing processing power that can today 
support large scale and detailed simulations increased the depth 
of the research carried out on protocols and apps developed for 
single hop and multi-hop Vehicular Ad Hoc Network (VANET) 
environments. It is now possible, for example, to verify the 
effectiveness of peer-to-peer one-hop file exchange protocols 
between vehicles, while taking into account the effects that 
buildings have on point-to-point transmissions at street 
intersections, or also verify how a high density of vehicles can 
impact the transfer of multimedia information through multiple 
hops between passengers involved into an online game. However, 
what has not been possible so far, for the obvious reason that no 
highly dense VANETs in reality exists, is to effectively test any 
type of application or communication protocol in a real setting, 
especially for the scenarios concerned with multi-hop 
communications. But this may change, with the introduction of a 
creative approach to VANET research: we will here describe how 
it is possible to experiment with applications and protocols in 
scenarios that are close to reality, by simply using a few real 
vehicle resources. As an example of how this can be done, we will 
provide preliminary results from a set of experiments on a 
vehicular highway accident warning system, results that would 
have not been observable in reality without the adoption of our 
creative methodology.  

Keywords- Creativity augmented experiments; VANETs; 
Vehicular overlay networks. 

I.  INTRODUCTION 
The devise and implementation of Vehicular Ad Hoc 

Networks (VANETs) keep representing an important research 
challenge, which, if solved, could lead to the development of 
the next major breakthrough after the Internet and cellular 
network technologies. In fact, vehicles could play the role of an 
enabling platform for a number of useful apps (e.g., accident 
warning systems, traffic information control and prevention 
systems, pollution and weather monitoring, etc.), as well as 
entertainment ones (e.g., online gaming, advertisement and 
marketing, etc.). In addition, all vehicles, connected in a peer-
to-peer manner, could boost the bandwidth resources that are 
today available, also providing connectivity to new 
geographical areas.  This explains why the research on 
VANETs has proliferated during the last two decades, tackling 
all the main different aspects that involve their devise: 
communication protocol layers, applications, and 
mobility/channel models.  

Clearly, the lack of a sufficient number of vehicles enabled 
with communication interfaces that support VANET-based 
networking has so far prevented the run of any large-scale 
experiment, thus leading to a proliferation of simulative and 
analytical studies. Simulations, in particular, have been used to 
test how applications and protocols can perform when 
implemented on a multitude of vehicles, while striving to 
resemble as closely as possible the behavior and the 
environment that each single car would face in reality. Hence, 
detailed simulative models have been devised to reproduce the 
natural movements of cars on streets, as well as the behavior of 
wireless channels in vehicular environments. In essence, the 
common ground of the great majority of the research that has 
been carried out in the space of vehicular-based networking 
and applications is that of finding ways of testing apps and 
protocols while reproducing, as closely as possible in 
simulation, the situation that would be found by a real VANET.  

Now, although research efforts on VANETs constantly 
work on increasing the level of detail and accuracy of all 
underlying simulation models, it is well understood that not 
being able to test protocols and systems on reasonable size 
vehicular networks represents an important handicap. Unlike 
peer-to-peer or cellular networks, in fact, VANET technologies 
that involve a large number of vehicles never find a way of 
being deployed and tested. In literature it is possible to find a 
number of works that try to fill this gap, by analyzing the 
exchange of data for only a few hops between two or three 
vehicles. However, a clear awareness emerges, from most of 
these studies, of the inadequacy of the proposed experimental 
scenarios, due to the use of a too limited number of vehicles 
and devices.  

Pushing the challenge of proposing better testbed models 
for VANETs to a higher level, the question is how it may be 
possible to experiment for real with applications and 
communication protocols while coping with the stringent limits 
posed by vehicular and computing resources. In this work we 
will show that it is possible to resemble more closely the 
conditions that would be experienced on streets by VANETs by 
varying three variables: (a) the number of hops traversed by 
communication packets, (b) the density of vehicles, and, (c) 
channel conditions. In spite of what may be expected, all these 
quantities can be varied within a VANET testbed without 
adding any new vehicles to its existing its fleet. Anticipating 
now the intuition of how this may be done, consider the 
problem of using three vehicles to implement the transmission 



of a packet between a source and a destination vehicle that are 
seven hops away. Clearly, utilizing a testbed amounting to 
three vehicles, it is not possible to transmit the given packet 
seven hops away, as if even two of the available vehicles, say 
A and C, could not hear each other, but both could send and 
receive that packet from the third vehicle of the testbed, namely 
B, the packet could be sent at most two hops away within this 
network. Hence, to solve our problem we propose to emulate 
those transmission, sending back and forth that packet between 
A, B and C, based on a given strategy, until that packet has 
traveled those seven hops. In addition, while that packet 
traverses its seven hops, we can reproduce the interference 
produced by five interfering sources (e.g., five vehicles 
transmitting position information at a constant bit rate) on any 
of the given hops traveled by our packet by simply adding 
interfering sources (e.g., notebooks and smartphones that 
transmit at the same constant bit rate of the interferers) on the 
vehicles that are part of the testbed. Finally, we can repeat the 
same experiment periodically in time, in order to obtain 
multiple results that reflect the different channel conditions that 
have been encountered in space and in time. Summarizing, the 
idea proposed in this paper is the creation of virtual overlay 
networks, composed of interferers and relaying vehicles, on top 
of a physical network that is made of the vehicles that compose 
the testbed, typically only a few. 

To demonstrate that this methodology is sound, we will 
here provide results from preliminary experiments on an 
accident warning system for highways performed with only 
four cars. We will show that the results are relevant, as utilizing 
such methodology has let us perform the first real-world 
experiments that assess the feasibility and the speed of such 
system within highway scenarios. 

The remainder of this paper is organized as follows. In the 
next Section we provide an overview of the most realistic 
experiments that have been so far performed for vehicular 
networks. In Section III we explain in detail how our 
methodology can be implemented, and we provide a list of 
scenarios that could be supported utilizing it. In Section IV we 
describe how our experiments were performed and provide a 
few preliminary results that witness the validity of such 
methodology. We finally conclude with Section V.  

II. RELATED WORK 
A wealth of research has been produced in the past two 

decades regarding the devise and development of 
communication methodologies and applications that well could 
suit vehicular scenarios [1], [2]. Within this context, we are 
particularly interested to the most prominent testbed 
experiments that have been so far executed, and hence will 
focus in this Section on their characteristics.   

Zahn et al. developed a vehicular testbed experiment 
focused on assessing the amount of data that could be 
transferred between two moving vehicles and between a 
moving vehicle and a fixed access point [3]. To do this, they 
performed their experiments, utilizing two vehicles, in urban 
and highway scenarios. With respect to our approach, such 
methodology falls short in two main aspects: (a) it does not 
reproduce the possible situation where other vehicles might be 
interfering with the sender and the receiver, thus not taking into 

account the effects that interfering vehicles might have on their 
proposed protocol, and, (b) it only tests one-hop transfers at a 
time, not taking into account situations where a vehicle may act 
as a relay to transfer information to another vehicle. 

 Similar experiences with vehicular testbeds have been 
presented in a few other scientific papers [4-8]. In all of these 
experiences we can basically find the same recurring problem, 
which is the limited availability of equipment that jeopardizes 
the depth of the presented results. Summarizing, we have not 
found in literature a proposal that can match the flexibility and 
the capacity of representing a real scenario as our creativity 
augmented testbed does. In fact, in all of the relevant 
experiences here cited, it is not possible to find a testbed 
scenario that varies contemporarily the following three 
dimensions (Figure 1): (a) number of hops, (b) number of 
neighbors, and, (c) wireless channel. 
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Figure 1. Testbed approaches: traditional vs. creativity augumented ones. 

III. A CREATIVE TESTBED 
The idea at the basis of our creativity-augmented testbed is 

that of selecting a unicast branch of a typically multi-hop 
communication path between a sender S and a receiver R, and 
implement it in reality on a vehicular testbed. This very general 
approach that can be applied to any communication scenario, 
as the performances of multicast and broadcast scenarios can 
be simply sampled testing how information units flow, on a 
subset of their branches, from a source to a given destination. 
In addition, this idea can be applied to any communication 
protocol scenario where a unicast path can be extracted 
between two vehicles. However, even performing the 
abovementioned operation, we would need a vehicular testbed 
whose dimensions match those of the communication path 
under study, in order to reproduce in reality the number of hops 
necessary to transfer any unit of information. This problem 
would in general be insurmountable, but can be taken care of 
implementing strategies that map virtual vehicles and hops 
(those that are in the scenario that we wish to test), into their 
real counterparts (those that are available in our testbed).    

Before getting into the details of how our testbed scenario 
works, let us define a few variables that will be utilized in the 
following Sections. The idea is that of devising a real testbed 
scenario where a unicast exchange of information happens 



between a given source vehicle S and a destination vehicle D. If 
S and D cannot hear each other, the relays that intervene to 
transmit information between S and D are denominated as Ri, 
where index i provides a natural ordering to the relays. With Ti, 
instead, we indicate the transmission events that are necessary 
at each vehicle, assuming now, for simplicity, one per each 
intervening relay, necessary to transfer information from S to 
D.  Hence, if S and D hear each other, only one transmission 
round, T1, is necessary to transfer one unit of information 
between the two vehicles. Requiring generally N hops, instead, 
the generic i-th relay Ri will be responsible for transmission 
round Ti+1 (with i+1 ≤ N). Finally, with Ij, instead, we indicate 
the j-th interferer, where an interferer is a vehicle transmitting 
units of information that collide with the communication path 
under study. In particular, with I0 we indicate a vehicle whose 
transmissions collide with S, with Ij an interferer of vehicle Rj, 
and with IN an interferer of the destination vehicle D. The 
process of designing a testbed, at this point, walks through 
three steps. The first is that of mapping all the virtual vehicles 
of a platoon into the real available ones. This typically consists 
in making a many-to-few transformation, since usually the 
number of virtual vehicles exceeds the number of real ones. 
The second step, instead, is that of mapping any virtual hops 
traveled by a unit of information, onto real wireless hops that 
can be created with the physical system. Finally, the third step 
is that of performing the given experiment under a wide 
number of channel scenarios. 

A. Mapping Virtual Vehicles into Real Ones 
The first task that an experiment designer has to carry out, 

once the scenario under study has been defined, is that of 
mapping a large number of vehicles into only a few ones. To 
better explain this point, let us rely on Figure 2. At the top of 
the Figure we can observe a scenario where a source and a 
destination vehicle are seven hops away, assuming that route 
remains stable. In addition, while the vehicles that are along the 
path transmit units of information, also five other vehicles have 
something to transmit, becoming hence potential interferers.  

In order to reproduce a situation like the mentioned one, we 
follow the rule of mapping each virtual vehicle into one of the 
available real vehicles, until real vehicles are available, being 
careful to map vehicles that share the channel in the same 
contention area in the virtual case into vehicles for which the 
same situation holds in the real case. Hence, in our example we 
can begin assigning, for example, the source S to V1. R1 should 
then be assigned to V2, for instance, to be consistent. Following 
such intuition we find that S, R3 and R6 are assigned to V1, 
ending with D assigned to V2. Interferers, accordingly, are 
assigned to the same vehicles that host the vehicles, along the 
virtual path, with which they interfere. Hence, I1 is hosted on 
the same vehicle that hosts R1, for example.  

B. Mapping Virtual Hops into Real Ones 
The problem, at this point, is that of mapping the hops 

performed in the scenario under study into real hops, performed 
on the testbed. This is a natural process, at this point, since all 
the virtual vehicles have been mapped into a real vehicle. 
Leaving on the side the interferers, in this phase, we can now 
verify how the transfer of the information sent by S is delivered 
to D. 
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Fig. 2. An advanced PND-distributed ATIS stack.

Summarizing, it is possible to implement a distributed ATIS relying on two
main building blocks: a vehicular congestion detection and forecasting algorithm
and an efficient information spreading scheme. We proceed describing the details
of the former in Section 4 and then sketching the idea of one possible candidate
for the latter in Section 5.

4 Congestion Detection and Forecasting: A Model with
its Algorithm

Let us begin with the congestion definition we have devised. That is we define
congestion as a state that lasts for at least S units of time and during which
travel times or delays exceed the time T ∗ normally incurred under light or free-
flow travel conditions. Based on this definition, we present a model with which
e can now compute the congestion threshold T ∗ and the minimum time span S
for which a given state of congestion or non-congestion lasts on a road section.

The model can be summarized as follows. A road R is congested if a value of
T ∗ exists for which, when a vehicle traverses R requiring more than T ∗ units of
time, the majority of cars (e.g., 80%) that follow, later entering R (say within a
time span S ), still require more than T ∗ units of time to traverse it. If, alterna-
tively, only a small percentage of subsequent cars (e.g., much below 80%) took
more than T ∗ units of time to traverse R, R would clearly be leaving a state
of congestion. In a similar manner, R is non-congested if a vehicle traverses it
in less than T ∗ units of time and the majority of the vehicles that follow (e.g.,
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Figure 2. Mapping virtual vehicles and interferers into real ones. 

This is simply done as shown in Figure 3, where the 
information unit originates from V1 (the vehicle that 
implements the behavior of S) and ends in V2 (the vehicle that 
implements the behavior of D), passing through all the relays 
that intervene between the two hosts and that are implemented 
by V1, V2, and V3, as described in Figure 2. 
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Figure 3. Mapping a path composed of seven hops on seven transmissions 

between three cars. 

Now, we wish to make the following two observations. The 
first is that the number of hops between S and D are virtually 
infinite; we are hence not posing any upper bound on this 
quantity, which, for the first time, can be experimented in 
reality without physical constraints. The second is that we are 
now considering, for simplicity, a testbed composed of only 
three vehicles, but more can be clearly added, limited to the 
availability of resources. To conclude, regardless of the 
availability of limited resources, we are still able to 
experiment with the transmission of a unit of information 
between two hosts, separated by an arbitrary number of hosts, 
and contending with an arbitrary number of interfering flows. 

 



C. Observing Different Channel Conditions 
The third dimension that is possible to test with our 

creativity-augmented testbed is the physical channel variable. 
Now, to make this point clear, consider how a real experiment 
occurs, for example using the three vehicles V1, V2, and V3 
mentioned previously.  

The three vehicles will proceed, for example, in arbitrary 
different scenarios: on highways as well as on urban streets, 
up in the mountains as well as in flat areas, in densely 
populated sections as well as in desert ones. Clearly, all of 
these depicted scenarios present very different physical 
channel conditions, where it is possible to experiment the 
performances of the particular communication paradigm under 
study. We take advantage of this opportunity, repeating at a 
constant rate the given experiment, every Δt seconds (Δt is 
chosen large enough to avoid any interference with the 
previously running experiment), as shown in Figure 4. This 
procedure supports the collection of a great quantity of 
performance information, as a function of the particular 
topology in which the experiment was done (e.g., the relative 
positions of the real vehicles at that time) and the particular 
environment where the vehicles were traveling (e.g., highway 
vs. urban area).  
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Figure 4. Repeating the same experiment periodically, sampling performance 

for different temporal and spatial channel conditions. 

IV. APPLICATIONS 
Before exemplifying how our testbed can be practically 

applied, we should clarify how, within the above discussion, a 
route between S and D is found. In fact, this can be done just as 
it happens in reality, either assigning a static path between the 
two vehicles, or adopting a routing protocol that finds the best 
path, within each configuration, within the source and 
destination vehicles.  

Now, what we are here interested most at, is giving an idea 
of the potential of such methodology, for the study of the 
performance of communication protocols. With the example 
discussed in Section III we demonstrated that it is possible to 
utilize our creative-augmented testbed to experiment with any 
situation where an exchange of information between two hosts, 
placed at any number of hops between each other, occurs. This 

is clearly the quantum block that is at the basis of any exchange 
of information within a network. 

This said, we could basically utilize such methodology to 
experiment with any scenario, with a particular emphasis on 
those that entail multi-hop communications. Such scenarios 
include, but are not limited to: routing discovery phases, 
broadcast events, end-to-end exchanges at the transport layer 
(e.g., using TCP and UDP), peer-to-peer and opportunistic 
dissemination of information.  In the case of routing discovery 
and broadcast events, for example, our testbed is key to 
understand how far, on average, a unit of information (i.e., in 
this case a communication packet) travels along the path. In the 
case of end-to-end communications, instead, such methodology 
can be utilized to assess the time taken to transfer a certain 
amount of data from a source to a destination host (arbitrary 
hops away). Clearly, in such situation, the results should be 
analyzed considering that the virtual path traveled by packets 
folds into a real path (e.g., in Figure 2 a virtual path seven hops 
long is mapped into a two-hop path), thus generating an 
amount of colliding packet events that exceeds those that 
would occur in reality.  

Finally, our creativity-augmented testbed well applies to all 
those situations where a bulk transfer occurs hop-by-hop. Peer-
to-peer and opportunistic network scenarios, for example, are 
typically evaluated assessing the time taken to move bulk data 
down a path arbitrary hops long. In order to give a practical 
example of how our methodology can be applied, we will 
present in the follow Section preliminary results regarding the 
assessment of an accident warning system, specifically 
designed for vehicular networks operating in highway 
scenarios. 

V. EXPERIMENTS 
To validate our approach, we provide a few results from 

some preliminary experiments conducted with only four cars 
driven through several roads and highways in the Los Angeles 
area, while testing an accident warning software system 
installed on each vehicle [9]. During each experiment, the 
platoon of vehicles was driven under different situations, 
including: urban and extra-urban, street roads and highways. In 
the urban scenarios various active Wi-Fi networks were 
present, causing several interferences under the form of packet 
collisions. We counted even more than one hundred available 
access points, while they were never less than a few units. In 
the extra-urban scenarios the number of access points ranged 
from few to none. The experiments we conducted were aimed 
at measuring the performance of a multi-hop broadcast 
protocol that diffuses an alert message through moving 
vehicles. The platoon of vehicles had “front” and “back” 
vehicles, which were in charge of rebounding the alert 
message, as explained in the previous Sections of this article. 
The aim of an alert message was that of advising subsequent 
cars of a possible dangerous situation occurring at the 
beginning of the platoon. The front vehicle was chosen as the 
first one in the platoon, while the back one was the last one. 
The two remaining vehicles were subjected to the unique 
constraint of travelling in-between the front and the back 
vehicles, regardless of their relative positions. The distance 
between the vehicles of the platoon depended on the traffic 



conditions. It was a duty of the drivers to maintain the platoon 
as connected as possible, i.e. maintaining each vehicle in the 
reach of at least one of the others. The platoon was driven 
following a route decided in advance for each experiment. At 
the beginning of each experiment, the front vehicle sent an alert 
message, with the whole platoon managing the broadcast 
propagation of that message until eventually that alert message 
got lost. Upon this fact, the first vehicle waited for a few 
additional seconds and then sent a new alert message. This 
pattern was repeated for the whole duration of each experiment.  

The experimental equipment in each vehicle was based on: 
a portable personal computer, two Wi-Fi antennas, and a GPS 
antenna. The personal computers run the application software 
(multi hop broadcast of alert messages [9]), and had a simple 
monitoring system to control, at run-time, the ongoing 
experiments.  The GPS system was part of the experiments, 
and returned the position of the vehicle. Since an equipment 
implementing the 802.11p standard was not available at the 
time of our experimentations, the system utilized an 802.11b/g 
working at 2400 MHz. We here report only a sketch of some 
preliminary results got with one of the experiments we chose as 
an exemplar case. The predefined route of the platoon started at 
the south exit of UCLA, on Westwood Blvd, continued 
southbound on that road until the intersection with the HW 10. 
We then continued westbound on the HW 10 until the 
intersection with the HW 405 was reached. The trip continued 
southbound until the International Los Angeles Airport was 
finally reached. The entire route was about 19 km (12 miles) 
long. That particular route was comprised of straight roads, the 
first one was an urban road, and the latter ones were highways. 
The first road, Westwood Blvd, was characterized by slow 
speeds and several stops at street lights. Due to these stops, 
sometimes the platoon was partitioned. The portion of the trip 
travelled on the highways was instead subjected to high speeds, 
and we drove at 100km/hour (around 60miles/hour). During 
that experiment, the four vehicles broadcast about 140 alert 
messages. The average numbers of hops for each one of those 
messages was 12.5, and the average distance reached by the 
messages was greater than 1.1 Km (about 0.7 miles, that is 
more than the 6% of the entire route length). Figure 5 shows 
the number of hops the broadcast message traveled with respect 
to the distance covered by each hop. The distance per hop has 
been differentiated with 50 m long intervals. Obviously, the 
number of hops each message has travelled depends on the 
distance between vehicles and their transmitting capability. 
This particular experiment reveals that with antennas with a 
scarce reach, and in an urban situation of a high interference, 
many short hops are needed to cover even a distance of a few 
kilometers. 

VI. CONCLUSION 
We proposed a creative methodology to conduct VANET 

based multi-hop communication experiments by simply using a 
few real vehicle resources. As an example of how this can be 
done, we provided preliminary results from a real experiment. 
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Figure 5. Number of hops and their reach 
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