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Biology-Inspired techniques for Self Organization in dynamic Networks IST-2001-38923

Abstract

This document reports on the evaluation of the algorithms and protocols developed for basic
functions in dynamic networks. This document is a follow-up of Deliverable D05, which de-
scribed the initial models developed for these same algorithms and protocols. The basic func-
tions of interest in BISON, as specified in D05 are: routing, topology management, collective
computations and monitoring. For each of these functions one or more algorithms and proto-
cols have been developed for either overlay or mobile ad hoc networks. In this self-contained
document, these algorithms and protocols are first described in detail, and then their behavior
and performance are evaluated in order to assess their quality. The details of the software im-
plementations are reported in Deliverable D06. Evaluations are carried out considering state-
of-the-art reference algorithms and taking into account both the specific figures of merit and
the “nice properties” identified in Deliverable D04. In general terms, the experimental and the-
oretical results that are reported in this document provide a factual validation of the BISON
approach. Under extensive testing, and considering a range of different distributed and dy-
namic scenarios, the presented algorithms show either experimental performance comparable
or better than state-of-the-art algorithms, or strong theoretical properties.
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Evaluation of basic services (1.0)

Introduction

This deliverable reports on the results of the evaluation of the algorithms and protocols de-
veloped for basic functions in dynamic networks. This document is a follow-up of Deliverable
D05 [28], which described the initial models for algorithms and protocols for basic services. It
should be read in conjunction with Deliverable D06 [30], which reports the details of the soft-
ware implementations of the same algorithms discussed here, and Deliverable D04 [12], which
discusses the general guidelines of the evaluation methodology and identifies the figures of
merit specific to each service of interest in BISON. Deliverable D10 [22], which reports on the
evaluation of advanced functions, complements the contents of this text.

The basic functions of interest in BISON, as first specified in Deliverable D01 [13] and then re-
vised in Deliverable D05 are: routing, topology management, collective computations (also referred
to as aggregation) and monitoring. In Deliverable D05 we also considered search as a basic service.
However, since we consider distributed content management as an advanced service, and since
one of the main objectives of distributed content management precisely consists in improv-
ing search efficiency, we decided to discuss search only in the context of distributed context
management (see Deliverables D09 [23] and D10 [22]).

For each of the considered basic functions, one or more algorithms and protocols have been
developed for either overlay or mobile ad hoc networks. In this document the behavior and
the performance of these algorithms are evaluated in order to assess their quality. Since the
algorithms evaluated in this deliverable are the result of a process of improvement and refine-
ment of the basic models discussed in Deliverable D05, this document reports also detailed
descriptions of each algorithm, making the whole document self-contained.

Mirroring the document structure of D05 and D06, also this document is organized in parts. Each
part reports the description and the evaluation of the algorithms and protocols for a different
basic function. Evaluations are carried out considering state-of-the-art reference algorithms
and also taking into account the specific figures of merit and the BISON-specific nice properties
previously identified in Deliverable D04 [12].

According to the characteristics of the specific algorithm, we report experimental and/or the-
oretical results. Generally speaking, the presented results provide a factual validation of the
BISON approach for the management of basic services in dynamic networks. Under extensive
testing, and considering a range of different distributed and dynamic scenarios, the presented
algorithms show either experimental performance comparable or better than state-of-the-art
algorithms, or strong theoretical properties. Also in terms of the “nice properties”, that refer to
the ability to deal with the issues of scalability, adaptivity and robustness, the algorithms show
very good performance.
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Part1

Routing in mobile ad hoc networks

In Deliverable D05 [28] we described three different models for routing algorithms in mobile
ad hoc networks (MANETs). The three models were based on the ideas of the Ant Colony
Optimization (ACO) framework [32] 24] 33], which reverse-engineers the pheromone laying-
following behavior of ants and allows the colony as a whole to find shortest paths between the
nest and food sources [43, [10]. On the basis of those three models we have implemented and
tested several versions of an ACO-inspired algorithm for routing in MANETs (see [26, 35, 27,
36] for detailed discussions and results). We refer to all the different versions of this algorithm
with the common name of AntHocNet. Since each version is in some sense an improvement
and a refinement over the previous versions, and the software implementation of the different
versions is quite similar, in the following we first briefly report a unified description of all
versions of AntHocNet (section , and then we describe the implementation details of only
the last version of it (see [36]).

This part is organized as follows. First, in Section [I, we discuss the evaluation methodology
and its relationship to the figures of merit identified in Deliverable D04 [12], and in particular to
the BISON specific “nice properties”. Then, in Section [2| we describe the developed algorithms
and in Sections [3|and 4 we report evaluation results. In particular, in Section 3| we combine all
results for the earlier versions of the algorithm, while in Section [3|we present the results for the
latest version of AntHocNet.

1 Evaluation methodology and BISON'’s “nice properties”

The figures of merit used for the evaluation are all described in detail in Deliverable D04 [12].
In particular we use data delivery ratio, end-to-end packet delay and delay jitter as measures of
effectiveness, and routing overhead in number of control packets per successfully delivered data
packet as measure of efficiency. A number of different MANET scenarios have been considered.
In particular, we studied the behavior of the different versions of AntHocNet under different
conditions for network size, connectivity and change rate, radio channel capacity, data traffic
patterns, and node mobility. The details for each of the scenarios are described separately
in each subsection. In all scenarios we use the two-ray signal propagation model for radio
signals, the IEEE 802.11 DCF protocol with one communication channel for Medium Access
Control (MAC), UDP at the transport layer, an open flat area as node arena, and Constant Bit
Rate (CBR) traffic sessions at the application layer. These are common settings in MANET
experiments. To assess the performance of our algorithm relative to the state-of-the-art in the
tield, we compare each time to Ad-hoc On-demand Distance Vector routing (AODV) [86], a de
facto standard algorithm and commonly used in comparative studies.

In addition to traditional evaluation metrics such as the ones mentioned above, Deliverable
D04 also highlights the need to measure additional properties that are expected to be found in
swarm intelligence approaches. These were termed “nice properties”. In particular, D04 men-
tions scalability, adaptivity and robustness. The presence of these properties is expected to be

11
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beneficial in systems that need to operate in highly dynamic, fully distributed and continually
evolving environments such as today’s networks.

Scalability has been thoroughly investigated both with respect to network size (with number of
nodes ranging from 50 to 1500) and data traffic load (in terms of number of traffic sessions).
The results reported in subsections 4.3|and 3.3 show that AntHocNet scores well with respect
to this property.

Adaptivity is the ability of an algorithm to deal with changes in the environment. These changes
can be considered at long or short timescales. Adaptivity over long timescales is shown in the
different experiments in this section by running AntHocNet over a wide range of different
test scenarios, varying a large number of different environment variables. The good perfor-
mances of our algorithm over all these different environments show its adaptivity compared to
the benchmark algorithm AODV. Adaptivity over short timescales is more difficult to assess.
MANETs form a continuously changing environment, which makes it difficult to single out the
effect of a specific change on the performance. MANET algorithms have to be adaptive to short
term changes by definition, and a good performance on traditional evaluation metrics is there-
fore inherently an indication of adaptivity. One could of course keep all the dynamic aspects
of the MANET constant and then induce a single change and evaluate performance changes.
However, this would be rather artificial: MANET algorithms are optimized for continuously
changing environments, and it is not clear that bringing them to a static environment could
actually give a more relevant measure of their adaptivity.

The fact that it is difficult to single out the effect of a specific change on the performance in
a MANET is illustrated in Figure [1] It shows the effect of the transient addition of a number
of traffic sessions to the base scenario that is described in Subsection We captured a
realistic situation in which twenty data sessions are running during the whole course of the
simulation, while ten new sessions with higher data rates are started around time 400 and end
their activities around time 550, and are started again around time 700 and end around time
800. The figure reports the end-to-end packet delay averaged over 5 seconds time windows for
one of the long-running data sessions. It is possible to observe continual constant variations in
performance while it is not straightforward to single out the effect of the transient events.

Robustness is the ability of an algorithm to deal with damage inflicted to it by its environment.
Concrete examples of such damage in MANETs are the loss of protocol packets (ants, hello
messages, etc.) due to the unreliability of the wireless communication, and the loss of routing
information due to changes in the environment (e.g., nodes disappearing from paths). AntHoc-
Net is provided with a large number of mechanisms to deal with this kind of events. Examples
are the local repair and the link failure notification mechanisms to deal with path failures (see
Subsection , the unicast warning mechanism to deal with lost link failure notifications
(see also Subsection , the distinction between regular and virtual pheromone and the use
of proactive ants to verify paths (see Subsection 2.2.2), the periodic launching of reactive ants
to deal with the case when backward ants get lost (see Subsection [2.2.T), etc.. Since damag-
ing events are quite frequent in MANETS, this sort of mechanisms to increase robustness are
essential in all MANET algorithms, and good performance in a range of MANET scenarios us-
ing traditional evaluation metrics is by definition an indication of robustness. Nevertheless, it
would be possible to introduce some damaging events on purpose (e.g., by making a number
of nodes switch off and back on simultaneously, flushing all routing information from their

12
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Figure 1: Variation in the end-to-end delay with changing number of data sessions to illustrate
the difficulty to identify out the effect of a single event. See the explanation in the text.

memory), and measure its effect on the performance of the algorithm. We plan to do this in
the final work for this workpackage. However, we will again encounter the same problems as
described earlier: MANETSs inherently cause all kinds of disruptive events to happen, and it
will be difficult to identify the effect of a single specific event (see Figure|[T).

2 AntHocNet: Description of the algorithm

For wired networks, a number of successful ACO routing algorithms exist (e.g. ABC [98] and
AntNet [25]). The main idea is to repeatedly sample paths with small control packets, called
ants, in order to adaptively estimate the quality of each local routing choice. This results in
a collective and distributed learning of routing tables. ACO routing algorithms exhibit some
desirable properties for MANETs: they work in a distributed way, are highly adaptive and
robust, and provide automatic load balancing. AntHocNet is an attempt to create an ACO
routing algorithm which works efficiently in MANETSs, combining reactive path finding and
repairing with proactive path maintenance and improvement. AntHocNet also features the
use of multiple paths and stochastic data load spreading which are typical of ACO routing
algorithms.

Apart from minor details, the differences between the earlier versions of AntHocNet (see [26)
27, 135]) and the most recent one (see [36]), mainly concern proactive path maintenance and
improvement, and the discovery and use of multiple paths. Passing from one version to the
other, on one side we tried to progressively reduce the routing overhead without reducing the
overall effectiveness of the algorithm, and on the other side we made the algorithm more and
more adaptive and responsive to changes. In the following we describe the most recent version

13
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of the algorithm, which is, generally speaking, the best performing one, but we also briefly
highlight the differences with previous versions.

Subsection provides a general overview of the behavior of AntHocNet, while its specific
behavior for the different classes of events of interest in a MANET (path setup, path mainte-
nance and exploration, data routing and link faulures) is discussed with some more detail in

subsections 2.2.1}2.2.4]

2.1 General overview

AntHocNet is a multipath routing algorithm consisting of both reactive and proactive compo-
nents. The algorithm is reactive in the sense that nodes only establish paths when there is a
need for them. When a communication session is started at a source node s, this node starts
a reactive path setup phase, in which ant agents called reactive forward ants are spread over the
network in order to find the destination d of the session. They follow existing routing informa-
tion if available, and are otherwise broadcast. The first ant to find d becomes a reactive backward
ant which returns to s, setting up entries in the routing tables of intermediate nodes indicating
a path between s and d. Paths are represented in the form of distance-vector routing tables
called pheromone tables. An entry of a pheromone table contains a real-valued estimate of the
goodness of going over a certain neighbor to reach a certain destination. During the course of a
communication session, the algorithm tries to proactively improve the existing paths. To facilitate
this process, nodes include pheromone information they have about active destinations in their
hello messages. A node is considered an active destination if data have recently been forwarded
to it. Hello messages are short messages broadcast to all neighbors at regular intervals. The
pheromone information forwarded from node to node in hello messages spreads over the net-
work in a process which we call pheromone diffusion, in analogy with the volatile and diffusive
character of ant pheromone in nature (e.g. see [69]). The pheromone diffusion creates a field
indicating possible paths to the destinations. This field, which is built up of bootstrapped in-
formation/ | contains potentially unreliable information, and it is important to verify it before
it can be used safely by data. To this end, the source node of each communication session pe-
riodically sends out proactive forward ants during the course of the session, which follow the
diffused pheromone in order to find new and better paths. In this way, the single path which
is set up during the route setup phase is extended to a mesh of multiple paths.

The description given so far refers to the last version of the algorithm [36]. In the earlier ver-
sions, during the path setup phase, not only the first ant that finds destination d can go back
to the source and set up a path, but also those ants that followed paths that in terms of hops
and end-to-end delay are not significantly worse than the path followed by the first ant. In this
way multiple paths were set up, while in the last version only one path is set up as result of
the generation of the reactive ants. In terms of path maintenance, the behavior of the earlier
versions of the algorithm was as follows: (i) hello messages contained only the address of the
sender and were consequently used to have just an up-to-date view of the neighbors (and to
add/delete routes accordingly), (ii) proactive ants were scheduled periodically on a per session
basis: a proactive ant was sent every n data packets sent by the session (with n a parameter that

! Bootstrapping is a characteristic of dynamic programming (see [101]), in which nodes calculate the estimated
quality of a path based on estimates made by neighboring nodes. This is the typical mode of operation in Bellman-
Ford routing algorithms (e.g. see [6]).

14
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we empirically set between 4 and 8), and the proactive ant was similar to a reactive forward
ant but only up to two broadcasts were allowed and probabilistic rules were used to decide
whether broadcast it or not in the case routing information was present at the node.

In all the versions of the algorithm, multiple paths are made available to the data, which are
spread concurrently across these paths, with a strong preference for the best path. Link failures
are dealt with either by using local route repair or by warning preceding nodes on the paths.
Both these last two aspects have changed little across the different versions with respect to the
description which is given in the following subsections and

2.2 Detailed description of the components of the algorithm
2.21 Reactive path setup

When a source node s starts a communication session with a destination node d, and it does
not have routing information for d available, it broadcasts a reactive forward ant F);. Due to
this initial (and further) broadcasting, different instances of the same original ant will travel
through the network, and we will refer to the set of ants which originated from the same initial
ant as an ant generation. The task of the ants of one generation is to find a path connecting s
and d. At each node, an ant is either unicast or broadcast, according to whether or not the
current node has routing information for d. The routing information of a node i is represented
in a pheromone table 7. The entry 7, € R of this table is the pheromone value indicating
the estimated goodness of going from i over neighbor n to reach destination d. If pheromone
information is available, the ant chooses its next hop n with the probability P,.:

(Z,)™
e (TP
where N is the set of neighbors of i over which a path to d is known, and (3 is a parameter

value which can control the exploratory behavior of the ants (although in current experiments
B1 is kept to 1).

Pnd: /81 > 17 (1)

If an ant arrives in a node where there is no pheromone information available for d, it is broad-
cast. Due to this broadcasting, an ant generation can proliferate quickly over the network, with
different ant instances following different paths to the destination. If an ant arrives in a node
which was already visited by a different ant of the same generation, it is discarded, and at the
destination d only the first ant of a generation is processed. This way, only one path is set up.
In previous versions of AntHocNet more than one reactive forward ant could be accepted at
the destination, creating a mesh of multiple paths in this phase [26) 27, 35]. But for efficiency
reasons (due to the overhead involved in the parallel forwarding of multiple ant instances) it
turned out to be better to construct only one path during the reactive setup phase and leave
the creation of multiple paths to the proactive path maintenance and improvement phase (see

subsection [2.2.2).

Each forward ant keeps a list P = [1,2,...,d] of the nodes it has visited. Upon arrival at the
destination d, it is converted into a backward ant, which travels back to the source retracing P.
At each intermediate node i € P (i < d), the backward ant calculates the local estimate Tf ', of
the time it takes to reach the neighbor i + 1 the ant is coming from. This local estimate is used
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to incrementally compute an estimate of the time 77} it would take a data packet to reach d from
i over P, which is in turn used to update the pheromone tables:

- Y @
i<j<d, jJEP

The value of the estimate 7 '+, is defined as the product of the estimate of the average time to

send one packet, 7 .., and the current number of packets in queue (plus one, for the current
ant packet) to be sent at the MAC layer, Q¢,,,.:

A~

z'i—}—l = ( inac + 1)T72;1ac . (3)

Ti4c is calculated as a running average of the time elapsed between the arrival of a packet at
the MAC layer and the end of a successful transmission. So if ¢}, is the time it took to send a
packet from node ¢, then node ¢ updates its estimate as:

Thae = AT ge + (1= @)thae, (4)

mac mac

with a € [0,1]. Since 77 . is calculated at the MAC layer it includes channel access activities,

so it takes into account local congestion of the shared medium.

At each intermediate node ¢ € P, the backward ant sets up a path towards the destination
d, creating or updating the pheromone table entry 7., in 7°. The pheromone value in 7,
represents a running average of the inverse of the cost, in terms of both estimated time and
number of hops, to travel from i to d through n. If 7% is the travelling time estimated by the ant,
and h is the number of hops, the value 7} used to update the running average is defined as:

. -1
. (T4 hTy,
Td:<d y ) , ©)

where Tj,,, is a fixed value representing the time to take one hop in unloaded conditions (e.g.
for the 2 Mbps experiments, T}, was set to 0.003 sec). Defining 7 like this is a way to avoid
possibly large oscillations in the time estimates gathered by the ants (e.g., due to local bursts of
traffic) and to take into account both end-to-end delay and number of hops. The value of 7 is
updated as follows:

Tiy = 7Ti+ (1= )7 7 € [0,1]. ©)

Using this formula, pheromone has the dimension of an inverted time. In the experiments, the
parameters v and a were both set to 0.7.

Once the backward ant makes it back to the source, a full path is set up and the source can start
sending data. If the backward ant for some reason does not arrive, a timer (set to 1 second in
the experiments) will run out at the source, and the whole process is started again.

2.2.2 Proactive path maintenance and exploration

During the course of a communication session, a source node proactively updates the informa-
tion about the currently used paths to the destination, and tries to find new and better paths.

16



Evaluation of basic services (1.0)

An important role in this process is played by hello messages. These are short messages broad-
cast every tpe1, seconds (in our case tjey, = 1sec) by all nodes. This kind of messages are used
in many existing protocols (see e.g. [102, [14])), to allow nodes to figure out which are their im-
mediate neighbors. When a node 7 receives a hello message from a new node n, it can assume
that n is its neighbor. After that, ¢ expects to receive a hello message from n every ¢, seconds.
After missing a certain number of expected hello’s (2 in our case), i assumes that n has moved
out of range, and no longer considers it a neighbor.

In AntHocNet, nodes include in the hello messages they send out routing information they
have about active destinations (also in some other algorithms hello messages are used to con-
vey extra routing information [14]). A node n constructing a hello message consults its pheromone
table, and picks a maximum number £ (set to 10 in the experiments) of destinations it has rout-
ing information for (if more than £ active destinations are available, k of them are picked ran-
domly). For each one of these destinations d, the hello message contains the address of d and
the best pheromone value 7" ,, m* € N}, which n has available for d.

A node i receiving the hello message from n first of all registers n as a neighbor in its neigh-
bor table and adds a one-hop route to n in its routing table. Then it goes through the list of
destinations reported in the hello message. For each listed destination d, it uses the received
pheromone value 7,7, ; to build up a new estimate for the goodness of going from i to d over n
by adding the cost of hopping from i to n. We call this new estimate the bootstrapped pheromone
Bt ,, since it is built up using an estimate which is non-local to i. To calculate B! ; we first
invert 7.7, , (since pheromone has the dimensions of an inverted time), and then add the esti-
mated time to perform the single hop from 7 to n, which we calculate like the term between

brackets in equation [5}
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What i does with the bootstrapped pheromone information B! ; depends on the information
about d and n in i’s routing table. If i has a pheromone entry 7, for destination d going
over neighbor 7, this means that there is a path from 7 to d over n which has been sampled
completely by one ant, and can therefore be considered reliable. So i treats B!, as an update
of the goodness estimate of this existing path, and replaces 7., by B ,. This way it keeps
pheromone on current paths up-to-date.

If, on the other hand, i did not have a value for 7, the bootstrapped pheromone can indicate
a possible new path from i over n to d. If i would then be allowed to include B! , in its routing
table as a new entry, and add it in its own hello messages for further broadcasting, pheromone
information could be spread over the whole network. This forwarded pheromone information
would be for a large part based on pure bootstrapping though (estimates based on other node’s
estimates), and could therefore be unreliable. Combining old and new routing information in
bootstrapping systems can easily lead to loops for example. This is quite likely in our case
here, since the MANET environment changes quickly, and nodes only forward bootstrapped
information in periodic hello messages. Therefore, i should not use B!, to update the regular
pheromone table for data routing, since it is potentially wrong: it needs to be checked before
being used. So B!, is stored in a second pheromone table V' at i, called virtual pheromone table.
The information of V' can in turn be forwarded further in hello messages as bootstrapped
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pheromone. In that case however, a bit is set in the entry in the hello message to indicate
that this pheromone should not be used to update the pheromone estimate of existing paths
as described above (so that virtual and sampled paths do not mix). Using this system, virtual
pheromone can be spread from node to node without causing too much overhead, creating
over the whole MANET a field of virtual pheromone. The paths indicated by this field are
checked using proactive ants.

Each node which is the source of a communication session periodically (every ¢xe, seconds)
compares the virtual and regular pheromone information it has available for the destination of
each of its session. If the best virtual pheromone is significantly better (in the experiments: at
least 10% better) than the best regular pheromone, a proactive forward ant is sent out. Proactive
forward ants are unicast towards the destination, using the same probabilistic routing rule as
reactive forward ants (but with the same routing exponent as data, see eq.[8), but considering
both regular and virtual pheromone (while data only follow regular pheromone). Unlike reac-
tive ants, however, proactive ants are never broadcast, and when they arrive at a place where
there is no pheromone available they are just discarded. When a proactive ant arrives at the
destination, a backward ant identical to the ones used during the reactive path setup is sent
back to the source. This way, promising virtual pheromone is investigated, and if the investi-
gation is successful it is turned into a regular path which can be used for data. This increases
the number of paths available for data routing, which slowly grows to a full mesh, and allows
the routing algorithm to exploit new routing opportunities in the ever changing topology.

While the reactive path setup phase described in subsection[2.2.1]is similar to common practices
in traditional reactive routing algorithms, the forwarding of bootstrapped routing information
over the whole network reminds of the typical mode of operation in proactive algorithms like
DSDV, which is based on Bellman-Ford routing algorithms for wired networks. The problem
with such algorithms is that in general they are only guaranteed to work correctly if all the
routing tables are up-to-date. In dynamic MANETSs, this means that nodes should send a lot
of routing updates around, which can quickly congest the network. In the approach we take,
the proactive part is kept lightweight, forwarding the bootstrapped information in a delayed
fashion, and no guarantees about correctness are given. Therefore we cannot use the proactive
information for data routing, and instead we use it as a guideline for finding new and better
paths. The proactive ants form a link between the unreliable proactive information and trusted
established data forwarding paths.

From an ACO routing point of view, we have decoupled path maintenance from path discovery
and improvement. While initial paths are set up using ants which can be broadcast or follow
pheromone (see subsection [2.2.1), the updating of pheromone on existing paths is no longer
done by repeated path sampling with ants, but with a lightweight bootstrapping process which
can dramatically reduce the amount of overhead in MANETs. Exploring new paths, on the
other hand, is again done using ants. They are guided however by the virtual pheromone field
set up using bootstrapping. The bootstrapped pheromone field can be seen as the result of
natural diffusion of previously placed pheromone.
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2.2.3 Stochastic data routing

The path setup phase together with the proactive path improvement actions creates a mesh of
good paths between source and destination, indicated in the pheromone tables of the nodes.
Data are forwarded according to the values of the pheromone entries. Nodes in AntHocNet
forward data stochastically. When a node has multiple next hops for the destination d of the data,
it randomly selects one of them, with probability P,4. P, is calculated in the same way as for
the reactive forward ants, but with a much higher exponent, in order to be greedy with respect
to the better paths:

(Zna)™
Zje/\/; (7}Zd)ﬁ2 ’
In the experiments, 3> was set to 20. Setting the routing exponent so high means that if several
paths have similar quality, data will be spread over them. However, if one path is clearly better
than another, it will almost always be preferred. According to this strategy, we do not have to
choose a priori how many paths to use: their number will be automatically selected in function
of their quality.

Ppg = ﬁ2251~ (8)

The probabilistic routing strategy leads to data load spreading according to the estimated qual-
ity of the paths. If the estimates are kept up-to-date (which is done using the bootstrapped
information from the hello messages as described in subsection , this leads to automatic
load balancing. When a path is clearly worse than others, it will be avoided, and its congestion
will be relieved. Other paths will get more traffic, leading to higher congestion, which will
make their end-to-end delay increase. By adapting the data traffic, the nodes try to spread the
data load evenly over the network.

2.2.4 Link failures

Nodes can detect link failures (e.g., a neighbor has moved far away) when unicast transmis-
sions (of data packets or ants) fail, or when expected hello messages were not received (see
subsection 2.2.2). When a neighbor is assumed to have disappeared, the node takes a number
of actions. In the first place, it removes the neighbor from its neighbor list and all the associated
entries from its routing table.

Further actions depend on the event which was associated with the discovered disappearance.
If the event was a failed transmission of a control packet, the node broadcasts a link failure
notification message. Such a message contains a list of the destinations to which the node lost its
best path, and the new best estimated end-to-end delay and number of hops to this destination
(if it still has entries for the destination). All its neighbors receive the notification and update
their pheromone table using the new estimates. If they in turn lost their best or their only
path to a destination due to the failure, they will broadcast the notification further, until all
concerned nodes are notified of the new situation.

If the event was the failed transmission of a data packet, the node does not include the destina-
tion of the data packet in question in the link failure notification. For this destination, the node
starts a local route repair. The node broadcasts a route repair ant that travels to the involved des-
tination like a reactive forward ant: it follows available routing information when it can, and
is broadcast otherwise. One important difference is that it has a maximum number of broad-
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casts (which we set to 2 in our experiments), so that its proliferation is limited. The node waits
for a certain time (in the experiments set to 5 times the estimated end-to-end delay of the lost
path), and if no backward repair ant is received by then, it concludes that it was not possible
to find an alternative path to the destination. Packets which were in the meantime buffered for
this destination are discarded, and the node sends a new link failure notification about the lost
destination.

Link failure notifications keep routing tables on paths up-to-date about upstream link failures.
However, they can sometimes get lost and leave dangling links. A data packet following such
a link arrives in a node where no further pheromone is available. The node will then discard
the data packet and unicast a warning back to the packet’s previous hop, which can remove the
wrong routing information.

3 Evaluation of AntHocNet’s earlier versions

In the following we present three distinct groups of experiments. The first group contains tests
on scenarios which were derived from the basic scenario used in the influential study of Broch
et al. [9]]. This scenario is very densely packed, with 50 nodes with a radio range of 300 meters
in an area of 1500 x 300 m?. In such an environment, with high interference and very short
paths (the average path length is about 2 hops), it is clear that the advantages of maintaining
multiple paths, stochastically spreading data, using local repair, etc., might not outweigh their
costs. A simple, reactive approach as AODV is expected to be quite effective. In a more difficult
scenario (more mobility, more sparseness, longer paths), the characteristics of AntHocNet can
become an advantage over those of AODV. Therefore, the second group of experiments starts
from a larger and sparser network, and investigates the effect of increasing the mobility and
the size. The third group of experiments is a study on large networks, necessary to validate the
scalability of AntHocNet. The first group of experiments appeared in [26], while the second
and the third will be published in [27, 35].

3.1 Experiments based on a small and densely packed scenario
3.1.1 Simulation environment

All test settings used in this subsection are derived from a base scenario in which 50 nodes
are randomly placed in an area of 1500 x 300 m?. The area is rectangular in order to have
more long paths. Within this area, the nodes move according to the random waypoint model
[59]: each node randomly chooses a destination point and a speed, and moves to this point
with the chosen speed. After that it stops for a certain pause time and then chooses a new
destination and speed. The maximum speed in the scenario is 20m/s and the pause time is 30
seconds. The total length of the simulation is 900 seconds. Data traffic is generated by 20 CBR
sources sending one 64-byte packet per second. Each source starts sending at a random time
between 0 and 180 seconds after the start of the simulation, and keeps sending until the end.
The transmission range of the nodes is 300 meters, and the data rate is 2Mbit/s.

The different test scenarios were derived from this base scenario by changing some of the pa-
rameters. In particular, we varied the pause time, the area dimensions and the number of
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nodes. For each new scenario, 5 different problems were created, by choosing different initial
placements of the nodes and different movement patterns. The reported results are averaged
over 5 different runs (to account for stochastic elements, both in the algorithms and in the
physical and MAC layers) on each of the 5 problems.

3.1.2 Simulation results

In a first set of experiments we progressively extended the long side of the simulation area.
This has a double effect: paths become longer and the network becomes sparser. The results are
shown in Figure 2| In the base scenario, AntHocNet has a better delivery ratio than AODV, but
a higher average delay. For the longer areas, the difference in delivery ratio becomes bigger,
and AODV also looses its advantage in delay. If we take a look at the 99" percentile of the
delay, we can see that the decrease in performance of AODV is mainly due to a small number
of packets with very high delay. This means that AODV delivers packets with a very high
delay jitter, a crucial problem in terms of quality of service (QoS). The jitter could be reduced
by removing these packets with very high delay, but that would mean an even worse delivery
ratio for AODV. Next we changed the mobility of the nodes, varying the pause time between 0
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Figure 2: On the left the delivery ratio (the fraction of sent packets which actually arrives at
their destination) and on the right the average and the 99" percentile of the delay per packet.
On x-axis the long edge of the area: starting from the base scenario of 1500 x 300 m?, and ending
at 2500 x 300 m?.

seconds (all nodes move constantly) and 900 seconds (all nodes are static). The area dimensions
were kept on 2500 x 300 m?, like at the end of the previous experiment (results for 1500 x 300 m?
were similar but less pronounced). In Figure 3l we can see a similar trend as in the previous
experiment. For easy situations (long pause times, hardly any mobility), AntHocNet has a
higher delivery ratio, while AODV has lower delay. As the environment becomes more difficult
(high mobility), the difference in delivery ratio becomes bigger, while the average delay of
AntHocNet becomes better than that of AODV. Again, the 99" percentile of AODV shows that
this algorithm delivers some packets with a very high delay. Also AntHocNet has some packets
with a high delay (since the average is above the 99" percentile), but this number is less than
1% of the packets. In a last experiment we increased the scale of the problem. Starting from
50 nodes in a 1500 x 500 m? area, we multiply both terrain edges by a scaling factor and the
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Figure 3: On the left the delivery ratio and on the right the average and 99th percentile of the
delay. On the x-axis the node pause time in seconds.
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Figure 4: On the left the delivery ratio and on the right the average and 9
delay. On the x-axis the scaling factor for the problem.

percentile of the

number of nodes by the square of this factor, up to 200 nodes in a 3000 x 1000 m? area. The
results, presented in Figure |4, show again the same trend: as the problem gets more difficult,
the advantage of AntHocNet in terms of delivery ratio increases, while the advantage of AODV
in terms of average delay becomes a disadvantage. Again this is due to a number of packets
with a very high delay.

The experiments described above show that AntHocNet has some clear advantages over AODV.
First of all, AntHocNet gave a better delivery ratio than AODV in all scenarios. The construc-
tion of multiple paths at route setup, and the continuous search for new paths with proactive
ants ensures that there are often alternative paths available in case of route failures, resulting
in less packet loss. Second, AntHocNet has a higher average delay than AODV for the simpler
scenarios, but a lower average delay for the more difficult ones. The average delay of AODV
increases sharply in each of the difficult scenarios, and the 99" percentile figures indicate that
this is mainly due to a fraction of packets which is delivered with an abnormally high delay.
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Moreover, the 95! percentile (not shown in the figures) is usually lower for AODV than for
AntHocNet, indicating that AODV still delivers most of its packets faster than AntHocNet.
This is in line with the multipath nature of AntHocNet: since it uses different paths simultane-
ously, not all packets are sent over the shortest path, and so the average delay will be slightly
higher. On the other hand, since AODYV relies on just one path, delays can become very bad
when this path becomes inefficient or invalid. This is especially likely to happen in difficult
scenarios, with longer paths, lower node density or higher mobility, rather than in the dense
and relatively easy base scenario. Delivering packets with low variability and low maximum
delay is an important factor in QoS routing.

3.2 Experiments based on a larger and sparser scenario
3.21 Simulation environment

The tests described in this subsection make use of a scenario in which 100 nodes are randomly
placed inside an area of 3000 x 1000 m?. Each experiment is run for 900 seconds. Data traffic
is generated by 20 CBR sources sending one 64-byte packet per second. Each source starts
sending at a random time between 0 and 180 seconds after the start of the simulation, and
keeps sending until the end. The radio propagation range of the nodes is 300 meters, and the
data rate is 2 Mbit/s. For the different experiments in this setting, we varied the movement
patterns of the nodes. We did tests with the random waypoint mobility model [59], in which we
varied the maximum speed and the pause time, and with the Gauss-Markov mobility model [11],
in which we again varied the maximum speed. The Gauss-Markov movement scenarios were
generated with the BonnMotion software [20]. Parameter values were kept as follows: the
update frequency was 2.5, the angle standard deviation 0.4, and the speed standard deviation
0.5. The reported results are again averaged over 5 different runs on 5 different problems.

3.2.2 Simulation results

We first study the behavior of AntHocNet and AODV in increasingly dynamic environments
under the random waypoint mobility model. Node mobility is increased by either increasing
the maximum node speed or decreasing the node pause time (the lower the pause time, the
higher the node mobility). Figures|5|and |7/a show the delivery ratio, average delay and average
jitter of AntHocNet and AODV under different node speeds. AntHocNet outperforms AODV
clearly for delivery ratio and jitter, and the differences increase for higher speeds. The per-
formance differences for average delay are smaller, but again they increase for higher speeds.
Figures [ and [7b show the same performance measures for both algorithms under different
node pause times. AntHocNet again outperforms AODV in terms of delivery ratio, delay and
jitter. The relation between mobility and performance is more difficult to establish than for
the node speed experiments. Apparently the pause time influences the mobility in a different
way than the maximum node speed. Also, the pause time does not only influence the mobility,
but also the connectivity: since the network under investigation is sparse, it is possible at high
pause times that some nodes remain out of reach of the rest of the network for a long time, and
no packets can be delivered to them, resulting in a low delivery ratio. This explains the dip in
the delivery ratio and the rise of the jitter for both algorithms.
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Figure 5: (a) Delivery ratio and (b) average packet delay under various speed values for ran-
dom waypoint node mobility.
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Figure 6: (a) Delivery ratio and (b) average packet delay under various pause times for random
waypoint node mobility.

1.1 2

X
1.8 [ AntHocNet — !
1 - AntHocNet — B aodv -
AODV -3 &

_ _ 16
£ 09 £
= = 1.4
= i —T =
S os S 12
S S
g _— g 4
2 0.7 2
< . - < os e 28

0.6 %~ i —

0.6 e
7/ X’\'/’*’/
0.5 0.4
10 15 20 25 30 35 40 45 50 0 50 100 150 200 250 300 350 400 450 500
Node speed (m/s) Node pause time (sec)
(a) (b)

Figure 7: Average delay jitter under (a) various speed values and (b) pause times for random
waypoint node mobility.
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In order to validate the good results for the random waypoint model, we carried out a similar
study with the Gauss-Markov model, where we again increased the maximum node speed.
Figure |8 shows the delivery ratio and average delay for AntHocNet and AODV. Compared to
the speed experiments under the random waypoint model, there seem to be two differences:
delivery ratios are lower and delays are higher, and the performance differences between An-
tHocNet and AODV for both measures increase more clearly for higher speeds.
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Figure 8: (a) Delivery ratio and (b) average packet delay under various speed values for Gauss-
Markov node mobility.

In order to be able to compare results for both mobility models better, we plot the algorithm’s
performances under both mobility models together in the same graph, against the average link
duration. The average link duration has been proposed as a measure for the difficulty of a
node mobility scenario which is more general than the maximum node speed [96]. The graphs
are given in Figure 9] In these plots, the same observations seem to hold: both algorithms
perform better under the random waypoint model for the same average link duration, while
under the Gauss-Markov model there is a stronger tendency for the performance advantage
of AntHocNet over AODV to grow as the mobility increases. Clearly the differences between
the movement patterns generated according to the random waypoint model and the Gauss-
Markov model go beyond what can be measured with the average link duration. One dif-
ference which might make random waypoint movement patterns easier to deal with, is that
nodes tend to cluster together in the middle of the area, resulting in shorter paths (see [7]),
something which is maybe not the case for Gauss-Markov models (for this mobility model the
average node distribution has not been studied, to the best of our knowledge). Another dif-
ference between both models is that subsequent node movements in the Gauss-Markov model
are always correlated, while in the random waypoint model nodes make sudden, uncorrelated
changes in direction at the pause points. Possibly an adaptive learning algorithm like AntHoc-
Net can take more advantage out of these correlations than a purely reactive algorithm like
AODV, explaining the increasing difference in performance.

The good performances shown above come at a cost though. AntHocNet uses a lot of different
kinds of ant packets in order to adapt to the ever changing MANET environment and be able
to provide a high delivery ratio and low delays. Figure [10|shows that AntHocNet generates
substantially more control overhead (measured in number of control packets per successfully
delivered data packet) than AODV. This is clearly an aspect of the algorithm which can be
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Figure 9: (a) Delivery ratio and (b) average packet delay under different speed values for ran-
dom waypoint (RWP) and Gauss-Markov (GM) mobility, plotted against average link duration.

improved. The results described in Section E] show that the latest version of AntHocNet, which
uses the pheromone diffusion technique (see Deliverable D06), suffers much less from this
problem. One point worth mentioning in this context is the behavior of nodes at route setup
time: when a source node fails to establish a connection to the destination, it retries with short
intervals to send reactive forward ants. This can lead to high overhead in case of unreachable
nodes. This is clearly visible in Figure [I0b: for the highest values of the pause time, where
some nodes can be cut off from the other nodes for extended periods of time, the overhead is

very high.
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Figure 10: Routing control overhead in number of control packets per successfully delivered
data packet under various (a) speed values and (b) pause times for random waypoint node
mobility.
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3.3 Experiments of scalability
3.3.1 Simulation environment

For the tests in this subsection, we used the same setup as was used in the scalability study
of AODV performed by Lee, Belding-Royer and Perkins in [66]. In this study, the number of
nodes and the size of the simulation area are varied, while keeping the average node density
constant (= 7.5). The authors do experiments with up to 10000 nodes, but due to computational
constraints we limited our tests to maximum 1500 nodes. The exact values used for the number
of nodes and the size of the area are given in Table|l] Other properties of the simulation setup
are kept constant over the different test scenarios. The data traffic consists of 20 CBR sources
sending four 512-byte packets per second. The nodes move according to the random waypoint
model, with a minimum speed of 0 m/s, a maximum speed of 10 m/s, and a pause time of 30
seconds. The radio propagation range of the nodes is 250 meters, and the channel capacity is 2
Mb/s. We use the free space path loss model for radio propagation, which is a difference with
the other test scenarios described in this deliverable. Each simulation is run for 500 seconds.
The reported results are averaged over 5 different runs (3 for the scalability tests of 1000 and
1500 nodes tests due to computational limitations) on 5 different problems.

Table 1: Number of nodes and area sizes for the scalability experiments.

Number of nodes | Area size
100 1500 x 1500
500 3500 x 3500
1000 5000 x 5000
1500 6000 x 6000

3.3.2 Simulation results

The results are shown in Figure|11, We can see that AntHocNet outperforms AODV in terms
of delivery ratio and delay, and that this difference grows with the scale of the problem. The
mechanisms of multipath routing and local repair seem to pay off more when paths are longer.
The good performance of the algorithm in these studies gives an indication of its scalability.

4 Evaluation of AntHocNet’s latest version

For the evaluation of the latest version of AntHocNet, we again have three different groups of
tests. The first group uses the same test scenario as the one of subsection3.2] but only considers
random waypoint mobility. The second group considers a scenario with more intense data
traffic using higher radio bandwidth. The third group investigates scalability, still using more
intense data traffic and higher bandwidth. In all tests, nodes are initially placed randomly on
the surface area and then they move according to the RWP mobility model, with speed ranging
between 0 and 20 m/s. The pause time is set differently in different experiments. Data traffic is
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Figure 11: (a) Delivery ratio and (b) average packet delay under increasing network sizes.

generated by 20 CBR sources, which start sending at a random time between 0 and 180 seconds
after the start of the simulation, and keep sending until the end.

4.1 Experiments with low data traffic and low bandwidth
4.1.1 Simulation environment

100 nodes move in an area of 3000 x 1000 m?. Each data source sends one 64-byte packet per
second. The data rate at the physical layer is 2Mbit/s and the radio range 300 meters. We ran
tests for different pause times, ranging between 0 and 480 seconds (under RWDP, higher pause
time means higher mobility). The results described here can be directly compared to those for
varying pause times of subsection 3.2}

4.1.2 Simulation results

The results are presented in Figure [12] and Tables 2h and Bp. AntHocNet shows an average
end-to-end delay which is about half that of AODV for low pause times, and around one third
for high pause times. In terms of delivery ratio, the difference is less striking but still signifi-
cant. The drop in delivery ratio for the highest pause times is due to connectivity issues. The
network we consider is quite sparse, so that nodes can become disconnected from the network
for a certain time. For the highest pause times, these periods of lost connectivity, in which no
packets can be delivered, can be long. When we look at delay jitter, we can again see a large
advantage of AntHocNet over AODV. The better performance of AntHocNet is partly paid for
with more overhead, although the difference is quite small. For both jitter and overhead, the
loss of connectivity for high pause times has a strong effect. In terms of overhead, this effect is
less strong for AODV since AntHocNet waits for a shorter time before retrying a path setup in
case the previous attempt failed.

When comparing with the results of Subsection 3.2} it is clear that the latest version of AntHoc-
Net performs a lot better. While the differences in terms of delivery ratio are rather low, there
is a significant difference in terms of average end-to-end delay: the delay of the latest version is
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Figure 12: Average delay and delivery ratio for various pause times in a scenario with 100
nodes in a 3000 x 1000 m? area under light traffic load (20 sources sending 1 packet per second)

Table 2: Average delay jitter in the different scenarios: table (a) refers to the scenario with 100
nodes and light traffic load, table (b) to the one with 100 nodes and heavy traffic load, and table
() to the scenario with increasing number of nodes

(a) (b) (c)
Pause || AntHocNet | AODV Pause || AntHocNet | AODV Nodes || AntHocNet | AODV
0 0.439 0.754 0 0.265 0.271 50 0.233 0.258
15 0.452 0.759 15 0.272 0.286 100 0.280 0.304
30 0.472 0.794 30 0.277 0.304 150 0.385 0.430
60 0.504 0.822 60 0.278 0.306 225 0.441 0.510
120 0.536 0.851 120 0.345 0.377 300 0.550 0.616
240 0.695 1.009 240 0.500 0.566 400 0.605 0.686
480 1.498 1.754 480 0.853 0.894 500 0.723 0.890

Table 3: Overhead in the different scenarios, with tables referring to scenarios like in Table

(@) (b) (©)

Pause || AntHocNet | AODV Pause || AntHocNet | AODV Nodes || AntHocNet | AODV

0 23.52 20.69 0 6.66 5.83 50 3.01 2.31
15 24.11 20.65 15 6.77 5.69 100 6.55 5.58

30 24.24 20.42 30 6.83 5.58 150 12.14 11.09
60 24.21 19.9 60 6.72 5.27 225 20.19 20.30

120 24.63 19.42 120 7.02 4.98 300 30.26 31.32

240 26.69 18.43 240 7.83 4.69 400 44.99 48.81

480 36.72 21.12 480 11.66 6.10 500 58.45 66.36

more stable, and is consistently clearly lower than that of the earlier version. In terms of rout-
ing overhead, the difference is even more striking: AntHocNet's latest version produces only
just over half as much overhead as its predecessor, and becomes also in this respect competitive
with AODV.
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Figure 13: Average delay and delivery ratio for various pause times in a scenario with 100
nodes in a 1000 x 1000 m? area under heavy traffic load (20 sources sending 8 packets per
second)

4.2 Experiments with high data traffic and high bandwidth
421 Simulation environment

In these experiments, we investigate what happens under more intense data traffic, using
higher bandwidth: each data source sends eight 64-byte packets per second. The bandwidth
of the wireless interface is raised to 11Mbit/s. Since higher bandwidth implies shorter radio
ranges (now 110 meters), we reduce the area of the MANET: 100 nodes move in an area of
1000 x 1000 m?2. We use the same pause times as before.

4.2.2 Simulation results

In the results, shown in Figure|[13|and Tables [2b and , we can see the same trends as before.
The difference in delay is small for low pause times, but for high pause times AntHocNet’s
average delay is again three times lower than AODV’s. The drop in AntHocNet’s average delay
is likely due to the proactive path improvements in combination with the fact that pheromone is
based on path delay, which is more important in more congested traffic conditions. In terms of
delivery ratio and jitter, the difference between both algorithms is smaller, although AntHocNet
retains an advantage. In terms of overhead, the difference is more or less the same as before.

4.3 Experiments of scalability
4.3.1 Simulation environment
In the tests of this subsection, we investigate the scalability of the algorithm with respect to

both the size of the network (in terms of number of nodes) and data traffic load (in terms of active
traffic sessions).
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Figure 14: Average delay and delivery ratio for an increasing number of nodes (and increasing
area keeping node density constant) under heavy traffic load (20 sources sending 8 packets per
second)

For the scalability in terms of size, we keep the same data rate and bandwidth as in[4.2.T} and
vary the number of nodes, ranging from 50 to 500. The MANET area is adapted accordingly,
ranging from 750 x 750 m? to 2250 x 2250 m?, to keep the node density constant on 1 node per
100 m?2. The pause time is kept constant on 30 seconds.

For the scalability in terms of traffic sessions, we start from the same scenario adopted in Sub-
section which was using 20 CBR traffic sessions, and we added more sessions. To be
consistent with our previous experiments, we did not allowed any node to participate to more
than one session. Under this constraint, given that there are 100 nodes, only a maximum of 50
sessions are allowed. In the future, we plan to investigate also situations in which nodes can
participate to more than one session (e.g., a node acts as a server to a number of client peers).

4.3.2 Simulation results

The results for size scalability are given in Figure [14) and Tables 2k and [Bc. They show that
AntHocNet scales well: with increasing network size, the differences in terms of average end-
to-end delay, delivery ratio and jitter grow. More importantly, while AntHocNet has a slightly
higher overhead than AODV for the small scenarios, it actually generates less overhead for
the larger scenarios. This is an indication that AntHocNet can scale better with respect to the
number of nodes than AODV. It seems that in larger MANETs AntHocNet’s mechanisms of
path maintenance, path improvement and local repair pay off more.

The results for scalability with respect to the number of traffic sessions are given in Figures
and They show that AntHocNet scales well: the level of performance in terms of average
end-to-end delay, delivery ratio and jitter is quite stable with the increasing of the number of
sessions. AntHocNet always performs much better than AODV and performance difference
does not change appreciably over the experiments. Moreover, as in the case of size scalability,
the overhead of AntHocNet decreases with the scale of the problem and becomes lower than
that of AODV for the largest problems.
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Figure 15: Average delay and delivery ratio for an increasing number of CBR traffic sessions.
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Figure 16: Average delay jitter and routing overhead for an increasing number of CBR traffic
sessions.

5 Final remarks

The results presented here indicate the effectiveness of our approach. Both the earlier and
the latest versions of AntHocNet consistently outperform AODV in terms of delivery ratio,
average end-to-end delay and average delay jitter. Moreover, these differences become more
pronounced as scenarios become more difficult, due to higher mobility, longer paths, less node
density, or larger scale of the network. When compared to each other, AntHocNet’s latest
version outperforms the earlier versions mainly in terms of end-to-end delay. When we con-
sider efficiency, measured as generated control overhead traffic, AntHocNet's earlier versions
show a clear disadvantage compared to AODV. This disadvantage is however much smaller
for AntHocNet's latest version, and is changed in an advantage when larger scale networks are
considered. This is an important positive signal with respect to the use of AntHocNet in very
large MANETS.
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Part 11

Topology management

6 Peer sampling service in overlay networks

In recent years, the gossip-based communication model in large-scale distributed systems has
become a general paradigm with important applications which include information dissemi-
nation, aggregation, overlay topology management and synchronization. At the heart of all of
these protocols lies a fundamental distributed abstraction: the peer sampling service. In short,
the aim of this service is to provide every node with peers to exchange information with. Ana-
lytical studies reveal a high reliability and efficiency of gossip-based protocols, under the (often
implicit) assumption that the peers to send gossip messages to are selected uniformly at ran-
dom from the set of all nodes. In practice—instead of requiring all nodes to know all the peer
nodes so that a random sample could be drawn—a scalable and efficient way to implement the
peer sampling service is by constructing and maintaining dynamic unstructured overlays through
gossiping membership information itself.

This section presents a generic framework to implement reliable and efficient peer sampling
services through unstructured overlay networks. The framework generalizes existing approaches
and makes it easy to introduce new ones. We use this framework to explore and compare sev-
eral implementations of our abstraction. Through extensive experimental analysis, we show
that all of them lead to different peer sampling services none of which is uniformly random.
This clearly renders traditional theoretical approaches invalid, when the underlying peer sam-
pling service is based on a gossip-based scheme. Our observations also help explain important
differences between design choices of peer sampling algorithms, and how these impact the
reliability of the corresponding service.

Although other deliverables, in particular, D04 [12], D05 [28] and D06 [30] contain material that
overlaps with the description of the protocols and the experimental methodology, we include
them here as well to make the description of the experimental evaluation described in this
section self-contained.

6.1 Introduction
6.1.1 Motivation

Gossip-based communication protocols have been applied successfully in large scale systems.
Apart from the well-known traditional application for information dissemination [21}38], gos-
siping has been applied for aggregation [60, 54, 53], load balancing [56], network manage-
ment [106], and synchronization [77]. The common property of these protocols is that, periodi-
cally, every node of the distributed system exchanges information with some of its peers. The
underlying service that provides each node with a list of peers is a fundamental distributed
component of gossip-based protocols. This service, which we call here the peer sampling ser-
vice is usually assumed to be implemented in such a way that any given node can exchange
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information with peers that are selected following a uniform random sample of all nodes in
the system. This assumption has led to rigorously establish many desirable features of gossip-
based broadcast protocols like scalability, reliability, and efficiency (see, e.g., [87] in the case of
information dissemination, or [60, 54| for aggregation).

To achieve this uniform random selection, many implementors opt for the solution where every
node knows all other nodes of the system [8}44, 61]]. Practically speaking, every node maintains
a membership table, also called its view, the size of which grows with the size of the system.
The cost of maintaining such tables has a non-negligible overhead in a dynamic system where
processes join and leave at run time. In short, whereas the application and its underlying
gossip-based protocol are supposed to be scalable, it is wrong to assume that this is also the
case for the underlying peer sampling service.

Recently, much research has been devoted to designing scalable implementations of this ser-
vice. The basic idea is to use a gossip-based dissemination of membership information nat-
urally integrated into the service [37]. The continuous gossiping of this information enables
the building of unstructured overlay networks that capture the dynamic nature of distributed
peer-to-peer systems and help provide very good connectivity in the presence of failures or
peer disconnections.

Interestingly, there are many variants of the basic gossip-based membership dissemination
idea, and these variants mainly differ in the way new views are built after merging and trun-
cating views of communicating peers (see, e.g., [52]). So far, however, there has never been any
evaluation of and comparison between these variants, and this makes it hard for a program-
mer to choose the implementation of the peer sampling service that best suits the application
needs. More importantly, it is not clear whether any of these variants actually lead to uniform
sampling, which, as we pointed out, lies at the heart of all analytical studies of gossip-based
protocols. In search for an answer to these questions, we introduce a generic protocol scheme
in which known and novel gossip-based implementations of the peer sampling service can be
instantiated, and presents an extensive empirical comparison of these protocols.

6.1.2 Contribution

First, we identify a new abstract service, the peer sampling service, which is a fundamental
building block underlying gossip-based protocols. This peer sampling service is thus indis-
pensable for gossip-based implementations of a wide range of higher level functions, which
include information dissemination, aggregation, network management and synchronization.

Second, as a result of identifying this service and performing its logical separation in a class
of existing applications, we present a generic protocol scheme, which generalizes the gossip-
based peer sampling service protocols we are aware of. Our scheme makes it possible to im-
plement new protocols as well.

Third, we describe an experimental methodology to evaluate the protocols in question. A key
aspect of the methodology is that we focus on the overlay network that is induced by the peers
that the service returns to nodes. In particular, we examine if these overlays exhibit stable prop-
erties, that is, whether the corresponding protocol instances lead to the convergence of important
properties of the overlay. We also measure the extent to which these communication topologies
deviate from the desirable uniform random model mentioned earlier. We do so by looking at
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several static and dynamic properties: degree distribution, average path length and clustering
coefficient. We also consider the reliability of the service by examining its self-healing capacity
and robustness to failure.

The behavior of the protocol instances we evaluate shows a rather wide variation. A common
characteristic, however, is that no instance leads to a uniform sampling, rendering traditional
theoretical approaches invalid when these protocols are applied as a sampling service. This
result is surprising, as uniform randomness has long been generally assumed based only on
(wrong) intuition. As a result of our work, all previous theoretical results about these protocols
assuming randomness will have to be revised to properly describe the observed behavior.

6.1.3 Roadmap

In Section |6.2| we define the peer sampling service. Section |6.3 describes our generic protocol
and the various dimensions according to which it can be instantiated. Section |6.4| presents
our experimentation methodology. Sections and discuss our results in different
simulation scenarios. In Section[6.8] we interpret the result of the experiments. Related work is
discussed in Section[6.9} Finally, Section [6.10]concludes the section.

6.2 Peer Sampling Service

The peer sampling service is interpreted over a set of nodes that form the domain of the gossip-
based protocols that make use of the service. The same sampling service can be utilized by
multiple gossip protocols simultaneously, provided they have a common target group. The
task of the service is to provide a participating node of a gossiping application with a subset of
peers from the group to send gossip messages to.

The API of the peer sampling service is extremely simple consisting of only two methods: INIT
and GETPEER. While it would be technically straightforward to provide a framework for a
multiple-application interface and architecture, for a better focus and simplicity of notations
we assume that there is only one application. The specification of these methods is as follows.

INIT() Initializes the service on a given node if this has not been done before. The actual ini-
tialization procedure is implementation dependent.

GETPEER() Returns a peer address if the group contains more than one node. The returned
address is a sample drawn from the group. The specification of this sample (random-
ness, correlation in time and with other peers) is implementation dependent (one of our
research goals is exactly to give information about the behavior of this method in the case
of a class of gossip-based implementations).

Many times an application needs more than one peer. To maintain focus we define GETPEER to
return only one peer. Applications requiring more peers can call this method repeatedly. We
note however that allowing GETPEER to return more peers at the same time might allow for
optimizations of the implementation of the service.
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Note that we do not define a sTor method. The reason is to ease the burden on applications by
propagating the responsibility of automatically removing non-active nodes to the service layer.

The design of the service should take into account requirements with respect to the quality of
peer sampling, as well as the costs involved for providing a certain quality.

Based on the growing body of theoretical work cited above, the service should ideally always
return a peer as the result of independent uniform random sampling. However, we note that
although this quality criterion is useful to allow rigorous analysis, it is by no means the case
that all gossiping applications actually require uniform randomness. For example, some ap-
plications require only good mixing of random walks, which can also be established without
demanding that peers are sampled uniformly. On the other hand, applications such as those
that do aggregation do at least require that samples are not drawn from a fixed, static subset of
all possible nodes.

These two examples illustrate that the costs of sampling may be reduced if near-uniformity
is good enough for the application that makes use of the sampling service. In short, for an
implementation of the service there is a trade-off between the required quality of sampling
and the performance cost for attaining that quality. Uniform randomness can be conveniently
treated as a baseline to compare protocols to, and in particular the quality of the sampling
service.

6.3 Evaluation Framework

To study the impact on various parameters of gossip-based approaches to peer sampling, we
define an evaluation framework. A wide range of protocols fits into this framework and in
particular the peer sampling components of the protocols Lpbcast [37] and Newscast [52] are
specific instances of protocols within this framework.

6.3.1 System model

We consider a set of nodes connected in a network. A node has an address that is needed for
sending a message to that node. Each node maintains addresses by means of a partial view,
which is a set of ¢ node descriptors. The value of ¢ is the same for all nodes. Besides an address,
a node descriptor also contains a hop count, as we explain below.

We assume that each node executes the same protocol, of which the skeleton is shown in Fig-
ure The protocol consists of two threads: an active thread initiating communication with
other nodes, and a passive thread waiting for incoming messages. The skeleton code is param-
eterized with two Booleans (PUSH and PULL), and two function placeholders (SELECTPEER() and
SELECTVIEW()).

A view is organized as a list with at most one descriptor per node and ordered according
to increasing hop count. We can thus meaningfully refer to the first or last k elements of a
particular view (note however that all hop counts do not necessarily differ so the first and last &
elements are not always uniquely defined by the ordering). A call to INCREASEHOPCOUNT(view)
increments the hop count of every element in view. A call to MERGE(view;,views) returns the
union of view; and view,, ordered again by hop count. When there is a descriptor for the same
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do forever
wait(T time units)
p < selectPeer()
if push then
// 0is the initial hop count
myDescriptor «— (myAddress, 0)
buffer «— merge(view,{myDescriptor})

do forever
(p, view,,) < waitMessage()
view,, < increaseHopCount(view,)
if pull then
// 0is the initial hop count
myDescriptor <+ (myAddress, 0)
buffer «— merge(view,{myDescriptor})

send buffer to p send buffer to p

else buffer «+— merge(view,, view)
// empty view to trigger response view « selectView(buffer)
send {} top

if pull then

receive view,, from p

view,, < increaseHopCount(view,)
buffer < merge(view,,view)

view « selectView(buffer)

(a) active thread (b) passive thread

Figure 17: The skeleton of a gossip-based implementation of a peer sampling service.

node in each view, only the one with the lowest hop count is inserted into the merged view;
the other is discarded.

This design space enables us to evaluate in a simple and rigorous way the impact of the various
parameters involved in gossip-based protocols along three dimensions: (i) Peer selection; (ii)
View propagation; (iii) View selection. Many variations exist along each of these dimensions;
we limit our study to the three most relevant strategies per dimension. We shall now define
these dimensions.

6.3.2 Peer selection

Periodically, each node selects a peer to exchange membership information with. This selection
is implemented by the function SELECTPEER() that returns the address of a live node as found in
the caller’s current view. In this study, we consider the following peer selection policies:

rand Uniform randomly select an available node from the view

head Select the first node from the view (the one with the lowest
hop count)

tail Select the last node from the view (the one with the highest
hop count)
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6.3.3 View propagation

Once a peer has been chosen, the peers may exchange information in various ways. We con-
sider the following three view propagation policies:

push The node sends its view to the selected peer
pull The node requests the view from the selected peer
pushpull | The node and selected peer exchange their respective views

6.3.4 View selection

Once membership information has been exchanged between peers and merged as explained
above, peers may need to truncate their views in order to adhere to the c items limit imposed
as a protocol parameter. The function SELECTVIEW (view) selects a subset of at most c elements
from view. Again, we consider only three out of the many possible view selection policies:

rand Uniform randomly select ¢ elements without replacement
from view

head Select the first ¢ elements from view

tail Select the last ¢ elements from view

These three types of policies give rise to a total of 27 combinations, each of which we express
by means of a 3-tuple (ps, vs,vp) with ps indicating one of the three possible peer selection
policies, vs the view selection policies, and vp the chosen view propagation policy. As an
example, Lpbcast corresponds to the 3-tuple (rand,rand,push), whereas Newscast is described
by (rand,head,pushpull). In the following, a DON’T CARE value (i.e., a wild card) is denoted by
the symbol “*”.

6.3.5 Implementation of the peer sampling API

The implementation of method INIT() is done by initializing the view of the node by an arbi-
trary peer node. This obviously involves a bootstrapping problem, which can be solved by
out-of-band methods, for example through well-known nodes or a central service publishing
contact nodes, or with any other convenient method. We will experimentally evaluate differ-
ent bootstrapping methods in Section As the simplest possible implementation, method
GETPEER() can return a random sample of the current view. Obviously, more sophisticated im-
plementations are also possible that e.g. maximize the diversity of the set of peers returned by
consecutive calls to GETPEER. From our point of view here the only important feature is that
GETPEER utilizes the local partial view to return a peer.

6.4 Experimental methodology

As already mentioned in Section [6.2| the baseline of our evaluation will be the ideal indepen-
dent uniform random implementation of the sampling service. It is far from trivial to compare
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a given sampling service to this ideal case in a meaningful way. Statistical tests for random-
ness and independence tend to hide the most important structural properties of the system as
a whole. Instead of a statistical approach, in our methodology, we switch to a graph theoreti-
cal framework, which provides richer possibilities of interpretation from the point of view of
reliability, robustness and application requirements, as Section also illustrates.

To translate the problem into a graph theoretical language, we consider the communication topol-
ogy or overlay topology defined by the set of nodes and their views (recall that GETPEER() returns
samples from the view). In this framework the directed edges of the communication graph are
defined as follows. If node a stores the descriptor of node b in its view then there is a directed
edge (a,b) from a to b.

In the language of graphs, the question is how similar this overlay topology is to a random
graph in which the descriptors in each view represent a uniform independent random sample
of the whole node set?

6.4.1 Targeted questions

There are two general questions we seek to answer. The first and most fundamental question
is whether, for a particular protocol implementation, the communication graph has some sta-
ble properties, which it maintains during the execution of the protocol. In other words, we
are interested in the convergence behavior of the protocols. We can expect several sorts of dy-
namics which include chaotic behavior, oscillations or convergence. In case of convergence the
resulting state may or may not depend on the initial configuration of the system. In the case
of overlay networks we prefer to have convergence toward a state that is independent of the
initial configuration. Sometimes this property is called self-organization. In our case it is essen-
tial that in a wide range of scenarios the system should automatically produce consistent and
predictable behavior.

A related question is that if there is convergence then what kind of communication graph does
the protocol converge to? In particular, as mentioned earlier, we are interested in what sense
do these graphs deviate from certain random graph models.

6.4.2 Selected graph properties

In order to find answers to the above problems we need to select a set of observable properties
that characterize the communication graph. In the following, we will focus on the undirected
version of the communication graph which we get by simply dropping the orientation of the
edges. The reason for this choice is that even if the “knows-about” relation that defines the
directed communication graph is one-way, the actual information flow from the point of view
of the applications of the overlay is potentially two-way, since after initiating a connection the
passive party will learn about the active party as well. Now let us turn to the properties we
will examine.

Degree distribution The degree of a node is defined as the number of its neighbors in the
undirected communication graph. We will consider several aspects of the degree distribution
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including average degree, the dynamics of the degree of a node, and the exact degree distri-
bution. The motivation for looking at degree distribution is threefold and includes its direct
relationship with reliability to different patterns of node failures [2], its crucial effect on the
exact way epidemics are spread (and therefore on the way epidemic-based broadcasting is per-
formed) [83] and finally its key role in determining if there are communication hot spots in the
overlay.

Average path length The shortest path length between node a and b is the minimal number
of edges that are necessary to traverse in the graph in order to reach b from a. The average path
length is the average of shortest path lengths over all pairs of nodes in the graph. The motiva-
tion of looking at this property is that, in any information dissemination scenario, the shortest
path length defines a lower bound on the time and costs of reaching a peer. For scalability,
small average path length is essential.

Clustering coefficient The clustering coefficient of a node a is defined as the number of edges
between the neighbors of a divided by the number of all possible edges between those neigh-
bors. Intuitively, this coefficient indicates the extent to which the neighbors of a are also neigh-
bors of each other. The clustering coefficient of the graph is the average of the clustering co-
efficients of the nodes, and always lies between 0 and 1. For a complete graph, it is 1, for a
tree it is 0. The motivation for analyzing this property is that a high clustering coefficient has
potentially damaging effect on both information dissemination (by increasing the number of
redundant messages) and also on the self-healing capacity by weakening the connection of a
cluster to the rest of the graph thereby increasing the probability of partitioning. Furthermore, it
provides an interesting possibility to draw parallels with research on complex networks where
clustering is an important research topic (e.g., in social networks) [108].

6.4.3 Parameter settings

Our main goal is to explore the different design choices in the protocol space described in
Section That is, the parameters which we want to explore are peer selection, view selection,
and symmetry model. Accordingly, we chose to fix the network size to N = 10* and the
maximal view size to ¢ = 30.

During our preliminary experiments some parameter settings turned out not to result in mean-
ingful overlay management protocols. In particular, (head,*,*) results in severe clustering,
(*tail,*) cannot handle dynamism (joining nodes) at all and (*,*,pull) converges to a star topol-
ogy, which is highly undesirable. These variants are therefore excluded from further discus-
sion.

6.5 Convergence

We now present experimental results that illustrate the convergence properties of the protocols
in three different bootstrapping scenarios. The first is the case of a growing overlay discussed
in Section The second is the initialization of the overlay with a structured large diameter
topology (Section[6.5.2) and finally the initialization with a random topology (Section|6.5.3).
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protocol partitioned | average number | average largest
runs of clusters cluster
(rand,head,push) 100% 58.36 4112.09
(rand,rand,push) 33% 227 9572.18
(tail,head,push) 100% 38.19 7150.52
(tail,rand,push) 1% 2.00 9941.00

Table 4: Protocols where partitioning was observed in the growing overlay scenario. Data
corresponds to cycle 300.

As we focus on the dynamical properties of the protocols, we did not wish to average out
interesting patterns so in all cases the result of a single run is shown in the plots. Nevertheless,
we ran all the scenarios 100 times to gain data on the stability of the protocols with respect
to the connectivity of the overlay. Connectivity is a crucial feature, a minimal requirement
for all applications. The results of these runs show that in all scenarios, every protocol under
examination creates a connected overlay network in 100% of the runs. The only exceptions
(shown in Table ) were detected during the growing overlay scenario.

6.5.1 Growing overlay

In this scenario the overlay network initially contains only one node. At the beginning of each
cycle, 100 new nodes are added to the network until the maximal size is reached in cycle 100.
The view of these nodes is initialized with only a single node descriptor, which belongs to the
oldest, initial node.

This scenario is the most pessimistic one for bootstrapping the overlays. It would be straight-
forward to improve it by using more contact nodes, which can come from a fixed list or which
can be obtained using inexpensive local random walks on the existing overlay. However, in
our discussion we intentionally avoid such optimizations to allow a better focus on the core
protocols and their differences.

Figure |18 shows the dynamics of the properties of the communication topology. Protocols
(rand,head,push) and (tail head,push) are not plotted due to their instability in this scenario

with respect to connectivity of the overlay (see Table[d). A non partitioned run of both (rand,rand,push)
and (tail,rand,push) is included however.

The partitioning of the push version of the protocols is due to the fact that it is only the first,
central node that can distribute new links to all new members. For the same reason conver-
gence is extremely slow when push is applied, while the pushpull versions do show fast con-
vergence. Protocols (x,rand,pushpull) are seemingly closer to the random topology, however,
we will see that this is misleading and is a result of a highly non-balanced degree distribution

(see Section [6.6)).
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Figure 18: Dynamics of graph properties in the growing scenario. Horizontal line indicates the
property in a uniform random topology, vertical line indicates end of growth

6.5.2 Ring lattice initial topology

In this scenario, the initial topology of the overlay was a ring lattice, a structured topology.
The motivation behind this experiment is to examine if the overlay properties converge to the
same random structure with a low average path length even if the initial topology is highly
structured and has a large average path length.

We build the ring lattice as follows. The nodes are first connected into a ring in which each
node has a descriptor in its view that belongs to its two neighbors in the ring. Subsequently,
for each node, we add additional descriptors of the nearest nodes in the ring until the view is
filled.

Figure|19[shows the output of this scenario as well. As in the case of the growing scenario, 300
cycles were run but here only 100 are shown to focus on the more interesting initial dynamics of
the protocols. We can observe that all versions result in quick convergence which is particularly
well illustrated by path length in Figure (note the logarithmic scale), but also by the other
observed properties.

6.5.3 Random initial topology

In this scenario the initial topology was defined by a random graph, in which the views of the
nodes were initialized by a uniform random sample of the peer nodes. Figure [19|includes the
output of this scenario as well. As in the other scenarios, 300 cycles were run but only 100 are
shown.

The most interesting feature we can notice is that independently of starting conditions, all
properties converge to the same value. This cannot be seen in the case of path length, but it
is also true. We can also see that the values are rather close to that of the random topology,
maybe with the exception of the clustering coefficient. However, to put these results in the
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Figure 19: Dynamics of graph properties. Horizontal line shows uniform random topology.

appropriate context, we need to consider the degree distribution as well. For instance, the star
topology—which has a maximally unbalanced degree distribution—also has a low diameter
and low clustering coefficient, while it is obviously far from random.
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6.6 Degree distribution

When describing degree distribution in a dynamic system one has to focus on two aspects: the
dynamics of the degree of individual nodes and the dynamics of the degree distribution over
the whole overlay. In principle, knowing one of these aspects will not determine the other, and
both are important properties of an overlay.

The results presented in this section were obtained from the experiments performed according
to the random initialization scenario described above. The evolution of the degree distribution
over the whole overlay is shown in Figure We can observe how the distribution reaches
its final shape starting from the random topology, as the distributions that correspond to expo-
nentially increasing time intervals (cycle 0, 3, 30 and 300) are also shown.

(a) (rand, rand, push) (b) (rand, rand, push- (c) (rand, head, push) (d) (rand, head, push-
pull) pull)

(e) (tail, rand, push) (f) (tail, rand, push- (g) (tail, head, push) (h) (tail, head, push-
pull) pull)

Figure 20: Degree distributions on the log-log scale, when starting from a random topology.
The ranges are [30,300] for the degree axis (horizontal), and [1:1000] for the frequency axis
(vertical). Note that degree is guaranteed to be at least 30. The symbol + denotes the random
graph (cycle 0). Empty box, empty triangle and filled circle belong to cycle 3, 30 and 300,
respectively.

This time the behavior of the protocols can clearly be divided into two groups according to
view selection. Note that previous experiments did not reveal this difference. Random view
selection results in an unbalanced distribution and slow convergence while head selection is
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protocol D300 d Vo
(rand head,push) 52.623 52.703 1.394
(tail, head,push) 54.785 55519  2.690

(rand,head,pushpull) 52.717 52933  1.756
(tail,head,pushpull)  53.916 53.888 2.176
(rand,rand,push) 58.404 60.804 19.062
(tail,rand,push) 58.844 58.746 17.287
(rand,rand,pushpull) 59.569 61.306 13.886
(tail,rand,pushpull) 59.666 58.616 9.756

Table 5: Statistics describing the dynamics of the degree of individual nodes.

more balanced and very fast. This is a very important difference and it will be reflected in most
of the following experiments as well.

Let us continue with the question whether the distribution of the degree of a fixed node over
time is the same as the distribution of the converged overlay at a fixed cycle. In the overlay the
degree of 50 nodes were traced during K = 300 cycles. Table[5|shows statistical data concerning
degree distribution over time at the 50 fixed nodes and over the full overlay in the last cycle
(i-e. in cycle K). The notations used are as follows. Let d(i, j) denote the degree of node i in
cycle j. Let d; be the mean degree of node i over K consecutive cycles. Now, letd = >-°°, d;/50
and o = 2?21 (d; — d)?/49, where d is the average and ¢ is the empirical variance of the time-
averages of the degree of the traced 50 nodes. Finally, D is the average of node degrees in
cycle K over all nodes.

We can see that in all cases the degree of all nodes oscillates around the overall average, in
other words, all nodes tend to have the same degree, there are no emerging higher degree
nodes on the long run. On the other hand, we again observe a major distinction according to
view selection. In the case of random selection the oscillation has a much higher amplitude,
the network is less stable.

The last question we consider is whether the sequence of node degrees during the cycles of
the protocol can be considered a random sequence drawn from the overall degree distribu-
tion. If not, then how quickly does it change, and is it perhaps periodical? To this end we
present autocorrelation data of the degree time-series of fixed nodes in Figure The band
indicates a 99% confidence interval assuming the data is random. The autocorrelation of the
series d(i,1),...d(i, K) for a given time lag k is defined as

S (d(d, ) — di)(d(i, 5 + k) — di)
i (d(i, 5) — d;)?

Tk =

)

which expresses the correlation of pairs of degree values separated by k cycles.

For the correct interpretation of the figure observe that (rand,head,pushpull) can be considered
practically random according to the 99% confidence band, while the time series produced by
(rand,head,push) shows some weak high frequency periodic behavior. The protocols (x,rand, )
appear to show low frequency periodic behavior with strong short-term correlation, although
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Figure 21: Autocorrelation of the degree of a fixed random node as a function of time lag,
measured in cycles, computed from a 300 cycle sample. Protocols (tail,,*) are omitted for
clarity.

to confirm that further experiments are necessary. This means that apart from having a higher
oscillation amplitude, random view selection also results in a much slower oscillation.

6.7 Self-healing capacity

As in the case of the degree distribution, the response of the protocols to a massive failure has a
static and a dynamic aspect. In the static setting we are interested in the self-healing capacity of
the converged overlays to a (potentially massive) node failure, as a function of the number of
failing nodes. Removing a large number of nodes will inevitably cause some serious structural
changes in the overlay even if it otherwise remains “usable,” that is, at least connected. In the
dynamic case we would like to learn if and how the protocols can repair the overlay after a
severe damage.

The effect of a massive node failure on connectivity is shown in Figure In this setting the
overlay in cycle 300 of the random initialization scenario was used as converged topology.
From this topology, random nodes were removed and the connectivity of the remaining nodes
was analyzed. In all of the 100 x 8 = 800 experiments performed we did not observe parti-
tioning until removing 69% of the nodes. The figure depicts the number of the nodes outside
the largest connected cluster. We observe consistent partitioning behavior over all protocol in-
stances: even when partitioning occurs, most of the nodes form a single large connected cluster.
Note that this phenomenon is well known for traditional random graphs [81].

In the dynamic scenario we made 50% of the nodes fail in cycle 300 of the random initialization
scenario and we then continued running the protocols on the damaged overlay. The damage is
expressed by the fact that, on average, half of the view of each node consists of descriptors that
belong to nodes that are no longer in the network. We will call these descriptors dead links.
Figure 23[shows how fast the protocols repair the overlay, that is, remove dead links. Based on
the static node failure experiment it was expected that the remaining 50% of the overlay is not
partitioned and indeed, we did not observe partitioning with any of the protocols.
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Figure 22: The number of nodes that do not belong to the largest connected cluster. The average
of 100 experiments is shown.
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Figure 23: The evolution of the number of dead links in the overlay following the failure of
50% of the nodes in cycle 300. The (x,head,pushpull) protocols fully overlap. Note the different
scales of the two plots.

6.8 Discussion

In our analysis of the output of the experiments presented above we first concentrate of the
two main questions we posed: convergence and randomness. Then we move on to discuss the
effects of the design choices in the three dimensions of the protocol space: peer selection, view
selection, and symmetry of communication.

6.8.1 Convergence

Figures|[18(a)} [19(c)|and [19(d)|illustrate especially well that the protocols converge to the same
clustering coefficient from extremely different starting conditions. Although it is somewhat less
evident due to the different scales of the plots in Figure [19} average path length and average
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degree converge just as well. Note that the (x,*,push) protocols are unstable and converge very
slowly in the growing overlay scenario. We will return to this issue below.

Also note that in the case of the lattice initialization scenario the initial diameter is very large
but even in that case we observe rapid convergence to the desirable low diameter topology

(Figure [19(a)).

6.8.2 Randomness

Let us compare the overlays with random graphs in which the view is filled with uniform
random samples of the other nodes. The behavior of the protocols we examined shows a rather
colorful picture with respect to different graph properties.

In the case of average path length, clustering coefficient and average degree it is clear that
protocols (x,rand,pushpull) give us the closest approximation of the random topology, with the
tail peer selection being slightly more random (see Figure[I9). However, when looking at other
aspects, we see a rather different picture. Degree distribution protocols (rand,head,*) are the
closest to random distribution while protocols (*,rand,) are rather far from it (see Figure .

In all cases, we can observe that the clustering coefficient is significantly larger than that of
the random graph and at the same time the average path length is almost as small. This adds
all our overlay topologies to the long list of complex networks observable in nature, biology,
sociology, and computer science that have a so-called “small-world” topology [1].

6.8.3 View selection

The view selection algorithms are significantly different. Head view selection results in a more
random degree distribution than the others, and it results in much less autocorrelation of the
degree of a fixed node over time (Figures 20| and 2T and Table [5). These properties make the
overlays using head view selection much less vulnerable to directed attacks targeting large-
degree nodes because there are no nodes with very large degree and the degree of a node
changes very quickly anyway. This also means that there are no communication hot-spots in
those overlays, which could result in scalability problems.

Also, head view selection repairs the overlay exponentially fast whereas random view selection
can at best achieve linear speed, which can hardly be considered scalable (Figure 23). The only
scenario when head view selection is not desirable is temporary network partitioning. In that
case, with head view selection all partitions will forget about each other very quickly and so
quick self-repair becomes a disadvantage. In practical applications the slow and quick self-
healing mechanisms should be combined.

6.8.4 Symmetry of communication

The symmetry of communication is also an important design choice. In particular, push has
severe problems dealing with “bottleneck” topologies, like the star-like topology implicitly
defined by the growing overlay scenario. In that case, some protocols using the push commu-
nication model were not even stable enough with respect to connectivity to participate in the
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experiments (Table[d), and even those that were included showed very slow convergence. The
reason is that nodes that join the network in the growing scenario can get information only if
the contact node pushes it to them which is very unlikely to happen because the contact node
communicates only once in each cycle, just like the other nodes.

It appears that this parameter plays a more prominent role in characterizing the overall be-
havior of the various protocols. In general, the performance of push-pull is clearly superior
compared to push-only approaches.

6.8.5 Peer selection

In the case of peer selection we cannot observe drastic differences. In general, applying the
tail selection algorithm results in slightly more randomness and slightly slower convergence at
the same time. The only scenario in which opting for tail selection results in clear performance
degradation is self-healing (Figure 23). In that case, (tail,head,push) converges significantly
slower than (rand,head,push), although both converge still very quickly. Also, (tail,rand,push)
slowly increases the amount of dead links which is especially undesirable.

6.9 Related work
6.9.1 Complex networks

The assumption of uniform randomness has only fairly recently become subject to discussion
when considering large complex networks such as the hyperlinked structure of the WWW, or
the complex topology of the Internet. Like social and biological networks, the structures of the
WWW and the Internet both follow the quite unbalanced power-law degree distribution, which
deviates strongly from that of traditional random graphs. These new insights pose several
interesting theoretical and practical problems [4]. Several dynamic complex networks have
also been studied and models have been suggested for explaining phenomena related to what
we have described here [34]. This related work suggests an interesting line of future theoretical
research seeking to explain our experimental results in a rigorous manner.

6.9.2 Unstructured overlays

There are a number of protocols that are not covered by our generic scheme but that are poten-
tially useful for implementing peer sampling. An example is the Scamp protocol [40]. While
this protocol is reactive and so less dynamic, an explicit attempt is made towards the construc-
tion of a (static) random graph topology. Randomness has been evaluated in the context of
information dissemination, and it appears that reliability properties come close to what one
would see in random graphs. Some other protocols have also been proposed to achieve ran-
domness [65] 82], although not having the specific requirements of the peer sampling service
in mind.
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6.9.3 Structured overlays

A structured overlay [93} 90, 99] is by definition not dynamic so to utilize it for implementing
the peer sampling service random walks or other additional techniques have to be applied.
It is unclear whether a competitive implementation can be given considering also the cost of
maintaining the respective overlay structure. Structured overlays have also been considered as
a basic middleware service to applications [15]. Another issue in common with our own work is
that graph theoretic approaches have been developed for further analysis [67]. Astrolabe [104]
needs also be mentioned as a hierarchical (and therefore structured) overlay which although
applies (non-uniform) gossip to increase robustness and to achieve self-healing properties, does
not even attempt to implement or apply a uniform peer sampling service. It was designed to
support hierarchical information dissemination.

6.10 Concluding remarks

We have identified peer sampling as an abstract middleware service. We have shown that
dynamic gossip-based unstructured overlays are a natural candidate for implementing this
service due to their reliability and scalability. Whereas there has been a lot of work in analyzing
the behavior of structured overlay networks, this is the first attempt to analyze the behavior of
a class of unstructured overlays, which so far have been simply assumed uniform random.

The main conclusion of our experiments is that the gossip-based constructions of overlays
through partial views leads to many different topologies, none of which actually resembles
traditional random graphs. Instead all these constructions belong to the family of small-world
graphs characterized by small diameter and large clustering. Besides, many of the implemen-
tations result in highly unbalanced degree distribution. This observation indicates that gossip-
based peer sampling implementations have strong links to the field of complex networks and
self-organizing systems, and more generally to statistical physics, a fact which has been largely
overlooked so far. This links give hope for the possibility of the adaptation of the well estab-
lished theoretical results of dynamic complex networks [34].

When considering the stable properties of various protocols, that is, which emerge from con-
vergent behavior, it also becomes clear that different parameter settings lead to very different
properties, which can be exploited according to the needs of the targeted application. For ex-
ample, a strong self-healing topology may not be appropriate in the presence of temporary
network partitions. In many cases, combining different settings will be necessary. Such a com-
bination can, for instance, be achieved by introducing a second view for gossiping membership
information and running more protocols concurrently.
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7 Minimum power connectivity in wireless networks

In this section we present the experimental results obtained by the new methods we pro-
posed for two minimum power topology problems in wireless networks. For each new al-
gorithm /protocol we propose, we will compare our approaches with state-of-the-art methods.
We will take into account case by case the most interesting indexes of performance, e.g. average
computation times, average total power consumption, etc.

In our work we consider wireless networks where individual nodes are equipped with omnidi-
rectional antennae. Typically these nodes are also equipped with limited capacity batteries and
have a restricted communication radius. Topology control is one of the most fundamental and
critical issues in multi-hop wireless networks which directly affect the network performance.
In wireless sensor networks, topology control essentially involves choosing the right set of
transmitter power to maintain adequate network connectivity. Incorrectly designed topolo-
gies can lead to higher end-to-end delays and reduced throughput in error-prone channels. In
energy-constrained networks where replacement or periodic maintenance of node batteries is
not feasible, the issue is all the more critical since it directly impacts the network lifetime.

Unlike in wired networks, where a transmission from i to m generally reaches only node m, in
wireless sensor networks it is possible to reach several nodes with a single transmission (this is
the so-called wireless multi-cast advantage, see Wieselthier et al. [109]). In the example of Figure
nodes j and k receive the signal originated from node ¢ and directed to node m because j
and k are closer to ¢ than m, i.e. they are within the transmission range of a communication
from i to m. This property is used to minimize the total transmission power required to connect
all the nodes of the network.

Figure 24: Communication model.

In order to represent the problem in mathematical terms, a model for signal propagation has
to be selected. We adopt the model presented in Rappaport [89]. According to this model,
signal power falls as 2=, where d is the distance from the transmitter to the receiver and x
is a environment-dependent coefficient, typically between 2 and 4. Under this model, and
adopting the convention that every node has the same transmission efficiency and the same
detection sensitivity threshold, the power requirement for supporting a link from node i to
node j, separated by a distance d;;, is then given by

_ K
pij = (dij) )
Technological constraints on minimum and maximum transmission powers of each node are
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usually present. In particular they state that for each node i, its transmission power must be
within the interval [P/™", P/"**].

We worked on two different problems related to power control in wireless networks. These
two problems are defined in Sections [7.1] and [7.2] respectively, together with the methods we
developed for them. Implementation details are also presented separately for the two prob-
lems.

We worked on two different problems related to power control in wireless networks. These two
problems are briefly described in Sections [7.1 and [7.2] respectively, together with the methods
we developed for them.

7.1 Minimum Power Topology

The minimum power topology M PT problem can be formally described as follows. Given the
set V of the nodes of the network, a range assignment is a function r : V. — R*. A bidirectional
link between nodes ¢ and j is said to be established under the range assignment r if (i) > p;;
and 7(j) > p;j. Letnow B(r) denote the set of all bidirectional links established under the range
assignment 7. M PT is the problem of finding a range assignment r minimizing >,y r(4),
subject to constraints on minimum and maximum transmission powers and to the constraint
that the graph (V, B(r)) must be connected.

As suggested in Althaus et al. [3], a graph theoretical description of M PT can be given as
follows. Let G = (V, E,p) be an edge-weighted graph, where V' is the set of vertices corre-
sponding to the set of nodes of the network and E is the set of edges containing all the possible
pairs {i,j}, with i,5 € V, i # j, that do not violate technological constraints on transmission
powers. A cost p;; is associated with each edge {7, j}. It corresponds to the power requirement
defined by equation (9).

For a node ¢ and a spanning tree 7" of G, let {i,ir} be the maximum cost edge incident to i
inT,ie. {i,ir} € T and psi,, > pi; V{i,j} € T. The power cost of a spanning tree 7" is then
c(T) = > icy Piip- Since a spanning tree is contained in any connected graph, M PT" can be
described as the problem of finding the spanning tree 7" with minimum power cost ¢(7).

We proposed some new methods for different instances of minimum power topology prob-
lems. First we proposed two exact algorithms for the centralized version of the problem, i.e.
where all the network is known at a central location, and optimization is carried out on a single
processor. Some speed-up rules and preprocessing techniques have also been proposed (see
Montemanni and Gambardella [70], [73]], [71] and Montemanni et al. [75]). Second we defined
a local protocol that uses the centralized algorithms we developed in a local fashion, i.e. it runs
them locally at each node (one by one), where the knowledge of the network is limited to the
neighbors of node that runs the algorithm. This makes the computation fully distributed (see
Montemanni and Gambardella [72]). Details about the implementation of all the algorithms we
propose can be found in Deliverable D07 [29].
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7.1.1 Description of the new distributed protocol

Glauche et al. [42] conducted a detailed study showing that there is a very close correlation
between the (minimum) number of neighbors of the nodes of a network and the probability of
the network to be fully connected. In particular they observed that this indicator (number of
neighbors) is more interesting than transmission power when connectivity issues are studied.
Following this observation they propose a simple protocol able to provide full connectivity
(with high probability) with a much smaller total transmission power expenditure than meth-
ods working directly on power.

This protocol will be extended in order to locally optimize transmission powers while main-
taining the good theoretical properties of the original protocol. The original protocol is sketched
in Section while the new extended version is presented in Section[7.1.1]

Distributed protocol LMLD The LMLD (Local Minimum Link Degree) protocol has been orig-
inally proposed in Glauche et al. [42] (see also Krause et al [63]). It has been inspired by the
following observation, motivated by reasonings based on percolation theory. By exchanging
so-called hello and hello-reply messages each ad hoc node is able to access direct information
only from its immediate neighbors, defined by its links. The simplest local observable for a
node is the number of its links, which is equal to the number of its one-hop neighbors. Based
on this observable alone, a simple strategy for a node would be to decrease/increase its trans-
mission power once it has enough neighbors. Consequently the target node degree should be
defined by a parameter, that we will refer to as ngb. A value of the latter has to be chosen such
that all nodes are part of one connected network and reflects the only external input to this
otherwise fully local link rule.

The simple protocol just lined out has two main drawbacks. The first one is that the value of ngb
must be very conservative in order to guarantee full connectivity in case of clustered networks
(with an undesired high density of links in density populated areas as a side effect). The second
drawback is that the protocol does not take into account that links have to be bidirectional.

The idea introduced in Glauche et al. [42] elaborates on the protocol described above, aiming to
eliminate these drawbacks. In particular, upon setting up the communication links to the other
nodes, a node attaches to its hello message information about its current link neighborhood
list and its current transmission power. Starting with P,,;,, the node increases its transmission
power by a small amount once it has not reached a minimum link degree ngb,,;,. Whenever
another node, which so far does not belong to the neighborhood list, hears the hello message
of the original node for the first time, it realizes that the latter has too few neighbors, either
sets its power equal to the transmission power of the hello-sending node or leaves it as before,
whichever is larger, and answers the hello message. Now the original and new node are able
to communicate back and forth and have established a new link. The original node adds one
new node to its neighborhood list. Only once the required minimum link degree is reached, the
original node stops increasing its power for its hello transmissions. At the end each node has
at least ngby,;, neighbors. Some have more because they have been forced to answer nodes too
low in ngb; their transmission power is larger than necessary to obtain only ngb,,:, neighbors
for themselves.

In Glauche et al. [42] it is shown that small values of parameter ngb,;, (e.g. 10) already guar-
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antee, from a theoretical and practical point of view, full connectivity with probability almost 1
for very large networks (e.g. 1600 nodes).

Protocol LMPT In Montemanni and Gambardella [72] we presented a study aiming at enrich-
ing the LMLD protocol described in the previous section by introducing explicit transmission
power minimization. In order to do this, we need a little bit more of local information about
neighbors, and a slightly more articulated protocol. We will refer to this new protocol as the
LMPT protocol, which stands for Local Mimimum Power Topology protocol.

Similarly to the LMLD protocol sketched in Section[7.1.1} where each node is, in turn, in charge
of establishing links with ngb,,;, neighbors, here each node is, in turn, in charge of local opti-
mization. We will refer to this node as the (temporarily) head node. It needs to know the list
of neighbors (at the time of the local optimization) for each of its ngb,,;, potential neighbors.
Moreover, each node has to send to the head node the power required to reach each one of its
neighbors (it collected these information while it incrementally increased its power in order to
reach a minimum number of neighbors or when it receives a connection request by another
node). Local optimization is carried out according to the mixed integer linear programming
methods described in Montemanni and Gambardella [70], [73], [71] (see also Montemanni et
al. [75]). These methods are the state-of-the-art exact algorithm for the centralized version of
the MPT problem, i.e. the problem where full knowledge of the network is supposed to exist
at a centralized site.

Once the head node has collected these information for the ngb,,:, nodes (same parameter of
LMLD protocol) closest to it, it solves the local optimization problem involving itself and these
nodes (details about the constructions of the local problem are given below). In the meantime
the nodes in its neighborhood wait for the optimization to be concluded. At these point, accord-
ing to the solution of the optimization, the head node distributes the new neighbors lists and
the new transmission powers for its (current) neighbors. Once they receive this information
they update their state and lists.

The overhead introduced for information exchange (and for solving the local optimization
problem) is justified by the efficiency gained in terms of transmission power expenditure.

It is very important to stress that when the new protocol LMPT is applied, all the theoretical
results of Glauche et al, that guarantee connectivity “almost for sure” for proper values of
ngbmin, are still completely valid, since after the local optimization has been concluded, each
node is able to reach at least ngb,,i, nodes, although now a multi-hop transmission could be
necessary. The power saving we guarantee is consequently directly related to the acceptance of
multi-hop transmission instead of direct one-hop transmissions only.

7.1.2 Experimental evaluation

The core of the power-aware distributed protocol we propose is based on the centralized al-
gorithms we developed for the centralized version of the problem, i.e. the version where full
knowledge of the network is assumed, and a global problem is solved by exact algorithms. For
this reason we first present the results obtained by the centralized algorithms themselves in this
full-knowledge situation. Then we also summarize the results obtained by embedding these
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(originally centralized) methods within the distributed protocol described in Montemanni and
Gambardella [72].

Centralized algorithm Here we assume full knowledge of the sensor network, and we report
the results obtained by the methods we developed. A comparison with other methods (pre-
viously state-of-the-art) is also presented. Computational tests have been carried out on two
different families of problems, randomly generated as described in Althaus et al. [3] and in Das
et al. [19] respectively. In Althaus et al. [3] x = 4 and a problem with |V | nodes is obtained by
choosing |V| points uniformly at random from a grid of size 10000 x 10000. For the problems
described in Das et al. [19] the procedure is the same, but the grid has dimension 5 x 5. In
addition, for these last problems, a maximum transmission power, depending on the number
of nodes of the network, is fixed. The following pairs (number of nodes, maximum transmission
power) have been adopted: (15,3.00), (20,3.00), (30,2.50), (40, 1.50), (50,0.75). ILOG CPLEXEI
6.0 has been used to solve integer programs.

In the remainder of this section we will refer to the algorithm presented in Althaus et al. [3] as
AL, to the one described in Das et al. [19] as DAS, and to those proposed in Montemanni and
Gambardella [73] as MGa and MGb respectively.

In Table 6| we present the average computation times required (on a SUNW Ultra-30 machine)
by some of the exact algorithms on the problems described in Althaus et al. [3], for different
values of V. Fifty instances are considered for each value of |V/|.

Table 6: Average computation times (sec) on the problems described in Althaus et al. [3].

Algorithms V]
10 15 20 25 30 35 40
AL 2144 18.176 71.040 188.480 643.200 2278.400 15120.000
MGa 0192 0736 8576  33.152 221408 1246.304 9886.080
Preprocessing + MGa | 0.078 0289 0715 4924 28908  87.357 583.541
Preprocessing + MGb | 0.052  0.196  0.601 2.181 13.481 28.172 79.544

Table [f| shows that the M Ga and M Gb outperform AL. MGb also performs clearly better than
MGa.

In Table|6|also the benefit derived from the use of the preprocessing technique described Mon-
temanni and Gambardella [73] is highlighted. In order to apply this preprocessing procedure,
a heuristic solution to the problem has to be available. For this purpose we use one of the sim-
plest algorithms available, which works by calculating the Minimum Spanning Tree (see Prim
[88]) on the weighted graph with costs defined by equation (9), and by assigning the power of
each transmitter 7 to p;;,,. The computational times of the algorithm A Ga are improved up to
17 times (for |V'| = 40) when this technique is used (on average 79 % of the arcs were deleted
for |V| = 40 - see Montemanni and Gambardella [73]).

In Table[7]we present the average computation times required (on a Pentium 4 1.5GHz machine)
by some of the exact algorithms on the problems described in Das et al. [19], for different values

thtp: / /www.cplex.com.
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of V. In brackets we also report the average standard deviation on solving times. Twentyfive
instances are considered for each value of |V'|. Some entries are marked with *-’. This means
that the corresponding algorithms failed to solve some of the corresponding instances in less
than 3600 seconds.

Table 7: Average computation times (sec) on the problems described in Das et al. [19].

Algorithms V|

15 20 30 40 50

DAS | 0.014 (0.018) 7511 (36.697) - B -

MGa | 0.008(0.006) 0.027(0.013) 1518 (4.401) 24.723 (111.378) 12.233 (18.025)
MGb 0.019 (0.010)  0.058 (0.038)  0.795(1.093)  9.906 (20.312)  47.756 (136.234)

Table[7|suggests that again M G'a and M Gb obtain the best performance. For these problems the
algorithms highlight also that all the algorithms are not extremely robust (see large standard
deviation on solution times), i.e. there are very different performance on instances of the same
family. This could depend on the small grid adopted, which tends to flatten down power
requirements, and this causes many almost equivalent solutions. On the other hand, average
computation times are much shorter than those reported in Table |6 and this depends on the
maximum transmission power constraints, that substantially contribute to reduce the number
of variables of the problems.

Distributed protocol LMPT Here we present the results obtained by the local distributed
power-aware protocol LMPT, that embeds, in a distributed fashion, the exact algorithms we
developed for the centralized version of the problem.

In this section we aim to compare the results obtained by the distributed protocol described in
Glauche et al. [42] with those of the power-aware LM PT protocol, the we are going to briefly
describe in the following paragraphs.

The following three indicators are taken into account for the comparison:

e Total transmission power: the sum of the transmission power of all the nodes of the
network;

e Average number of neighbors: the average number of connections each node has to
maintain in the solution generated by the protocols. This indicator is important because
having too many neighbors leads to problematic communications due to the resulting
high noise over the network;

e Maximum number of neighbors: the maximum number of connections a node within
the network has to maintain.

Is is important to stress that in the comparison we do not take into account the overhead gener-
ated by the extra operations carried out by the new LM PT protocol. This overhead is however
marginal, and can be reduced to the extra transmission power dissipated when information
about (old and new) neighbors are exchanged within the local neighborhood of each node.
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However this overhead is very marginal, since the extra operations are carried out only once
when the network is established.

The network topologies considered are those already adopted in Glauche et al. [42]. Namely,
we considered the following families of networks:

e Homogeneous: each of the points is given a random position (z,y). A typical realiza-
tion is illustrated in Figure[25| By definition this type of network does not show generic
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Figure 25: Realization of a homogeneous network.

e Multifractal: to construct simple clustered point patterns it is possible to employ a bi-
nary multiplicative branching process. The nonuniform probability measure supported
on the network area is constructed by iteration: at first the parent square is divided into

(1+8)

four offspring squares with area 1. Two randomly chosen offsprings get a fraction

of the parent probability mass (1 in the beginning), whereas the remaining two get a
fraction (1%4@. In the next iteration step each offspring square follows the same proba-
bilistic branching rule and non-uniformly redistributes its probability mass onto its own

four offsprings. After jiteration steps the probability has been non-uniformly subdivided

onto 4/ subsquares with area ﬁ, where ( Z )27 of these subsquares (0 < i < j) come

with probability [42)i[125)15i One after the other each of the points to be distributed
is given an independent and uniform random number, which, given some probability-
mass-weighted ordering of the 47 subsquares, corresponds to exactly one subsquare, onto
the particle is deposited and randomly placed inside. One such realization of a point pat-
tern is shown in Figure 26| The hierarchical clustering of points is due to the hierarchical
branching structure of the iteration process;

e Manhattan: N, and N, streets are equidistantly placed parallel to the z— and y—axis,
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Figure 26: Realization of a multifractal network.

respectively. One after the other each of the N points to be fitted is randomly placed onto
one randomly chosen street. Fig. 1c gives an illustration of one realization;

Figure 27: Realization of a Manhattan network.

We refer the interested reader to Glauche et al. [42] for details about these topologies and how
to generate the networks. All the networks considered here have 1600 nodes, path loss expo-
nent k = 2 and are generated according to [42]. Parameter ngb,,;,, that defines the minimum
number of neighbors of each node, has been set to 6 for homogeneous networks, to 7 for mul-
tifractal networks and to 10 for Manhattan networks. These value are those suggested in [42]
and guarantee full connectivity with probability almost 1.
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Average results of the indicators over 50 networks are summarized in Tables [8} [9] and [10] for
the three families of networks considered. Percentage gains achieved by the extended protocol
LMPT also appear in the tables.

Table 8: Homogeneous networks. Averages over 50 networks.

LMLD ([42]) LMPT Gain (%)
Total transmission power 2.547 1.403 44.92
Average number of neighbors 7.085 2.879 59.36
Maximum number of neighbors 12.317 7.683 37.62

Table 9: Multifractal networks. Averages over 50 networks.

LMLD ([42]) LMPT Gain (%)
Total transmission power 4.311 2.047 52.44
Average number of neighbors 8.320 3.393 59.22
Maximum number of neighbors 14.146 9.334 34.02

Table 10: Manhattan networks. Averages over 50 networks.

LMLD ([42]) LMPT Gain (%)
Total transmission power 3.417 0.618 81.91
Average number of neighbors 11.890 3.514 70.45
Maximum number of neighbors 24.789 12.684 48.83

For all the experiments reported in Tables 8} 9] and [§] the use of the extended protocol LM PT
brings a substantial gain over protocol LM LD, in terms of both the total transmission power
and the number of neighbors (average and maximum).

In particular the most impressive results have been obtained on Manhattan networks (Table
, where the gains for the three indicators are in the order of 81.91 %, 70.45 % and 48.83 %
respectively. These results are due to the intrinsic characteristics of these networks, that in fact
are critical cases for the original protocol presented in [42].

We can conclude that the results are indeed very encouraging and they completely justify the
marginal overhead generated by the extra operations carried out by the extended protocol
LMPT.
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7.2 Minimum Power Broadcast

The minimum power broadcast (MPB) problem treated here is very similar to that described in
Section The difference is that here we elect a node s as source of the message we want to
broadcast, and we do not require bidirectional links. We assume a fixed N-node network with
a specified source node which has to broadcast a message to all other nodes in the network.

We consider a centralized implementation where the broadcasting tree is built at the source
node, where complete knowledge of the locations of all nodes in the network is assumed.

7.2.1 Description of the new simulated annealing algorithm

The algorithm we propose is based on the Simulated Annealing paradigm. A detailed descrip-
tion of the approach can be found in Montemanni et al. [74].

Each solution for the MPB problem is represented by the set of transmission powers assigned
to the nodes of the network, while the fitness value of each solution (analogous to the energy of
the system in the thermodynamic case) is represented by the sum of the transmission powers
of all the nodes.

In our algorithm, only solutions which provide a connected broadcasting tree (i.e., feasible
solutions) are considered. This means that the algorithm moves from a connected broadcasting
tree to another. The goal is to find a solution with minimum cost.

The starting solution for the SA algorithm is obtained from that provided by the BIP algorithm
(see Wieselthier et al. [109]), a fast polynomial time constructive heuristic method. In order to
provide the SA algorithm a richer search space, this solution is perturbed in such a way that it
remains in the attraction-basin of the solution provided by BIP algorithm, but less deep inside
the corresponding local minimum valley. This helps the algorithm to move to different local
optima easily. The perturbation phase works as follows. Each node i is considered and if it is
not already transmitting at its maximum possible power (i.e. to reach the node farthest away
from it, subject to its eventual maximum power constraint) then, with probability p,, its power
is increased in such a way that node i can reach one more node. It is important to observe that
with the given perturbation strategy, each initial solution is feasible since transmission powers
can only be augmented (i.e. solution cost can only increase), starting from the values provided
by BIP algorithm, which is feasible by definition.

The SA algorithm then enters an iterative state, where the simulation of the annealing process
is carried out. In this phase the broadcasting tree is repeatedly disconnected and repaired. The
disconnect and repair strategies we adopt can be seen as a probabilistic version of the r-shrink
tree-improvement algorithm described in Das et al. [18] and are explained in detail below.

In the remainder of this section, we will refer to the current solution as Sp. During the first
iteration, So is initialized to the solution obtained by perturbing the heuristic solution provided
by the BIP algorithm.

At each iteration of the simulated annealing algorithm, the following steps are carried out:

e A random node ¢ is selected among the ones transmitting in the current solution Sp.
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e The power of node i is decreased in such a way that it can reach one less node than in
solution So (notice that this could cause node i to stop transmitting). We will refer to the
node which is not reached anymore by node i as j.

e If solution Sy is still providing a feasible broadcasting tree - this happens if i was using
more power than necessary in solution Sp - no operation is carried out on solution Sy.

e If solution Sy does not provide a feasible broadcasting tree anymore, the broadcasting
subtree not containing node j - we will refer to as SubT - is identified and one of its
nodes, k, is selected, according to the following mechanism. With probability p,, node k&
is selected at random among those with p;; < +o0o, while with probability (1 — p,) it is
selected as the node of Subl which reconnects the broadcasting tree with the minimum
increment in power.

e The new solution Sy is accepted with probability given by:

min {1, e (10)

Cost(Sp)—Cost(Sp) }
t

where C'ost(5) is a function returning the total transmission power (cost) of solution S.

Note that by using formula (10), not only improving solutions are accepted, but also solutions
that do not improve the current one are sometimes accepted. Their acceptance probability
is regulated by variable ¢, which is analogous to temperature in the real annealing process.
Accepting non-improving solutions helps the algorithm to escape from local minima.

Temperature ¢, which initially assumes the value given by parameter ¢;,;;, is decreased every
time C7 consecutive iterations are carried out without improvements to the best solution re-
trieved so far. This simulates the annealing process. The following rule is adopted to regulate
parameter ¢:

t:=at (11)

where 0 < a < 1is a user defined parameter regulating (together with parameter C7) the speed
of the annealing process.

In the beginning, the temperature ¢ is high and most of the new configurations are accepted.
As the algorithm proceeds, t is reduced until it reaches a value where non-improving configu-
rations are all rejected. When ¢ goes below a given threshold, 7}, the SA algorithm is stopped.

The post-optimization algorithm Sweep (see Wieselthier et al. [109]), which aims to reduce the
power of nodes transmitting at unnecessary high power, is run after the SA algorithm termi-
nates. It is important to observe that the computation time required by the sweep algorithm is
negligible for the problems considered.

7.2.2 Experimental evaluation
The simulated annealing algorithm was tested on 25, 50, 75, 100, 150 and 200-node networks

ina 5 x 5 grid. In each case, 50 networks were randomly generated and the tree powers were
averaged to obtain the mean tree power.
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Parameter « of equation (9) was chosen to be equal to 2 for all cases. Tests for the SA algorithm
were carried out on a computer equipped with an Intel Celeron 1.3 GHz processor and 256 MB
of memory.

The parameter settings adopted for the simulations are summarized in Table|11] It is important
to observe that these parameter values guarantee quick solving times (no more than a few
seconds for the biggest problems). Tests not reported here also suggest that the simulated
annealing based algorithm is not very sensitive to the changes in parameter values, which are
almost independent from the problem dimensions.

Table 11: Parameter setting for the simulated annealing algorithm.

Parameter Meaning Value
pp Perturbation probability (initial solution) 0.3
Dr Random selection probability for reconnection 0 2
tinit Initial temperature 0 .2

CT Iteration interval for temperature update 30000
« Annealing parameter 0.9
Tt Stopping criterion (temperature threshold) 0 . ].

A comparison of our SA approach with some state-of-the-art algorithms recently appeared is
presented in Table (12| In the first column the different networks considered are listed. In the
remaining columns the mean tree powers for different algorithms are presented. In particular
BIP, BIP followed by the sweep algorithm (see Wieselthier et al. [109]), BIP followed by the
1-shrink algorithm (see Das et al. [18]), ACS (see Das et al. [16]) and CM (see Das et al. [17])
followed by the 1-shrink algorithm (see Das et al. [18]) are considered together with the SA
algorithm, which is the one we propose. The last column contains the results obtained by SA
followed by the sweep algorithm. Percentage improvements in the mean tree powers over
the BIP solutions are shown in Table Entries of the tables marked with “-” correspond to
combination for which no result is available.

Table 12: Mean tree powers obtained by different algorithms.
N BIP BIP+ BIP + ACS CM+ SA SA +
sweep 1-shrink 1-shrink sweep
25 1246 1214 1125 1021 1023 998  9.95
50 11.67 11.45 10.68 10.04 9.90 9.67 9.65

75 11.63 11.37 10.67 - 9.88 9.84 9.74
100 11.60 11.36 10.55 - 9.87 9.94 9.82
150 11.31 11.07 - - - 10.45 10.35
200 11.27 11.04 - - - 11.01 10.25

From Table(12{and Table|13|it can be seen that the SA algorithm is able to substantially improve
the results achieved by the other algorithms for all the problems apart from those with 100
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Table 13: Percentage improvements (%) in mean tree power over BIP algorithm.
N BIP+ BIP+ ACS CM+ SA  SA+
sweep 1-shrink 1-shrink sweep
25 2.57 9.71 18.06 17.90 1990 20.14
50 189 8.48 1393 1517 1714 17.31

75 2.24 8.25 - 15.05 1539 16.25
100  2.07 9.05 - 14.91 14.31 15.34
150 212 - - - 7.60 8.49
200 2.04 - - - 2.31 9.05

nodes. It works particularly well on small/medium size problems. On the other hand, it is
comparable to the CM + 1-shrink algorithm for problems with 100 nodes. No comparison with
the other algorithms (apart from BIP and BIP + sweep) is possible for problems with more than
100 nodes.

A small further improvement in the solutions provided by SA algorithm can be obtained by
running the sweep algorithm, which has negligible computation times, on them. This im-
provement confirms that SA tends to produce solutions which are not fully optimized to local
minima. As explained before, we believe that this property plays an important role in the per-
formance of the algorithm we propose: SA is able to investigate the search-space searching
for good attraction basins, without concentrating too much on local minima, then the sweep
algorithm is able to integrate the behavior of SA, bringing these solutions down to their local
minima. In fact, running sweep after SA leads to the best mean results for all of the problems,
also for those with |V'| = 100.

7.3 Nice properties of the new methods

In Deliverable D04 [12] some nice properties, ideally present in the methods developed within
the Bison project were lined up.

When the centralized algorithms we propose have been embedded into a distributed protocol,
the resulting method LMPT proved to be very efficient in terms of self-organization. In terms
of self-organization, the most interesting emerging property of the method we propose is, in
our opinion, that the local optimization carried out at each node, produces very clear effects
also from a global point of view.

The key fact is that we carried out a locally focussed, myopic optimization, that turned out
to produce a globally well-optimized system. A very important question is whether such an
approach could be used for other systems in which it is not possible to apply a centralized
optimization.

The methods we propose seem to scale up quite easily when the network dimension increases.
They should also guarantee good performance in terms of robustness and adaptivity. In the
future further experiments will be carried out to fully understand in which measure these nice
properties are present the new methods.
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Part I11

Aggregation in overlay networks

8 Introduction

In this section, we focus on aggregation which is a useful building block in large, unreliable
and dynamic systems [103]. Aggregation is a common name for a set of functions that pro-
vide a summary of some global system property. In other words, they allow local access to
global information in order to simplify the task of controlling, monitoring and optimization
in distributed applications. Examples of aggregation functions include network size, total free
storage, maximum load, average uptime, location and intensity of hotspots, etc. Furthermore,
simple aggregation functions can be used as building blocks to support more complex proto-
cols. For example, the knowledge of average load in a system can be exploited to implement
near-optimal load-balancing schemes [57].

We distinguish reactive and proactive protocols for computing aggregation functions. Reactive
protocols respond to specific queries issued by nodes in the network. The answers are returned
directly to the issuer of the query while the rest of the nodes may or may not learn about the
answer. Proactive protocols, on the other hand, continuously provide the value of some aggre-
gate function to all nodes in the system in an adaptive fashion. By adaptive we mean that if the
aggregate changes due to network dynamism or because of variations in the input values, the
output of the aggregation protocol should track these changes reasonably quickly. Proactive
protocols are often useful when aggregation is used as a building block for completely decen-
tralized solutions to complex tasks. For example, in the load-balancing scheme cited above,
the knowledge of the global average load is used by each node to decide if and when it should
transfer load [57].

Contribution We have introduced a robust and adaptive protocol for calculating aggregates
in a proactive manner. We assume that each node maintains a local approximate of the ag-
gregate value. The core of the protocol is a simple gossip-based communication scheme in
which each node periodically selects some other random node to communicate with. Dur-
ing this communication the nodes update their local approximate values by performing some
aggregation-specific and strictly local computation based on their previous approximate val-
ues. This local pairwise interaction is designed in such a way that all approximate values in the
system will quickly converge to the desired aggregate value.

Our contribution is threefold. First, we present a full-fledged practical solution for proactive
aggregation in dynamic environments, complete with mechanisms for adaptivity, robustness and
topology management. Second, we show how our approach can be extended to compute complex
aggregates such as variances and different means. Third, we present theoretical and experi-
mental evidence supporting the efficiency of the protocol and illustrating its robustness with
respect to node and link failures and message loss.
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Figure 28: Push-pull gossip protocol executed by node p. The local state of p is denoted as s,,.

9 System Model

We consider a network consisting of a large collection of nodes that are assigned unique identi-
tiers and that communicate through message exchanges. The network is highly dynamic; new
nodes may join at any time, and existing nodes may leave, either voluntarily or by crashing.
Our approach does not require any mechanism specific to leaves: spontaneous crashes and
voluntary leaves are treated uniformly. Thus, in the following, we limit our discussion to node
crashes. Byzantine failures, with nodes behaving arbitrarily, are excluded from the present
discussion (but see [55]).

We assume that nodes are connected through an existing routed network, such as the Internet,
where every node can potentially communicate with every other node. To actually commu-
nicate, a node has to know the identifiers of a set of other nodes, called its neighbors. This
neighborhood relation over the nodes defines the topology of an overlay network. Given the
large scale and the dynamicity of our envisioned system, neighborhoods are typically limited
to small subsets of the entire network. The set of neighbors of a node (thus the overlay network
topology) can change dynamically. Communication incurs unpredictable delays and is subject
to failures. Single messages may be lost, links between pairs of nodes may break. Occasional
performance failures (e.g., delay in receiving or sending a message in time) can be seen as gen-
eral communication failures, and are treated as such. Nodes have access to local clocks that can
measure the passage of real time with reasonable accuracy, that is, with small short-term drift.

In this section we focus on node and communication failures. Some other aspects of the model
that are outside of the scope of the present analysis (such as clock drift and message delays) are
discussed only informally in Section

10 Gossip-based Aggregation

We assume that each node in the network holds a numeric value. In a practical setting, this
value can characterize any (possibly dynamic) aspect of the node or its environment (e.g., the
load at the node, available storage space, temperature measured by a sensor network, etc.). The
task of a proactive protocol is to continously provide all nodes with an up-to-date estimate of
an aggregate function, computed over the values held by the current set of nodes.
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Our basic aggregation protocol is based on the “push-pull gossiping” scheme illustrated in
Figure[28] Each node p executes two different threads. The active thread periodically initiates an
information exchange with a random neighbor ¢ by sending it a message containing the local state
sp and waiting for a response with the remote state s,. The passive thread waits for messages
sent by an initiator and replies with the local state. The term push-pull refers to the fact that
each information exchange is performed in a symmetric manner: both participants send and
receive their states.

Even though the system is not synchronous, we find it convenient to describe the protocol ex-
ecution in terms of consecutive real time intervals of length § called cycles that are enumerated
starting from some convenient point.

Method GETNEIGHBOR can be thought of as an underlying service to the aggregation protocol,
which is normally (but not necessarily) implemented by sampling a locally available set of
neighbors. In other words, an overlay network is applied to find communication partners.
In Section we will assume that GETNEIGHBOR returns a uniform random sample over the
entire set of nodes. In Section we revisit this service from a practical point of view, by
looking at realistic implementations based on non-uniform or dynamically changing overlay
topologies.

Method UPDATE computes a new local state based on the current local state and the remote state
received during the information exchange. The output of UPDATE and the semantics of the node
state depend on the specific aggregation function being implemented by the protocol. In this
section, we limit the discussion to computing the average over the set of numbers distributed
among the nodes. Additional functions (most of them derived from the averaging protocol)
are described in Section[12]

In the case of computing the average, each node stores a single numeric value representing
the current estimate of the final aggregation output which is the global average. Each node
initializes the estimate with the local value it holds. Method UPDATE(s,, s4), where s, and s, are
the estimates exchanged by p and ¢, returns (s, + s4)/2. After one exchange, the sum of the
two local estimates remains unchanged since method UPDATE simply redistributes the initial
sum equally among the two nodes. So, the operation does not change the global average but it
decreases the variance over the set of all estimates in the system.

It is easy to see that the variance tends to zero, that is, the value at each node will converge to
the true global average, as long as the network of nodes is not partitioned into disjoint clusters.
To see this, one should consider the minimal value in the system. It can be proven that there
is a positive probability in each cycle that either the number of instances of the minimal value
decreases or the global minimum increases if there are different values from the minimal value
(otherwise we are done because all values are equal). The idea is that if there is at least one
different value, than at least one of the instances of the minimal values will have a neighbor
with a different (thus larger) value and so it will have a positive probability to be matched with
this neighbor.

In the following, we give basic theoretical results that characterize the speed of the convergence
of the variance. We will show that each cycle results in a reduction of the variance by a constant
factor, which provides exponential convergence. We will assume that no failures occur and
that the starting point of the protocol is synchronized. Later, all of these assumptions will be
relaxed.
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10.1 Theoretical Analysis of Gossip-based Aggregation

We begin by introducing the conceptual framework and notations to be used for the purpose of
the mathematical analysis. We proceed by calculating convergence rates for various algorithms.
Our results are validated and illustrated by numerical simulation when necessary.

We will treat the averaging protocol as an iterative variance reduction algorithm over a vector
of numbers. In this framework, we can formulate our approach as follows. We are given an
initial vector of numbers wy = (w1 ... wo n). The elements of this vector correspond to the
initial values at the nodes. We shall model this vector by assuming that wy 1,...,wo N are
independent random variables with identical expected values and a finite variance.

The assumption of identical expected values is not as restrictive as it may seem. Too see this,
observe that after any permutation of the initial values, the statistical behavior of the system
remains unchanged since the protocol causes nodes to communicate in random order. This
means that if we analyze the model in which we first apply a random permutation over the
variables, we will obtain identical predictions for convergence. But if we apply a permutation,
then we essentially transform the original vector of variables into another vector in which all
variables have identical distribution, so the assumption of identical expected values holds.

In more detail, starting with random variables wy 1, . .., wo ny with arbitrary expected values,
after a random permutation, the new value at index 7, denoted b;, will have the distribution

1

P(bi <o) =+ > P(w; < x) (12)

Jj=1

since all variables can be shifted to any position with equal probability. That is, while obtaining
an equivalent probability model as mentioned above, the distributions of random variables
bo, ..., bn are now identical. Note that the assumption of independence is technically violated
(variables by, . .., by are not independent), but in the case of large networks, the consequences
will be insignificant.

When considering the network as a whole, one cycle of the averaging protocol can be seen
as a variance reduction algorithm (let us call it AvG) which takes a vector w of length N as
a parameter and produces a new vector w' = AvVG(w) of the same length. In other words,
AVG is a a single, central algorithm operating globally on the distributed state of the system, as
opposed to the distributed protocol of Figure This centralized view of the protocol serves
to simplify our theoretical analysis of its behavior.

The consecutive cycles of the protocol result in a series of vectors wi, ws,..., where w; ;1 =
AvVG(w;). The elements of vector w; are denoted as w; = (w; 1 ... w; n). Algorithm AvG is illus-
trated in Figure[29|and takes w as a parameter and modifies it in place producing a new vector.
The behavior of our distributed gossip-based protocol can be reproduced by an appropriate
implementation of GETPAIR. In addition, other implementations of GETPAIR are possible that do
not necessarily map to any distributed protocol but are of theoretical interest. We will discuss
some important special cases as part of our analysis.

We introduce the following empirical statistics for characterizing the state of the system in cycle
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// vector w is the input

do N times
(7,7) = GETPAIR()
// perform elementary variance reduction step
w; = Wy = (’Uji +U)j)/2

return w

Figure 29: Skeleton of global algorithm AvG used to model the distributed protocol of Figure[28|

LN
W; = N Z W (13)
1 k_]i[
of =0y, = N1 > (wig — W)’ (14)
k=1

where W; is the target value of the protocol and o7 is a variance-like measure of homogeneity
that characterizes the quality of local approximations. In other words, it expresses the deviation
of the local approximate values from the true aggregate value in the given cycle. In general, the
smaller o7 is, the better the local approximations are, and if it is zero, then all nodes hold the
perfect aggregate value.

The elementary variance reduction step (in which both selected elements are replaced by their
average) is such that if we add the same constant C' to the original values, then the end result
will be the original average plus C. This means that for the purpose of this analysis, without
loss of generality, we can assume that the common expected value of the elements of the initial
vector wy is zero (otherwise we can normalize with the common expected value in our equa-
tions without changing the behavior of the protocol in any way). The assumption serves to
simplify our expressions. In particular, for any vector w, if the elements of w are independent
random variables with zero expected value, then

1 N
E(0%) =+ D E(u}). (15)
k=1

Furthermore, the elementary variance reduction step does not change the sum of the elements
in the vector, so w; = Wy for all cycles ¢ = 1,2,.... This property is very important since it
guarantees that the algorithm does not introduce any errors into the estimates for the average.
This means that from now on we can focus on o2, because if the expected value of 7 tends to
zero with i tending to infinity, then the variance of all vector elements will tend to zero as well
so the correct average wy will be approximated locally with arbitrary accuracy by each node.

Let us begin our analysis of the convergence of variance with some fundamental observations.

Lemma 1. Let w’ be the vector that we obtain by replacing both w; and w; with (w; + w;)/2 in
vector w. If w contains uncorrelated random variables with expected value 0, then the expected
value of the resulting variance reduction is given by

E(0% —02)) = 2(Nl_1)E(w2) + 2(N1_1)E(w§.). (16)
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Proof. Simple calculation using the fact that if w; and w; are uncorrelated, then
E(wiwj) = E(wi)E(wj) =0. (17)

O]

In light of (15), an intuitive interpretation of this lemma is that after an elementary variance re-
duction step, both participating nodes will contribute only approximately half of their original
contribution to the overall expected variance, provided they are uncorrelated. The assumption
of uncorrelatedness is crucial to have this result. For example, in the extreme case of w; = w;
(when this assumption is clearly violated) the lemma does not hold and the variance reduction
is zero.

Keeping this observation and in mind, let us consider instead of E(o?) the average of a vec-
tor of values s; = (sg1 . .. sp,v) that are defined as follows. The initial vector sy = (wa1 e wg ~N)
and s; is produced in parallel with w; using the same pair (i, j) returned by GETPAIR. In addi-
tion to performing the elementary averaging step on w; (see Figure R9), we perform the step
si = 85 = (s; + s5)/4 as well. This way, according to Lemma |1} £(s;) will emulate the evo-
lution of E(o;) with a high accuracy provided that each pair of values w; and w; selected by
each call to GETPAIR are practically uncorrelated. Intuitively, this assumption can be expected
to hold if the original values in w are uncorrelated and GETPAIR is “random enough” so as not
to introduce significant correlations.

Working with E(8;) instead of E(0?) is not only easier mathematically, but it also captures the
dynamics of the system with high accuracy as will be confirmed by empirical simulations.

Using this simplified model, now we turn to the following theorem which will be the basis
of our results on specific implementations of GETPAIR. First let us define random variable ¢;,
to be the number of times index k£ was selected as a member of the pair returned by GETPAIR
in algorithm AvG during the calculation of w;; from the input w;. In networking terms, ¢y,
denotes the number of state exchanges node k was involved in during cycle i.

Theorem 2. : If GETPAIR has the following properties:

1. the random variables ¢1, ..., ¢n are identically distributed (let ¢ denote a random vari-
able with this common distribution),

2. after (i,j) is returned by GETPAIR, the number of times i and j will be selected by the
remaining calls to GETPAIR have identical distributions,

then we have
E(siy1) = BE(27)E(s)). (18)

Proof. We only give a sketch of the proof here. The basic idea is to think of s; j, as representing
the quantity of some material. According to the definition of s; , each time % is selected by
GETPAIR we lose half of the material and the remaining material will be divided among the
locations. Using assumption 2]of the theorem, we observe that it does not matter where a given
piece of the original material ends up; it will have the same chance of losing its half as the
proportion that stays at the original location. This means that the original material will lose its
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half as many times on average as the expected number of selection of k by GETPAIR, hence the
term + E(27%%)E(s; ;) = +E(27?)E(s; ). Applying this for all k and summing up the terms
we have the result. O

This Theorem will allow us to concentrate on the convergence factor that is defined as follows:

Definition 1. The convergence factor between cycle i and i + 1 is given by E(o7,)/E(0?).

The convergence factor is an ideal measure to characterize the dynamics of the protocol because
it captures the speed with which the local approximations converge towards the target value.
Based on the reasoning we gave regarding s;, we expect that

(o) = B(27?)E(07) (19)
will be true, if the correlation of the variables selected by GETPAIR is negligible. Note that this
also means that, according to the theorem, the convergence factor depends only on the pair
selection method. Most notably, it does not depend on network size, time, or the initial distri-
bution of the values. Based on this observation, in the following we give explicit convergence
factors through calculating E(27%) for specific implementations of GETPAIR and subsequently
we verify the predictions of the theoretical model empirically.

10.1.1 Pair Selection: Perfect Matching

Let us begin by analyzing the optimal strategy for implementing GETPAIR. We will call this im-
plementation GETPAIR_PM where PM stands for perfect matching. This implementation cannot
be mapped to an efficient distributed protocol because it requires global knowledge of the sys-
tem. What makes it interesting is the fact that it is optimal under the assumptions of Theorem 2
so it will serve as a reference for evaluating more practical approaches.

GETPAIR_PM works as follows. Before the first call, N/2 pairs of indeces are created (let us as-
sume that IV is even) in such a way that each index is present in exactly one pair. In other words,
a perfect matching is created. Subsequently these pairs are returned, each exactly once. When
the pairs run out (after the N/2-th call), another perfect matching is created which contains
none of the pairs from the first perfect matching, and these pairs are returned by the second
N/2 calls.

We can verify the assumptions of Theorem 2} (i) all nodes are selected the same constant num-
ber of times: exactly twice, and (ii) after the first selection of any index ¢, it is guaranteed that
it will be selected exactly once more. We can therefore apply the Theorem to GETPAIR_PM. The
convergence factor is given by

E@2 %) =E@27?) =1/4 (20)
We now prove the optimality of this convergence factor under the assumptions of Theorem 2]

Lemma 3. For any random variable X if E(X) = 2 then the expected value F(2~%) is minimal
ifP(X =2) = 1.
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Proof. The proof is straightforward but technical so we only sketch it. It can be shown that
for any distribution different from P(X = 2) = 1 we can decrease the value E(27X) by trans-
forming the distribution into a new one which still satisfies the constraint £(X) = 2. The basic
observation is that if P(X = 2) < 1 then there are at least two indeces ¢ < 2 and j > 2 for which
P(X =1i) > 0and P(X = j) > 0. It can be technically verified that if we reduce both P(X = i)
and P(X = j) while increasing P(X = 2) by the same amount in such a way that E(X) = 2
still holds then F(2~%) will decrease. O

10.1.2 Pair Selection: Random Choice

Moving towards more practical implementations of GETPAIR, our next example is GETPAIR_RAND
which simply returns a random pair of different nodes.

GETPAIR_RAND can easily be implemented as a distributed protocol, provided that GETNEIGH-
BOR returns a uniform random sample of the set of nodes. When iterating AvG, the waiting
time between two consecutive selections of a given node can be described by the exponential
distribution. In a distributed implementation, a given node can approximate this behavior by
waiting for a time interval randomly drawn from this distribution before initiating communica-
tion. However, as we shall see, GETPAIR_.RAND is not a very efficient pair selector. The purpose
of discussing it is to illustrate the effect of relaxing the constraint of the original distributed
protocol that requires each node to participate in at least one state exchange in each cycle.

Like for GETPAIR_PM, the assumptions of Theorem [2] hold: (i) for all nodes the same sampling
probability applies at each step and (ii) all indeces have exactly the same probability to be
selected after each elementary variance reduction step, irrespective of having been selected
already or not.

Now, to get the convergence factor, the distribution of ¢ can be approximated by the Poisson
distribution with parameter 2, that is

P(é=j) = ?3,2 1)

Substituting this into the expression E(27%) we get

E(27%) = Z 2_776_2 =2 Z == e 2e=el. (22)
=0 F =07

Comparing the performance of GETPAIR_RAND and GETPAIR_PM we can see that convergence is
significantly slower than in the optimal case (the factors are e ™! ~ 1/2.71 vs. 1/4).

10.1.3 Pair Selection: a Distributed Solution

Building on the results we have so far, it is possible to analyze our original protocol described
in Figure

In order to simulate this fully distributed version, the implementation of pair selection will
return random pairs such that in each execution of AvG (that is, in each cycle), each node is
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guaranteed to be a member of at least one pair. This can be achieved by picking a random
permutation of the nodes and pairing up each node in the permutation with another random
node, thereby generating N pairs. We call this algorithm GETPAIR_DISTR. As we shall see, this
protocol is not only implementable in a distributed way, its performance is also superior to that
of GETPAIR_RAND although of course not matching GETPAIR_PM which is optimal.

It can be verified that this algorithm also satisfies the assumption of Theorem 2l Random vari-
able ¢ can be approximated as ¢ = 1+ ¢’ where ¢’ has the Poisson distribution with parameter
1, thatis, for j > 0

. . 1 _
Plo=i) =P =j-1)= 5" (23)
Substituting this into the expression E(27%) we get
1 270D 1 1
R e S N Y 24
Z 3_1 Qe;(j—l)! 2V =27 @9

Comparing the performance of GETPAIR_DISTR to GETPAIR_RAND and GETPAIR_PM, we can see
that convergence is slower than the optimal case but faster than random selection (the factors
are 1/2\/e ~ 1/3.3,e~! ~ 1/2.71 and 1/4, respectively).

10.1.4 Empirical Results for Convergence of Aggregation

We ran AVG using GETPAIR_RAND and GETPAIR_DISTR for several network sizes and different
initial distributions. For each parameter setting 50 independent experiments were performed.

Recall, that theory predicts that the average convergence factor is independent of the actual
initial distribution of node values. To test this, we initialized the nodes in two different ways.
In the uniform scenario, each node is assigned an initial value uniformly drawn from the same
interval. In the peak scenario, one randomly selected node is assigned a non-zero value and the
rest of the nodes are initialized to zero.

Note that in the case of the peak scenario, methods that approximate the average based on a
small random sample (that is, statistical sampling methods) are useless: one has to know all
the values to calculate the average. Also, for a fixed variance, we have the largest difference
between any two values. In this sense this scenario represents a worst case scenario. Last but
not least, the peak initialization has important practical applications as well as we discuss in
Section[12}

The results are shown if Figures[30land B1] Figure[30|confirms our prediction that convergence
is independent of network size and that the observed convergence factors match theory with
very high accuracy. Note that smaller convergence factors result in faster convergence.

The only difference between peak and uniform scenarios is that variance of the convergence
factor is higher for the peak scenario. Note that our theoretical analysis does not tackle the
question of convergence factor variance. We can see however that the average convergence
factor is well predicted and after a few cycles the variance is decreased considerably.

Finally, to illustrate the “exponentially decreasing variance” result in a less abstract manner,
Figure [32| shows the difference between the maximum and minimum estimates in the system
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For the peak distribution, error bars are omitted for clarity (but see Figure [3I). Values are
averages and standard deviations for 50 independent runs. Dotted lines correspond to the two
theoretically predicted convergence factors: e~ ~ 0.368 and 1/(2+/€) ~ 0.303.
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Figure 31: Convergence factor 02/0? | for network size N = 10° for different iterations of
algorithm AvG. Values are averages and standard deviations for 50 independent runs. Dot-
ted lines correspond to the two theoretically predicted convergence factors: e™! ~ 0.368 and
1/(2y/e) ~ 0.303.

for both the peak and uniform initialization scenarios. Note that although the expected vari-
ance I(o;) decreases at the predicted rate, in the peak distribution scenario, the difference de-
creases faster. This effect is due to the highly skewed nature of the distribution of estimates in
the peak scenario. In both cases, the difference between the maximum and minimum estimates
decreases exponentially and after as few as 20 cycles the initial difference is reduced by several
orders of magnitude. This means that after a small number of cycles all nodes, including the
outliers, will possess very accurate estimates of the global average.
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Figure 32: Normalized difference between the maximum and minimum estimates as a function
of cycles with network size N = 10°. All 50 experiments are plotted as a single point for each
cycle with a small horizontal random translation.

10.1.5 A Note on our Figures of Merit

Our approach for characterizing the quality of the approximations and convergence is based on
the variance measure o defined in and the convergence factor, which describes the speed at
which the expected value of o decreases. To understand better what our results mean, it helps
to compare it with other approaches to characterizing the quality of aggregation.

First of all, since we are dealing with a continuous process, there is no end result in a strict
sense. Clearly, the figures of merit depend on how long we run the protocol. The variance
measure o; characterizes the average accuracy of the approximates in the system in the give
cycle. In our approach, apart from averaging the accuracy over the system, we also average it
over different runs, that is, we consider E(o;). This means that an individual node in a specific
run can have rather different accuracy. We have not considered the distribution of the accuracy
(only the mean accuracy as described above), which depends on the initial distribution of the
values. However, Figure [32|suggests that our approach is robust to the initial distribution.

Another frequently used measure is completeness [45]. This measure is defined under the as-
sumption that the aggregate is calculated based on the knowledge of a subset of the values
(ideally, based on the entire set, but due to errors this cannot always be achieved). It gives the
percentage of the values that were taken into account. In our protocol this measure is difficult
to interpret because at all times a local approximate can be thought of as a weighted average
of the entire set of values. Ideally, all values should have equal weight in the approximations
of the nodes (resulting in the global average value). To get a similar measure, one could char-
acterize the distribution of weights as a function of time, to get a more fine-grained idea of the
dynamics of the protocol.
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11 A Practical Protocol for Gossip-based Aggregation

Building on the simple idea presented in the previous section, we now complete the details so
as to obtain a full-fledged solution for gossip-based aggregation in practical settings.

11.1 Automatic Restarting

The generic protocol described so far is not adaptive, as the aggregation takes into account
neither the dynamicity in the network nor the variability in values that are being aggregated.
To provide up-to-date estimates, the protocol must be periodically restarted: at each node, the
protocol is terminated and the current estimate is returned as the aggregation output; then,
the current local values are used to re-initialize the estimates and aggregation starts again with
these fresh initial values.

To implement termination, we adopt a very simple mechanism: each node executes the pro-
tocol for a predefined number of cycles, denoted as 7, depending on the required accuracy of
the output and the convergence factor that can be achieved in the particular overlay topology
adopted (see the convergence factor given in Section [10).

To implement restarting, we divide the protocol execution in consecutive epochs of length
A = 76 (where 6 is the cycle length) and start a new instance of the protocol in each epoch.
We also assume that messages are tagged with an epoch identifier that will be applied by the
synchronization mechanism as described below.

11.2 Coping with Churn

In a realistic scenario, nodes continuously join and leave the network, a phenomenon com-
monly called churn. When a new node joins the network, it contacts a node that is already
participating in the protocol. Here, we assume the existence of an out-of-band mechanism
to discover such a node, and the problem of initializing the neighbor set of the new node is
discussed in Section

The contacted node provides the new node with the next epoch identifier and the time until the
start of the next epoch. Joining nodes are not allowed to participate in the current epoch; this is
necessary to make sure that each epoch converges to the average that existed at the start of the
epoch. Continuously adding new nodes would make it impossible to achieve convergence.

As for node crashes, when a node initiates an exchange, it sets a timeout period to detect the
possible failure of the other node. If the timeout expires before the message is received, the
exchange step is skipped. The effect of these missing exchanges due to real (or presumed)
failures on the final average will be discussed in Section (14, Note that self-healing (removing
failed nodes from the system) is taken care of by the NEWSCAST protocol, which we propose as
the implementation of method GETNEIGHBOR (see Sections and [14).
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11.3 Synchronization

The protocol described so far is based on the assumption that cycles and epochs proceed in lock
step at all nodes. In a large-scale distributed system, this assumption cannot be satisfied due to
the unpredictability of message delays and the different drift rates of local clocks.

Given an epoch j, let T; be the time interval from when the first node starts participating in
epoch j to when the last node starts participating in the same epoch. In our protocol as it
stands, the length of this interval would increase without bound given the different drift rates
of local clocks and the fact that a new node joining the network obtains the next epoch identifier
and start time from an existing node, incurring a message delay.

To avoid the above problem, we modify our protocol as follows. When a node participating in
epoch i receives an exchange message tagged with epoch identifier j such that j > i, it stops
participating in epoch ¢ and instead starts participating in epoch j. This has the effect of prop-
agating the larger epoch identifier (j) throughout the system in an epidemic broadcast fashion
forcing all (slow) nodes to move up to the new epoch. In other words, the start of a new epoch
acts as a synchronization point for the protocol execution forcing all nodes to follow the pace
being set by the nodes that enter the new epoch first. Informally, knowing that push-pull epi-
demic broadcasts propagate super-exponentially [21] and assuming that each message arrives
within the timeout used during all communications, we can obtain a logarithmic bound on 7}
for each epoch j. More importantly, typically many nodes will start the new epoch indepen-
dently with a very small difference in time, so this bound can be expected to be sufficiently
small, which allows picking an epoch length, A, such that it is significantly larger that 7. A
more detailed analysis of this mechanism would be interesting but is out of the scope of the
present discussion. The effect of lost messages (i.e., those that time out) however, is discussed
later.

114 Importance of Overlay Network Topology for Aggregation

The theoretical results described in Section[10]are based on the assumption that the underlying
overlay is “sufficiently random”. More formally, this means that the neighbor selected by a
node when initiating communication is a uniform random sample among its peers. Yet, our
aggregation scheme can be applied to generic connected topologies, by selecting neighbors
from the set of neighbors in the given overlay network. This section examines the effect of the
overlay topology on the performance of aggregation.

All of the topologies we examine (with the exception of NEWSCAST) are static—the neighbor
set of each node is fixed. While static topologies are unrealistic in the presence of churn, we
still consider them due to their theoretical importance and the fact that our protocol can in fact
be applied in static networks as well, although they are not the primary focus of the present
discussion.

11.4.1 Static Topologies

All topologies considered have a regular degree of 20 neighbors, with the exception of the
complete network (where each node knows every other node) and the Barabdasi-Albert network
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(where the degree distribution is a power-law). For the random network, the neighbor set of
each node is filled with a random sample of the peers.

The Watts-Strogatz and scale-free topologies represent two classes of realistic small-world topolo-
gies that are often used to model different natural and artificial phenomena [4}[107]. The Watts-
Strogatz model [108] is obtained from a regular ring lattice. The ring lattice is built by connect-
ing the nodes in a ring and adding links to their nearest neighbors until the desired node degree
is reached. Starting with this ring lattice, each edge is then randomly rewired with probability
B. Rewiring an edge at node n means removing that edge and adding a new edge connecting
n to another node picked at random. When 3 = 0, the ring lattice remains unchanged, while
when 3 = 1, all edges are rewired, generating a random graph. For intermediate values of 3,
the structure of the graph lies between these two extreme cases: complete order and complete
disorder.

Figure[33|focuses on the Watts-Strogatz model showing the convergence factor as a function of
B ranging from 0 to 1. Although there is no sharp phase transition, we observe that increased
randomness results in a lower convergence factor (faster convergence).
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Figure 33: Convergence factor for Watts-Strogatz graphs as a function of parameter 3. The
dotted line corresponds to the theoretical convergence factor for peer selection through random
choice: 1/(2+/e) =~ 0.303.

Scale-free topologies form the other class of realistic small world topologies. In particular, the
Web graph, Internet autonomous systems, and P2P networks such as Gnutella [92] have been
shown to be instances of scale-free topologies. We have tested our protocol over scale-free
graphs generated using the preferential attachment method of Barabasi and Albert [4]. The
basic idea of preferential attachment is that we build the graph by adding new nodes one-by-
one, wiring the new node to an existing node already in the network. This existing contact
node is picked randomly with a probability proportional to its degree (number of neighbors).

Let us compare all the topologies described above. Figure 34 illustrates the performance of
aggregation for different topologies by plotting the average convergence factor over a period
of 20 cycles, for network sizes ranging from 10% to 10° nodes. Figure 35| provides additional
details. Here, the network size is fixed at 10° nodes. Instead of displaying the average con-
vergence factor, the curves illustrate the actual variance reduction (values are normalized so
that the initial variance for all cases is 1) for the same set of topologies. We can conclude that
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Figure 34: Average convergence factor computed over a period of 20 cycles in networks of

varying size. Each curve corresponds to a different topology where W-S(/5) stands for the Watts-
Strogatz model with parameter §3.
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Figure 35: Variance reduction for a network of 10° nodes. Results are normalized so that all
experiments result in unit variance initially. Each curve corresponds to a different topology
where W-5(3) stands for the Watts-Strogatz model with parameter .

performance is independent of network size for all topologies, while it is highly sensitive to the
topology itself. Furthermore, the convergence factor is constant as a function of time (cycle),
that is, the variance is decreasing exponentially, with non-random topologies being the only
exceptions.

11.4.2 Dynamic Topologies

From the above results, it is clear that aggregation convergence benefits from increased ran-
domness of the underlying overlay network topology. Furthermore, in dynamic systems, there
must be mechanisms in place that preserve this property over time. To achieve this goal, we
propose to use NEWSCAST [58, 51], which is a decentralized membership protocol based on a
gossip-based scheme similar to the one described in Figure
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In NEWSCAST, the overlay is generated by a continuous exchange of neighbor sets, where each
element consists of a node identifier and a timestamp. These sets have a fixed size, which will
be denoted by c. After an exchange, participating nodes update their neighbor sets by selecting
the ¢ node identifiers (from the union of the two sets) that have the freshest timestamps. Nodes
belonging to the network continously inject their identifiers in the network with the current
timestamp, so old identifiers are gradually removed from the system and are replaced by newer
information. This feature allows the protocol to “repair” the overlay topology by forgetting
information about crashed neighbors, which by definition cannot inject their identifiers.

The resulting topology has a very low diameter (each node is reachable from any other node
through very few links) [58,51]]. Figure [36{shows the performance of aggregation over a NEWS-
casT network of 10° nodes, with ¢ varying between 2 and 50. From these experimental results,
choosing ¢ = 30 is already sufficient to obtain fast convergence for aggregation. Furthermore,
this same value for c is sufficient for very stable and robust connectivity [58, 51]. Figures
and 35| provide additional evidence that applying NEWSCAST with ¢ = 30 already results in
performance very similar to that of a random network.
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Figure 36: Convergence factor for NEWSCAST graphs as a function of parameter c¢. The dotted

line corresponds to the theoretical convergence factor for peer selection through random choice:
1/(2/e) =~ 0.303.

11.5 Cost Analysis

Both the communication cost and time complexity of our scheme follow from properties of the
aggregation protocol and are inversely related. The cycle length, ¢ defines the time complexity
of convergence. Choosing a short § will result in proportionally faster convergence but higher
communication costs per unit time. It is possible to show that if the overlay is sufficiently
random, the number of exchanges for each node in § time units can be described by the random
variable 1+ ¢ where ¢ has a Poisson distribution with parameter 1. Thus, on the average, there
are two exchanges per node (one initiated by the node and the other one coming from another
node), with a very low variance. Based on this distribution, parameter § must be selected to
guarantee that, with very high probability, each node will be able to complete the expected
number of exchanges before the next cycle starts. Failing to satisfy this requirement results in a
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violation of our theoretical assumptions. Similarly, parameter v must be chosen appropriately,
based on the desired accuracy of the estimate and the convergence factor p characterizing the
overlay network. After v cycles, we have E(02)/E(0j) = p? where E(o) is the expected
variance of the initial values. If € is the desired accuracy of the final estimate, then v > log , €.
Note that p is independent of N, so the time complexity of reaching a given precision is O(1).

12 Aggregation Beyond Averaging

In this section we give several examples of gossip-based aggregation protocols to calculate
different aggregates. With the exception of minimum and maximum calculation, they are all
built on averaging. We also briefly discuss the question of dynamic queries.

12.1 Examples of Supported Aggregates

12.1.1 Minimum and maximum

To obtain the maximum or minimum value among the values maintained by all nodes, method
UPDATE(a, b) of the generic scheme of Figure 28 must return max(a, b) or min(a, b), respectively.

In this case, the global maximum or minimum value will be effectively broadcast like an epi-
demic. Well-known results about epidemic broadcasting [21] are applicable.

12.1.2 Generalized means

We formulate the general mean of a vector of elements w = (wp, ..., wy) as
N
_ = W;
fw) =g 1(2 o4t )> (25)

where function f is the mean function and function g is an appropriately chosen local function
to generate the mean. Well known examples include g(z) = = which results in the average,
g(xz) = 2™ which defines the nth power mean (with n = —1 being the harmonic mean, n = 2
the quadratic mean, etc.) and g(z) = In« resulting in the geometric mean (nth root of the prod-
uct). To compute the above general mean, UPDATE(a, b) returns g~ 1[(g(a) + g(b))/2]. After each
exchange, the value of f remains unchanged but the variance over the set of values decreases
so that the local estimates converge toward the general mean.

12.1.3 Variance and other moments

In order to compute the nth raw moment which is the average of the nth power of the orig-
inal values, w™, we need to initialize the estimates with the nth power of the local value at
each node and simply calculate the average. To calculate the nth central moment, given by
(w —w)", we can calculate all the raw moments in parallel up to the nth and combine them
appropriately, or we can proceed in two sequential steps first calculating the average and then
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the appropriate central moment. For example, the variance, which is the 2nd central moment,

can be approximated as w? — w>.

12.1.4 Counting

We base counting on the observation that if the initial distribution of local values is such that
exactly one node has the value 1 and all the others have 0, then the global average is exactly
1/N and thus the network size, N, can be easily deduced from it. We will use this protocol,
which we call COUNT, in our experiments.

Using a probabilistic approach, we suggest a simple and robust implementation of this scheme
without any need for leader election: we allow multiple nodes to randomly start concurrent
instances of the averaging protocol, as follows. Each concurrent instance is lead by a different
node. Messages and data related to an instance are tagged with a unique identifier (e.g., the
address of the leader). Each node maintains a map M associating a leader identifier with an
average estimate. When nodes n; and n; maintaining the maps M; and M; perform an ex-
change, the new map M (to be installed at both nodes) is obtained by merging M; and M in
the following way:

M = {(.e/2)|e= M) e M AlgD(M,)}U
{(,e/2) |e= M;(l) € My Nl & D(M;)} U
{{, (ei +¢j)/2 ] e; = M;(1) Nej = M;(1)},

where D(M) corresponds to the domain (key set) of map M and e; is the current estimate of
node n;. In other words, if the average estimate for a certain leader is known to only one node
out of the two nodes that participate in an exchange, the other node is considered to have an
estimate of 0.

Maps are initialized in the following way: if node n; is a leader, the map is equal to {(I,1)},
otherwise the map is empty. All nodes participate in the protocol described in the previous
section. In other words, even nodes with an empty map perform random exchanges. Other-
wise, an approach where only nodes with a non-empty set perform exchanges would be less
effective in the initial phase while few nodes have non-empty maps.

Clearly, the number of concurrent protocols in execution must be bounded, to limit the commu-
nication costs involved. A simple mechanism that we adopt is the following. At the beginning
of each epoch, each node may become leader of a run of the aggregation protocol with probabil-
ity Plead- At each epoch, we set Pie,g = C/ N, where C is the desired number of concurrent runs
and N is the estimate obtained in the previous epoch. If the systems size does not change dra-
matically within one epoch then this solution ensures that the number of concurrently running
protocols will be approximately Poisson distributed with the parameter C.

12.1.5 Sums and products
Two concurrent aggregation protocols are run, one to estimate the size of the network, the other

to estimate the average or the geometric mean, respectively. The size and the means together
can be used to compute the sum or the product of the initial local values.
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12.1.6 Rank statistics

Although the examples presented above are quite general, certain statistics appear to be diffi-
cult to calculate in this framework. Statistics that have a definition based on the index of values
in a global ordering (often called rank statistics) fall into this category. While certain rank statis-
tics like the minimum and maximum (see above) can be calculated easily, others, including
the median, are more difficult. Extending our results in this direction is an active area of our
research [76].

12.2 Dynamic Queries

Although our work targets applications where the same query is calculated continuously and
proactively in a highly dynamic large network, having a fixed query is not an inherent lim-
itation of the approach. The aggregate value being calculated is defined by method UPDATE
and the semantics of the state of the nodes (the parameters of method UPDATE). These compo-
nents can be changed throughout the system at any time, using for example an extension of
the restarting technique discussed in Section[IT} where in a new epoch not only the start of the
new epoch is being propagated through gossip but a new query as well.

Typically, our protocol will provide aggregation service for an application. The exact details of
the implementation of dynamic queries (if necessary) will depend on the specific environment,
taking into account efficiency and performance constraints and possible sources of new queries.

13 Theoretical Results for Benign Failures

13.1 Crashing Nodes

The result on convergence discussed in Section[10|is based on the assumption that the overlay
network is static and that nodes do not crash. When in fact in a dynamic environment, there
may be significant churn with nodes coming and going continuously. In this section we present
results on the sensitivity of our protocols to dynamism of the environment.

Our failure model is the following. Before each cycle, a fixed proportion, say Py, of the nodes
crashEI Given N* nodes initially, PfN* nodes are removed (without replacement) as the ones
that actually crash. We assume crashed nodes do not recover. Note that considering crashes
only at the beginning of cycles corresponds to a worst-case scenario since the crashed nodes
render their local values inaccessible when the variance among the local values is at its max-
imum. In other words, the more times a node communicates with other nodes, the better it
approximates the correct global average (on average), so removing it at a latter stage does not
disturb the end result as much as removing it at the beginning. Also recall that we are inter-
ested in the average at the beginning of the current epoch as opposed to the real-time average
(see Section[11.1).

Let us begin with some simple observations. Using the notations in (14) in our failure model
the expected value of w; and o? will stay the same independently of P; since the model is

3Recall that we do not distinguish between nodes leaving the network voluntarily and those that crash.
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completely symmetric. The convergence factor also remains the same since it does not rely
on any particular network size. So the only interesting measure is the variance of w;, which
characterizes the expected error of the approximation of the average. We will describe the
variance of W; as a function of P;.

Theorem 4. :
Let us assume that E(o?,,) = pE(c?) and that the values w1, ..., w;, are pairwise uncorre-
lated fori = 0,1, ... Then W; has a variance
1 (2 )
= Dy N (1*P f)
Ve i) = E . 26

Proof. Let us take the decomposition wW;; = W; + d;. Random variable d; is independent of w;
SO
Var(w;1) = Var(w;) + Var(d;). (27)

This allows us to consider only Var(d;) as a function of failures. Note that £(d;) = 0 since
E(W;) = E(W;t1). Then, using the assumptions of the theorem and the fact that £(d;) = 0 it
can be proven that

P )
E(e?)=-—1_F P

Py 2
D=1 p P Ty

Var(d;) = E((W; — Wis1)?) = N(-F)

(28)

Now, from we see that Var(w;) = ZE;}) Var(d;) which gives the desired formula when
substituting (28). O

The results of simulations with N = 10° to validate this analysis are shown in Figure 37| For
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Figure 37: Effects of node crashes on the variance of the average estimates at cycle 20.
each value of Py, the empirical data is based on 100 independent experiments whereas the

prediction is obtained from with p = 1/(2y/e). The empirical data fits the prediction nicely.
Note that the largest value of Py examined was 0.3 which means that in each cycle almost one
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third of the nodes is removed. This already represents an extremely severe scenario. See also
Section where we present additional experimental analysis using NEWSCAST.

If p > 1 — Py then the variance is not bounded, it grows with the cycle index, otherwise it is
bounded. Also note that increasing network size decreases the variance of the approximation
w;. This is good news for scalability, as the larger the network, the more stable the approxima-
tion becomes.

13.2 Link Failures

In a realistic system, links fail in addition to nodes crashing. This represents another important
source of error, although we note that from our point of view node crashes are more important
because we model leaves as crashes, so in the presence of churn crash events dominate all other
types of failure.

Let us adopt a failure model in which an exchange is performed only with probability 1 —
P, that is, each link between any pair of nodes is down with probability P;. This model is
adequate because we focus on short term link failures. For long term failures it is not sufficient
to model failure as a probability, and long term failures can hardly be modeled as independent
either. Besides, long term link failure in an overlay network means long term partitioning in
the underlying physical network (because if the physical network was connected, normally
the routing service could still function), and thus the overlay network is also partitioned. In
such a partitioned topology our protocol will simply calculate an aggregate value local to each
partitioned cluster.

In Section it was proven that p = 1/e (where p is the convergence factor) if we assume
that during a cycle for each particular variance reduction step, each pair of nodes has an equal
probability to perform that particular variance reduction step. For the protocol described in
Figure 28 we have proven that p = 1/(2y/e). For this protocol the uniform randomness as-
sumption does not hold since the protocol guarantees that each node participates in at least
one variance reduction step—the one initiated actively by the node. In the random model
however, it is possible for example that a node does not participate in a given cycle at all.

Consider that a system model with P; > 0 is very similar to a model in which P; = 0 but which
is “slower” (fewer pairwise exchanges are performed in a unit time interval). In the limit case
when Py is close to 1, the uniform randomness assumption described above (when p = 1/e) is
tulfilled with high accuracy.

This motivates our conclusion that the performance can be bounded from below by the model
where P; = 0, and p = 1/e instead of 1/(2y/e), and which is 1/(1 — P;) times slower than the
original system in terms of wall clock time. That is, the upper bound on the convergence factor
can be expressed as

1
pa= ()1 = el (29)

which gives pz/ (=P _ /e. Since the factor 1/e is not significantly worse than 1/(2/e), we
can conclude that practically only a proportional slowdown of the system is observed. In other

words, link failures do not result in any loss of approximation quality or increased unreliability.
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13.3 Conclusions

We have examined two sources of random failures: node crashes and link failures. In the case
of node crashes, an exact relationship was given between the proportion of failing nodes and
the expected loss in accuracy of the average estimation. We have seen that the protocol can
tolerate relatively large amounts of node crashes and still provide reasonable estimates. We
have also shown that performance degrades gracefully with increasing link failure probability.

14 Simulation Results for Benign Failures

To complement the theoretical analysis, we have performed numerous experiments based on
simulation. In all experiments, we used NEWSCAST as the underlying overlay network to im-
plement function GETNEIGHBOR in Figure 28, As a result, we need no unrealistic assumptions
about the amount of information available at the nodes locally.

Furthermore, all our experiments were performed with the COUNT protocol since it is the ag-
gregation example that is most sensitive to failures (both node crashes and message omissions)
and thus represents a worst-case. During the first few cycles of an epoch when only a few
nodes have a local estimate other than 0, their removal from the network due to failures can
cause the final result of

idcount to diverge significantly from the actual network size.

All of experimental results were obtained through PEERSIM, a simulator developed by us and
optimized for aggregation protocols [57, [85]. Unless stated otherwise, all simulations are per-
formed on networks composed of 10° nodes. We do not present results for different network
sizes since they display similar trends (as predicted by our theoretical results and confirmed by

Figure 34).

The size of the neighbor sets maintained and exchanged by the NEWSCAST protocol is set to
30. As discussed in Section this value is large enough to result in convergence factors
similar to those of random networks; furthermore, as our experiments confirm, the overlay
network maintains this property also in the face of the node crash scenarios we examined.
Unless explicitly stated, the size estimates and the convergence factor plotted in the figures are
those obtained at the end of a single epoch of 30 cycles. In all figures, 50 individual experiments
were performed for all parameter settings. When the result of each experiment is shown in a
figure (e.g., as a dot) to illustrate the entire distribution, the x-coordinates are shifted by a small
random value so as to separate results having similar y-coordinates.

14.1 Node Crashes

The crash of a node may have several possible effects. If the crashed node had a value smaller
than the actual global average, the estimated average (which should be 1/N) will increase and
consequently the reported size of the network N will decrease. If the crashed node has a value
larger than the average, the estimated average will decrease and consequently the reported size
of the network N will increase.
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The effects of a crash are potentially more damaging in the latter case. The larger the removed
value, the larger the estimated size. At the beginning of an epoch, relatively large values are
present, obtained from the first exchanges originated by the initial value 1. These observations
are confirmed by Figure 38, that shows the effect of the “sudden death” of 50% of the nodes in
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Figure 38: Network size estimation with protocol COUNT where 50% of the nodes crash sud-
denly. The x-axis represents the cycle of an epoch at which the “sudden death” occurs.

a network of 10° nodes at different cycles of an epoch. Note that in the first cycles, the effect of
crashing may be very harsh: the estimate can even become infinite (not shown in the figure), if
all nodes having a value different from 0 crash. However, around the tenth cycle the variance
is already so small that the damaging effect of node crashes is practically negligible.

A more realistic scenario is a network subject to churn. Figure 39| illustrates the behavior of
aggregation in such a network. Churn is modeled by removing a number of nodes from the
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Figure 39: Network size estimation with protocol COUNT in a network of constant size subject
to churn. The x-axis is the churn rate which corresponds to the number of nodes that crash at
each cycle and are substituted by the same number of new nodes.

network and substituting them with new nodes at each cycle. According to the protocol, the
new nodes do not participate in the ongoing approximation epoch. However this scenario is
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not fully equivalent to a continuous node crashing scenario because these new nodes do partic-
ipate in the NEWSCAST network and so they are contacted by participating nodes. These contacts
are refused by the new nodes which results in an additional effect similar to link failure.

The size of the network is constant, while its composition is dynamic. The plotted dots corre-
spond to the average estimate computed over all nodes that still participate in the protocol at
the end of a single epoch (30 cycles), that is, that were originally part of the system at the start
of the epoch. Note that although the average estimate is plotted over all nodes, in cycle 30 the
estimates are practically identical as Figure 35| confirms. Also note that 2,500 nodes crashing in
a cycle means that 75% of the nodes ((30 x 2500)/10%) are substituted during the epoch, leaving
25% of the nodes that make it until the end of the epoch.

The figure demonstrates that (even when a large number of nodes are substituted during an
epoch) most of the estimates are included in a reasonable range. This is consistent with the
theoretical result discussed in Section although in this case we have an additional source
of error: nodes are not only removed but replaced by new nodes. While the new nodes do
not participate in the epoch, they result in an effect similar to link failure, as new nodes will
refuse all connections that belong to the currently running epoch. However, the variance of
the estimate continues to be described by the results in Section [13.1] because according to Sec-
tions and link failures do not change the estimate, only slows down convergence.
Since an epoch lasts 30 cycles, this time is enough for convergence even beside the highest fluc-
tuation rate. See also Figure 37| for the variance of the estimates plotted against the theoretical
prediction.

The above experiment can be considered as a worst case analysis since the level of churn was
much higher than it could be expected in a realistic scenario, considering that an epoch lasts for
a relatively short time. We have repeated our experiments on the well-known Gnutella trace
described in [97] to validate our results on a more realistic churn scenario as well. Figure @]
illustrates the simulation results. Only a short time window is shown (where the churn rate is
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Figure 40: Network size estimation with protocol COUNT in the presence of churn according

to a Gnutella trace [97]. 50 experiments were run to calculate statistics (mean and standard
deviation), each epoch consisted of 30 cycles, each cycle lasted for 10 seconds.

particularly variable) to illustrate the accuracy of the approach better. We can observe that the
approximation is accurate (with a one epoch delay), and the standard deviation is low as well.
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In this particular trace, during one epoch approximately 5% of the nodes are replaced. This is a
relatively low rate and as we have seen earlier, the protocol can withstand much higher churn
rates. Noted that the figure illustrates only the fluctuations in the network size as a result of
churn and not the actual churn rate itself.

14.2 Link Failures and Message Omissions

Figure 41|shows the convergence factor of COUNT in the presence of link failures. As discussed
earlier, in this case the only effect is a proportionally slower convergence. The theoretically
predicted upper bound of the convergence factor (see (29)) indeed bounds the average conver-
gence factor, and—as predicted—it is more accurate for higher values of P;.
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Figure 41: Convergence factor of protocol COUNT as a function of link failure probability.

Apart from link failures that interrupt communication between two nodes in a symmetric way,
it is also possible that single messages are lost. If the message sent to initiate an exchange is lost,
the final effect is the same as with link failure: the entire exchange is lost, and the convergence
process is just slowed down. But if the message lost is the response to an initiated exchange, the
global average may change (either increasing or decreasing, depending on the value contained
in the message).

The effect of message omissions is illustrated in Figure The given percentage of all mes-
sages (initiated or response) was dropped. For each experiment, both the maximum and the
minimum estimates over the nodes in the network are shown, represented by the ends of the
bars. As can be seen, when a small percentage of messages are lost, estimations of reasonable
quality can be obtained. Unfortunately, when the number of messages lost is higher, the results
provided by aggregation can be larger or smaller by several orders of magnitude. In this case,
however, it is possible to improve the quality of estimations considerably by running multiple
concurrent instances of the protocol, as explained in the next section.
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Figure 42: Network size estimation with protocol COUNT as a function of lost messages. The
length of the bars illustrate the distance between the minimal and maximal estimated size over
the set of nodes within a single experiment.

14.3 Increasing Robustness Using Multiple Instances of Aggregation

To reduce the impact of “unlucky” runs of the aggregation protocol that generate incorrect esti-
mates due to failures, one possibility is to run multiple concurrent instances of the aggregation
protocol. To test this solution, we have simulated a number ¢ of concurrent instances of the
COUNT protocol, with ¢ varying from 1 to 50. At each node, the ¢ estimates that are obtained at
the end of each epoch are ordered. Subsequently, the |¢/3] lowest estimates and the |¢/3] high-
est estimates are discarded, and the reported estimate is given by the average of the remaining
results.

Figure |43|shows the results obtained by applying this technique in a system where 1000 nodes
per cycle are substituted with new nodes, while Figure [44{shows the results in a system where
20% of the messages are lost. Recall that even though in the node crashing scenario the num-
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Figure 43: Network size estimation with multiple instances of protocol counT. 1000 nodes
crash at the beginning of each cycle. The length of the bars correspond to the distance between
the minimal and maximal estimates over the set of all nodes within a single experiment.
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Figure 44: Network size estimation with protocol COUNT as a function of concurrent protocol

instances. 20% of messages are lost. The length of the bars correspond to the distance between
the minimal and maximal estimates over the set of all nodes within a single experiment.

ber of nodes participating in the epoch decreases, the correct estimation is 10° as the protocol
reports network size at the beginning of the epoch.

The results are quite encouraging; by maintaining and exchanging just 20 numerical values
(resulting in messages of still only a few hundreds of bytes), the accuracy that may be obtained
is very high, especially considering the hostility of the scenarios tested. It can also be observed
that the estimate is very consistent over the nodes (the bars are short) in the crash scenario (as
predicted by our theoretical results), and using multiple instances the variance of the estimate
over the nodes decreases significantly even in the message omission scenario, so the estimate
is sufficiently representative at every single node.

15 Experimental Results on PlanetLab

In order to validate our analytical and simulation results, we implemented the COUNT protocol
and deployed it on PlanetLab [5]. PlanetLab is an open, globally distributed platform for devel-
oping, deploying and accessing planetary-scale network services. At the time of this writing,
more than 170 academic institutions and industrial research labs are members of the PlanetLab
consortium, providing more than 400 nodes for experimentation.

A summary of the experimental results obtained on PlanetLab is illustrated in Figure 45| Dur-
ing the experiment, 300 machines belonging to the PlanetLab testbed were used. Each machine
was running up to 20 virtual nodes, each participating as a distinct entity. In other words, the
maximum size of our emulated network was 6000 virtual nodes, distributed over five conti-
nents. The size of the network was made to oscillate between 2500 and 6000 nodes during the
experiment. Virtual nodes were removed and added using a central scheduler that randomly
picked nodes from the network to produce the oscillation effect shown in the figure. The num-
ber of concurrent protocol instances was 20 (see Section[I4.3), and parameter ¢ of NEWSCAST was
¢ = 30. The length of a cycle is 5 seconds, while the number of cycles in an epoch is 30 (that is,
the length of an epoch is approximately 2.5 minutes). Several experiments were run, all of them
starting at 02:00 Central European Time during workdays. All of them produced results similar
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Figure 45: The estimated size (as provided by cOUNT) and the actual size of a network oscil-
lating between 2500 and 6000 nodes (approximately). Standard deviation of estimated size is
displayed using vertical bars.

to those shown in the figure. The communication mechanism of our implementation is based
on UDP. This choice is motivated by the fact that in a network based on NEWSCAST, interactions
between nodes are short-lived, so establishing a TCP connection is relatively expensive. On the
other hand, the protocol can tolerate message omissions. The observed message omission rate
during our experiments varied between 3% and 8%.

The figure shows two curves, one representing the real size of the network at the beginning
of a given epoch, and the other representing the estimated size, averaged over all nodes in
the network. The (very small) standard deviation of the estimates over all nodes is also illus-
trated using vertical bars. These experiments further confirm the validity and practicality of
our mechanisms.

16 Figures of Merit and “Nice Properties” for Aggregation

In this section, we discuss our results in the light of Deliverable D04, “Evaluation Plan”. As
discussed in that document, our current solution is pro-active and notifies all the nodes about
the aggregated value.

Environment : We have performed both time-driven, very simplified simulations and de-
ployment tests in geographically distributed, realistic testbeds like Planet-Lab. In the former
case, the focus was on two of the “nice properties” of Deliverable D04, namely scalability and
robustness. The Planet-lab tests, on the other hand, have been performed to confirm the simula-
tion results (in particular, the simplifying assumptions we made to scale our simulated systems
to thousands of nodes).
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Failures : We have tested our system in very severe conditions, on both catastrophic and
churn scenarios. In the first case, we suddenly destroyed up to 50% of the nodes, at different
moments during an epoch. We have shown that at the beginning of an epoch, the approximated
aggregate can be very different from the real one; but after only a few cycles, the system is able
to tolerate such a scenario by returning the correct average. In the case of churn, we have
shown that we may obtain very precise approximation (with an error of 5% with respect to the
correct value) in a scenario where the churn rate is up to 10 times faster than the churn rate
observed in well-known traces obtained by Gnutella.

Evaluation Criteria : Among the criteria we have evaluated, convergence rate is the most im-
portant. We have evaluated the convergence rate in several kinds of topologies, including
complete, random, scale-free and small-world networks. In random and complete networks
the convergence is exponential. The simulation results have confirmed the analytical results.
Communication costs are constant, resulting in 2N exchanges per cycle in a network of N
nodes.

17 Related Work

Since our work overlaps with a large number of fields, including gossip-based and epidemic
protocols, load balancing, aggregation and network size estimation (in both overlay and wire-
less ad hoc networks), we restrict our discussion to the most relevant publications from each
area.

Protocols based on epidemic and gossiping metaphors have found numerous practical appli-
cations. Examples include database replication [21] and failure detection [105]. A recently
completed survey by Eugster et al. provides an excellent introduction to the area [38]. Note
that our approach applies gossiping only as the communication model (periodic information
exchange with random peers). Strictly speaking, nothing is “gossiped”, the dynamics of the
system is closer to a diffusion process. This is why, for example, theoretical results on epidemic
spreading are not directly relevant here.

The load balancing protocol presented in [41] builds on the idea of generating a matching in
the network topology and balancing load along the edges in the matching. Although the basic
idea is similar, our work assumes a random overlay network (that we provide using NEWSCAST)
and does not require the communications to take place in a matching in this network. Recall
however that we have shown that the matching is the optimal case for our protocol; fortunately
random pair selection has similar performance as well.

There are a number of general purpose systems for aggregation that offer a database abstraction
(supporting queries about the state of the system) and that are based on structured (typically hi-
erarchical) topologies. Perhaps the best-known example of this approach is Astrolabe [104], and
more recently, SDIMS [111]. In these systems a hierarchical architecture is deployed which re-
duces the cost of finding the aggregates and enables the execution of complex database queries.
However, maintenance of the hierarchical topology introduces additional overhead, which can
be significant if the environment is very dynamic. Our gossip-based aggregation protocol is
substantially different. Although the class of aggregates that it can compute is fairly gen-
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eral, and dynamic queries can also be implemented, it is not a general purpose system: it is
extremely simple, lightweight, and targeted for unstructured, highly dynamic environments.
Furthermore, our protocol is proactive: the updated results of aggregation are known to all
nodes continuously.

The protocol presented in [45] suggests the so called Grid Box hierarchies to process queries
in a structured fashion, which (compared to our protocol) involves increased message sizes
and more complicated (so more vulnerable) execution which involves a logarithmic number
of phases to calculate a single value. On the other hand, the overall approach is similar in the
sense that all nodes are equivalent (run the same algorithm) and they all learn the end result.

Kempe et al. [60] propose an aggregation protocol similar to ours: it is based on gossiping and
is tailored to work on random topologies. The main difference with the present work is that
they consider push-only gossiping mechanisms, which results in a slightly more complicated
(though still very simple) protocol. The complication comes from the fact that in a push-only
approach some nodes attract more “weight” due to their more central position, so a normal-
ization factor needs to be kept track of as well. Besides, other difficulties arise in practical
settings if the directed graph used to push messages is not strongly connected. In our case the
effective communication topology is undirected so we need only weak connectivity to allow
the protocol to work. Furthermore, their discussion is limited to theoretical analysis, while we
consider the practical details needed for a real implementation and evaluate their performance
in unreliable and dynamic environments through simulations.

Related work targeted specifically to network size estimation should also be mentioned. A
typical approach is to sample some property of the system which is random but depends on
network size and so can be used to apply maximum likelihood estimation or a similar tech-
nique. This approach was followed in [80] in the context of multicasting. Another, probabilistic
and localized technique is described in [50] where a logical ring is maintained and all nodes es-
timate network size locally based on the estimates of their neighbors. Unlike these approaches,
our protocol provides the exact size in the absence of failures (assuming also that size is an in-
teger which limits the necessary numeric precision) with very low cost and the approximation
continues to be very accurate in highly unreliable and dynamic environments.

In principle, aggregation (even in the presence of malicious failures) could be achieved as fol-
lows: nodes run a protocol solving the agreement problem [84] (or the weaker approximate
agreement problem [31} 39]) with their local values as the input. This suggests that the prob-
lems of aggregation and agreement are related. However, agreement protocols are designed
for relatively small scale systems where the main problem is to deal with Byzantine failure.
Agreement protocols are typically round based, requiring each node to communicate with ev-
ery other node in a given interval of time (round). While the problem itself is similar, this
approach is clearly not practical in the highly dynamic and extremely large scale settings we
have in mind.

Finally, aggregation is an important problem in wireless and ad hoc networks as well. For
instance, [68] represents a reactive approach where queries are propagated through the system
and the answer propagates back to the source node (see the distinction between reactive and
proactive approaches in the Introduction). The approach introduced in [64] is similar to ours.
It is assumed that the network is a one-hop network (so all nodes can directly communicate
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with any other node), and a protocol is described that can manage the matching process that
implements neighbor selection in this environment.

18 Conclusions

We have presented a full-fledged proactive aggregation protocol and have demonstrated sev-
eral desirable properties including low cost, rapid convergence, robustness and adaptivity to
network dynamics through theoretical an experimental analysis.

We proved that in the case of average calculation, the variance of the approximation of the av-
erage decreases exponentially fast, independently of network size. This results suggests both
efficiency and scalability. We demonstrated that the method can be applied to calculate a num-
ber of aggregates beside the average. These include the maximum and minimum, geometric
and harmonic means, network size, sum and product. We proved theoretically that the pro-
tocol is not sensitive to node crashes, which confirms our approach of not introducing a leave
protocol, but instead handling leaves as crashes. Link failures were also shown to only slightly
slow down convergence.

The protocol was simulated on top of several different topologies, including random graphs,
the complete graph, small-world networks like the Watts-Strogatz and Barabdsi-Albert topolo-
gies, and a dynamic adaptive unstructured network: NEWSCAST. It was demonstrated that the
protocol is efficient on all of these topologies that have a small diameter.

We tested the robustness of the protocol in several failure scenarios. We have seen that very
accurate estimates for the aggregate values can be obtained even if 75% of the nodes crash dur-
ing the running of the protocol. Furthermore, it was confirmed empirically that the protocol is
unaffected by link failures, which result only in a proportional slowdown but no loss in accu-
racy. Effects of single messages being lost are more severe but for reasonable levels of message
loss, the protocol continues to provide highly-accurate aggregate values. Robustness to mes-
sage loss can be greatly improved by the inexpensive and simple extension of running multiple
instances of the protocol concurrently and calculating the final estimate based on the results of
the concurrent instances. For node crashes and link failures, our experimental results are sup-
ported by theoretical analysis. Finally, the empirical analysis of the protocol was completed
with emulations on PlanetLab that confirmed our theoretical and simulation results.
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Part IV

Path management and monitoring in dynamic
networks

19 Objectives

As described in Part IV of Deliverable D06 [30], a simulator has been developed to study
CEants, a Cross Entropy guided, ant inspired algorithm [110]. The purpose was to study the
transient behavior of AntNet [25] and Cross-Entropy Ants (CE ants) [48] in order to identify
which one of their adaptive components that can be used as trusting indicator of what is going
on in the network both in terms of traffic congestion and effectiveness of the routing schemes.
The focus has been on monitoring of resource paths, i.e. the performance of established virtual
paths in the network. The performance parameters include available bandwidth, remaining
bandwidth, end-to-end delay, and loss ratio.

The performance monitoring can be used as input to various traffic engineering tasks. The
focus in this work has, in particular, been on providing input to distributed, online, path man-
agement. This means allocating and reallocating network resources to optimize the network
resource utilization and to fulfill the quality of service requirements of the virtual paths pro-
vided. In BISON, an ant-based algorithm is applied to path management in highly dynamic
packet switched networks. The performance monitoring studied is related to the quality of the
paths found by this algorithm. The robustness, adaptivity, and parameter sensitivity of this
algorithm is studied. In Section [20} a brief description of the current version of the ant based
path management and monitoring algorithm is presented. In Section21]a series of experiments
are described, used for evaluation of the nice properties in Section Section [23| gives some
closing remarks on the nice properties.

20 Current algorithm

The simulator described in [30] implements an algorithm for path management and monitor-
ing. Path management is the solution to an optimization problem where routes between multiple
ingress and egress nodes in a multi-hop network should be found. The object function is e.g.
minimizing the delay, number of hops, resource/link utilization. Between a pair of ingress and
egress routers there might be required one or several (partly or fully, link and/or node disjoint)
paths. For more details on path management, see [46]. The path monitoring is the performance
monitoring of established paths. The performance parameters include available bandwidth,
remaining bandwidth, end-to-end delay, loss ratio. Even though the current work is focusing
on monitoring of paths in a multi-hop network, it is likely that the same indices will give useful
information about the performance even if the assigned task is something different than path
management, e.g. resource sharing (load, storage).

Finding the best path from node s to d is a routing problem in a network, G(t), representing
a unidirectional connected graph at time ¢. The V(G(t)) = {v;} are nodes (vertexes) in G(t),
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where v; is node i. The E(G(t)) = {ei;} are the links (edges) in G(t), where e;; is the link
between node i and j, v; —v;. N, is the number of links in each node. The c(e) is the cost of link
e, and L(m) = > ., c(e) is the total cost of path 7. More specifically the path Trt(i) is the path
(trajectory) found from source node s to destination node d after iteration ¢. The basic steps are
described in more detail in Section 7 of Deliverable D05 [28]].

The routing problem is either

e hop-by-hop routing - the routing information in the intermediate nodes from s to d is only
destination specific and contains information about the best route from the current inter-
mediate router to the destination d.

e virtual path - the routing information in the intermediate nodes is source and destination
specific and contains the information about the best route all the way from s to d.

In the following, the algorithm is described for virtual path management. However, the same
principle applies for the hop-by-hop routing as well. The cost of the different paths from s to d,
changes over time due to topology changes (node and links move, appear, and disappear) and
changes in traffic pattern.

The algorithm consists basically of three steps:

o Forward search - at each node ¢ along the path from the source node, s, to the destination
node d chooses the next edge e;; at random according to the routing probabilities in node
C(d)

2, pl(fyz)va.j € v,

e Path evaluation - determines the cost value, L(m;), of the path of iteration ¢, ;. Let c(e)
be the cost of link e. In this section, c(e) is the delay of an ant traveling over this link,
including queuing and processing at the originating end. Hence, the object function used
for illustration in this section is the end-to-end delay of the path ¥ from source node s
to destination d.

L(n) = Z c(e) (30)

Veen

o Backward updates - return to source node s and update the routing probabilities in each
node along the path \; found in the step 1.

The path evaluation and pheromone updates are guided by Cross Entropy, initially proposed
by Rubinstein for rare event theory [94]. In Helvik and Wittner [48] a distributed variant of
this is developed and combined with ant algorithm for the primary-backup path problems. In
order to control and reduce the overhead of this CEants algorithm, the use of elite selection is
proposed in Heegaard, Wittner, Nicola, Helvik [47]. In the following sections the algorithm as
currently implemented in the simulator is described.
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20.1 Generate ants

The simulators generate ants that are sent out with the mission to find the best path to the
destination d. A series of ants of the same species are sent out from a given source s to a des-
tination d. Each ant species might have individual set of rules (e.g. how to search, how to
update) and specific parameters (e.g. memory, ant frequency). When more and more informa-
tion about paths between s and d is obtained, the frequency of ants submitted can be reduced
to reduce the management overhead. In a static network the ant frequency can be set to 0 when
the optimal (or at least a good) solution is found. However, the current simulator is developed
for dynamic network conditions and environments and hence the frequency must be non-zero
in order to detect changes. The frequency might though be regulated by the dynamics of the
network, i.e. high frequency of significant changes will require a high frequency of ants.

The i’th ant of a specific species is submitted from the source node s to the destination r, at
time epoch ¢;. The ant interarrival times, i.e. the time between epochs ¢;jand ¢;, are either
deterministic of following a negative exponential distribution, f(t) = Ae*, where ) is the
intensity of the distribution.

20.2 Forward searching ants

The forward search uses the following routing probability at time ¢ in node 4
l ! !
pg,z?j = Tt(z)]/ ZTt(,i)k
vk

)
where Tm f

source destination pair). The Tt(lZ)J is updated by the backward ants are described in Section|20.4

and is the pheromone value at time ¢ over interface j for species [ (i.e. for a specific

20.3 Path evaluation

When an ant arrives at the destination node the cost value L(m;) of t'th sampled path, 7, is
calculated. Based on this accumulated cost value, a performance function h; is obtained that
includes the cost value and some cost value history. The historical cost values are recorded
through an autoregressive formulation with a memory parameter 3. This formulation enables
a compact representation of previous cost values weighted decreasingly as time goes by and
new paths are found. The performance function is (see details in [48]):

he = Bhi—a + (1 — B)e L)/ (31)
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The ~; is the scaling parameter that is the result of the optimization of the change of measure
f in the routing probability matrix. In order to avoid storage of all (or a part) of previous cost
values, the 7, is calculated through a first order Taylor expansion (See [48] and [110] for details):

B L(m)exp(— 22

A A (14 B )ep(- 2 (32)
B — BB+ L(m)exp(— 5H)

Yi—At — Mt
M — M+1

where the initial values are A = B = M = 0 and 79 = —L(m)/In(p). The node only needs to
store 7, A, B, and M, instead of the complete observation window.

20.4 Backward updates

The backward agents updates the pheromones T (for simplicity the species /, the iteration/time
t and node i indices are suppressed) and the corresponding p; = T/ >\, Ti.- The pheromone
is given as

Bj G 1 B;
_ L(xp) -4+ <7
Ty=I({j}em)e W +A;+{ g 0 -
1c; otherwise
where
_ L(my) L L
AJ — ﬁA]—FI({j}Em)e Vt (1_|_ (Trt) 1+ (Wt)))
’Yt 2,715
. _ L) L(7m)2
Bj « BBj+I({j}em)e” * (L(m)+ (2t))

_ L) ()2
Cj — ﬂCj—l-I({j}Eﬂ't)e Vtt(gt)

This means that each node must store a set of A;, B,C}, one for each destination d and for
each outgoing link j. The initial values of are A; = B; = Cj = 0. See [48] and [110] for
additional details.

In [47] elitism is introduced in the CEants system. The new systems, denoted elite CEants,
performs significantly better in terms of reducing the number on path traversed before con-
vergence to a near optimal path. All ants contribute in updating the temperature +; as in (31).
However, only a limited set of ants, denoted the elite set, update a different temperature ;. An
ant qualifies for the elite if the path found is better, or not significantly worse than the current
best solution. Only ants belonging to the elite set backtrack their paths and update pheromones
applying H (7, ~; ) in (31), and hence, reducing the total number of backtracking traversals and
pheromone updates.

The threshold for selecting elite ants will change as the system converges towards a better
solution, or if an event occurs which change the network conditions and the corresponding
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path cost values. The criterion for selecting elite ants does not introduce any additional manual
parameter tuning. It is known [47] that the best solutions in the CEants method relates to p
through e~%(")/7 > p which can be rearranged to . An ant is considered an elite ant if the
cost of the path found by the ant satisfies

L(m) < —mlnp (34)

Note that the temperate ~; updated by all ants is applied in (34). Hence, if the part of the search
space which enables elite ants to find their paths is removed, e.g. a link breakdown in the best
path found, the temperature ; will increase allowing ants with higher path costs to perform
pheromone updates.

21 Overview of experiments

The experiments in this section are using the simulator described in Part IV of Deliverable
6 [30], except the prototype implementation on a software router in Section and MPLS
studies in Section using an #ns-2 simulator developed at NTNU [110].

21.1 Transient behavior of AntNet and CEants

The first experiments were phenomenon studies of how the ant based routing algorithms be-
have in dynamic environments. The main purpose was not an evaluation of the goodness of the
routing algorithms with respect to the nice properties given in Deliverable D04 [12], but rather to
look for monitoring indices that can be used for observing the current status of the network, i.e.
how the variables of the algorithms changes as the network conditions changes. The CE ants
algorithm is designed to establish good paths between multiple pairs of ingress and egress
nodes. In addition, it is observed that the CEants algorithm contains variables that change
rapidly and significantly as the network condition changes, both due to traffic and topology
changes. Hence, these can be used for monitoring of the quality of a path and to detect changes
in network conditions influencing this quality.

A series of experiments have been conducted on a grid topology, see Figure 46| where nodes
and links were added and deleted, and the traffic loads were changing. The results are reported
in Part V, Section 7 of Deliverable D05 [28] and in Section [21| selected results and observations
are given.

21.2 Introduction of elite CEants

The main observations from the experiments in previous section indicated that ant based rout-
ing is a promising distributed approach for management and monitoring of paths in a com-
munication network. In the original approach a large number of ants is generated. This is
a potential scalability problem. Hence, in order to reduce the overhead of the algorithm, the
concept of elite selection was introduced. A series of tests was conducted where the main pur-
pose was to test of fundamentals of this algorithm extension with respect to its ability to find
(close to) optimal solution relative to the convergence time and number of ants. In the original CEants
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Figure 46: Grid topology

algorithm [48], the cost of all paths traversed by the ants are considered when updating the
routing probabilities (the pheromones) and the control variable (the temperature). Even ants fol-
lowing a path with poor cost value with little or no new added value with respect to finding
the best path, will cause an update of the temperature and backtracking and updating of the
pheromone values. As mentioned in Section the heuristic idea of elite selection is simply
to do updates of temperature and pheromone only when the sampled path has a cost value that
is within a certain bound relative to the best path known at iteration ¢. In [47, 46] the approach
using control variables from CE ants, and with no extra parameters, is proposed.

The experiments were limited to the static, but NP-complete Traveling Salesman Problems (26
and 48 nodes) in order to study the algorithms ability to handle very complex problems with
known solution.

21.3 Elite CEants applied to path management

After the elite CEants algorithm was successfully applied to the static, NP-complete TSP, a
series of tests were conducted where the elite CEants algorithm was applied on reliable path

102



Evaluation of basic services (1.0)

management problems. Two different strategies for establishing paths were applied. These two
strategies were studied with respect to adaptivity, robustness and overhead in a large network
based on the IP backbone of a national-wide ISP.

The network in Figure #7] consists of a core network with 10 core nodes in a sparsely meshed
topology, ring based edge networks with a total of 46 edge nodes, and dual homing access
network with 160 access nodes. The relative transmission capacities are 1, 1/4 and 1/16 for
core, edge and access links, respectively. In the processing delay in the nodes only includes the
variable queuing delay as a function of the load level. The path management of 10 separate
paths is studied in details. The paths are exposed to network link failures, drops of manage-
ment information, and changes in offered traffic loads. The terminal nodes, i.e. the ingress and
egress nodes, of the 10 paths are all access nodes. Each path is routed through an edge and
the core network. The average load, p, is the link utilization of every link of the paths through
the network. The traffic is routed according to the (multi) paths provided by the management
algorithm. This traffic represents the background traffic and is added to study how the algo-
rithm reacts to load variations. In order to stress the algorithm and create instabilities, the load
changes are in significant steps, see Table[15} All results in the following are from 10 simulation
replications. All results in the following are from 10 simulation replications. Section [22|are
selected results from [46].

Figure 47: The network topology in case studies
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21.4 CEants and MPLS for realization of primary backup paths

In parallel to development of elite CEants, the application of CEants for establishment of vir-
tual paths using MPLS is studied. A series of experiments has been conducted using an im-
plementation of CEants (without elite selection) to find optimal primary and backup paths in
a small network with low frequency dynamics. The paths are found and maintained online by
the CEants algorithm and set up in a simulated network by use of the MPLS Label Switched
Paths (LSPs) setup module of ns-2, see [49]. The objective is online preplanning of link disjoint
primary-backup paths. The cost function of the paths found can be related to performance pa-
rameters like bandwidth, loss or delay or a combination of these. Traffic is initially routed over
the primary path and if a failure on this path occurs, the traffic is shifted to the preplanned
backup path. The algorithm will then initiate a new search for a set of link disjoint primary and
backup paths.

21.5 Implementation of prototype of CEants router

In order to test the algorithm in a prototype implementation, and to be able to answer what
does it take to get it up and running, a realization of CEants were made using a Java-based
agent system and a software router, see [79,[78]. A prototype of a software router (based on
Click [62], and using Java and the Kaariboga [100]) is developed implementing the CEants.
The ants are implemented as mobile agents. A mobile agent is a program that travel through
the network and executes on different computers. The agent performs a specific task, e.g. finds
the best path to a given destination. To be able to operate on a computer and migrate to other
locations, the agent needs support from a Mobile Agent System (MAS). The MAS provides a
runtime environment and possibly a set of services to the agents. The implementation uses
the CEants algorithm to manage routing in an IP-network. Figure 48 shows the system in
operation. Ants performing the same task are belonging to the same ant colony and traverses
the network, searching for and maintaining a path between the source and the destination.

22 Evaluation

This section contains a few observation from the experiments described in previous section.
The algorithm is evaluated according to the overall criteria listed in the “Evaluation plan” in
Deliverable D04 [12]:

Self-organization - in a starting state no node has any information beyond local knowledge

Adaptivity - the system finds (converge quickly to) the current best solution when system
conditions changes

Robustness - the ability of a system to restore functionality after a failure, and the ability to
tolerate loss of management/control without loosing current solution

Scalability - the ability of a system to function well even if the system become extremely large.
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Figure 48: Network overview

In the following sections the main observations, in particular related to adaptivity and robust-
ness, from the list of experiments from Section 21|are given.

22.1 Self-organization

In all experiments described in previous section, the solutions (i.e. paths) were obtained with-
out any initial information in either of the nodes apart from the local knowledge of its neighbor.
The search for solutions were initiated from arbitrary nodes where no node contains more than
local information. In all cases convergence to a good solutions were observed, both for the NP
complete problems (see Figure[53), and in dynamic environments (see e.g. Figure 50).

22.2 Adaptivity

The experiments from Section[21.T]demonstrated that both AntNet and CEants react to changes
in topology that both increases and decreases the object function. In these experiments the
object function was limited to the “end-to-end delay along a (multi-hop) path from source to
destination. It was observed that for both systems it is critical to correctly set the parameters in
order to rapidly detect all topology changes, and at the same time not end up with a solution
far from the optimal, or a solution which is instable. As example of the results reported in
Deliverable D05 [28], it is illustrated how the cost values of CEants are changing as the network
conditions are changing in Figure 49}

In summary, the following observations were made:

e The path probability could be used as an indication of exploration (instability) but it is
not evident that it is suitable for detecting changes in the network conditions.
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Figure 49: Monitoring the cost values of the interfaces in 2 different nodes. The networks
conditions are changed by changes in network topology and traffic load.

e When a change in the topology causes the cost to go up, significant changes in the con-
vergence indices are observed. This index is unique for each ant species. Hence, it is
possible to follow the changes per route between end node A and B. This resembles the
well-known active measurement technique using ICMP ping protocol. The convergence
index of the ant agents are a better monitoring index than the cost values.
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e The pheromone values of AntNet does not change (evaporate) when the network topol-
ogy changes unless another interface on the same node become part of the new best path.
The pheromone values of CEants will evaporate when they are not updated with a good
value. This means that reading pheromone values using CEants will give a good indica-
tion of whether this is part of one of the best paths, or if it has recently been.

In Table|14|a few examples are given of what indices from the CEants and AntNet systems that
applies to monitoring of the performance of the paths.

Table 14: Examples of use of indices from ant based path management systems

Metric Ex. of observation Ex. of “health” Ex. of alarm
Ant route table Deviation from data | Misconfiguration in | Significant deviation
routing table routing,  interface | (in time or space)
overload
Pheromone values Increase by 20% in 1 | Node/link/path Check configuration
sec. down
Convergence index | Decrease by 20%in1 | New None
sec. node/link/path
discovered
Cost value index Average over 5 sec. | Aftereffect of change | None
decreased by 10% | in network (still ex-
last minute ploration)
Path probability Close to max. for last | Stable network None
minute

As described in Section [21.3] the grid topology from Section 2T.1|was extended to a more real-
istic topology and scenario in order to test the adaptivity of the path management approach.
The details of the 9 phases of the scenario is given in Table Two complementary schemes
are studied:

adaptive path scheme have stochastic paths for all source destination pairs in all nodes of the
network, which will pro-actively provide alternative paths in case of failure.

primary backup scheme has as its prime objective to establish disjoint primary and backup
(e.g. using MPLS LSP) paths for (all) source destination pairs.

Adaptive path strategy

The results presented in Figure 50| are the average cost values from 10 simulation replications
over the 9 phases. The results are from 3 of the 10 paths, selected from the paths that are affected
by at least one of the changes in network conditions given in Table There are three main
observations from the series of simulation experiments.
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Table 15: Dynamic scenario for testing of adaptivity

] Phase \ Av. load \ Link events \ Comments ‘
- 0 - Exploration phase
1 0 - Initial topology
2 0.3 - Increased load
3 0.6 - Increased load
4 0.3 - Decreased load
5 0.9 - Sign. increase in load
6 0.9 Down[4,8],[6,8],[1,2] Core links failed
7 0.9 Down [3,20],[1,42],[7,55],[3,22] Edge links failed
8 0.9 Down [19,86] Access link failed
9 0.9 Restored[19,86] Access link restored

1. The adaptive path strategy will switch to an alternative path almost immediately. This
will in some cases cause a transient decrease in the quality (e.g. delay) but not necessary
an interruption of the transport service. As an example, follow the path VC1. When a core
link fails (phase 5 to 6), a sudden increase in the cost value of VC1 is observed because
the preferred path is no longer available. An alternative path is immediately available.
The elite CE ants continue to search for better paths. In this experiment the alternative
eventually found in phase 6 has the same cost value as the best in phase 5. If a prescribed
upper bound on the delay of the transport service relying on the VC, the service will
not be conform with the requirements and hence unavailable. E.g. if this delay bound
is 200 ms (see horizontal grid line in Figure [50), the VC2 will at start of phase 3 and 5
experience a short interruption of the transport service. Measuring the unavailability,
U, as the relative time with delay above 200, this gives Uyc1 = 0.036, Uyce = 0.022
, and Uycs = 0.0 for this simulation experiment. This unavailability can be reduced
by increasing the number of updating messages per time unit, but this will increase the
overhead of the management function.

2. If the increase in traffic load causes an overload on a link, the load sharing property of
the adaptive path strategy will resolve this rather quickly. E.g. the sudden increase in
traffic load of VC2 from 30 to 90% (phase 4 to 5) will cause a sudden peak in the cost
value because one of the access links is overloaded. But, after a while (during phase 5), a
new and good solution is found.

Primary backup strategy

Figure[51|shows the results from the most illustrative simulation out of 10 replications applying
the primary backup strategy for the scenario describe above. The cost of the operational paths
for three selected VCs during the phases 5-9 are plotted. An operational path is either a primary
or a backup path. The cost value function for the primary backup strategy is not sensitive to
the carried load and hence the phases 1-5 from Table [15|are indistinguishable and represented
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Figure 50: Adaptive path strategy: adaptivity in dynamic environment

by phase 5 in Figure |51} The cost value indicated at the y-axis is the loss penalty. Note that the
loss penalty is greater than 0 even if no traffic is lost. Two lessons learned from the experiments
are emphasized.

1. A switch-over from a disconnected operational path to an alternative path, either by pro-
tection switching (primary to backup) or by restoration (primary to a new primary), will
cause an interruption of service. E.g. observe the behavior of VC2. After the core link
failure at the beginning of phase 6, the primary path of VC2 is disconnected and VC2 is
broken (regarded as down time). After a short period, the backup path takes over and is
made operational. The backup path, which has a higher cost value, is operational until
a new good primary path is found (primary is restored) at the end of phase 6. For VC1,
the failed primary path at the beginning of phase 6 is quickly restored to a new primary
path of equal cost (hence no shift in the curve in Figure 1), i.e. the restoration mecha-
nism reacts faster than the protection switching mechanism. Again, from phase 7 to 8, the
operational primary path becomes unavailable, but is very quickly restored to a new pri-
mary path (space between the vertical start-line of phase 8 and the cost curve for VCl1 is
almost not observable). Again restoration is faster than protection switching. The reason
is that the nodes contains (in pheromone values) alternative primary paths that are al-
most immediately available, at least quicker than switching to the protection, or backup,
path. The cost value is increased because the new best path needs extra hops to establish
a path from the ingress to the egress node. Also for VC3 restoration works faster than
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protection switching, however as observed in the beginning of phase 7 a more significant
(and visible) delay is experienced, i.e. a down time, before a new primary path is found.

2. Explicit link failure notification will improve the path availability by making the protection
switching mechanism more reactive. In the current implementation, no explicit notifica-
tion of link failure is given to the ingress node of the path. The switch-over from primary
to backup is triggered by a significant increase in the elite selection criterion from E.g.. (34)
in Section This type of “ant driven” failure reporting is robust, but may be ineffi-
cient because more than one ant is required to trigger and update. Even so, down times
for VC1, 2 and 3 are short. The availabilities are Uy 1 = 0.0003, Uyce = 0.012 , and

Uycs = 0.018.
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Figure 51: Primary backup strategy: adaptivity in dynamic environment

In addition to the two previous experiments, Section describes the use of the control vari-
able denoted temperature [28] in the CEants algorithm is used to trigger a MPLS LSP setup.
This is based on the observation from above showing that the temperature is an indication of
the quality of the path, and that it adapts to changes in the environment.

The temperature, which was identified as a potential monitoring index of path quality, was
in this work successfully applied to trigger LSP setups. Three strategies were proposed and
evaluated by simulation using ns-2 [49]. The simulations were conducted on a small 10 node
network (the core of the network used in Section 21.3), see Figure [52] for an illustration. No
clear conclusions on the preference order were obtained:
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o Check When Crossing Limit - triggers a path setup when the estimated variance of the tem-
perature falls below (or crosses) a certain limit. This strategy obtain highest bandwidth,
with fewest packet losses, but has the most frequent path updates. This might lead to
packet reordering and high overhead.

o Check When Above Limit - triggers a path setup when the estimated variance of the tem-
perature is above a certain limit, i.e. indicates instability. Slightly lower bandwidth and
higher packet loss than Check When Crossing Limit, but fewer path updates.

o Check Periodically - change to best path found at periodic intervals. Slightly lower band-
width and higher packet loss than Check When Crossing Limit, but fewer path updates.
This will depend on the length of periodic intervals.

Destination
0
i
>
4 i
i
K>
s
i
= [ 2:;.
Source
- — <6

Phase 1

Figure 52: The core network used in simulation studies of CEants online MPLS management

22.3 Robustness

To test the robustness of the strategies two critical kinds of events are studied. First, loss of
information packages (i.e. ants), and secondly, loss of information (i.e. pheromone values) in a node
N, along a specific primary path. Asin previous experiments, we have studied the performance
of the 10 paths using both the adaptive and primary backup path strategies.

In the first series of experiments, the management information was lost in all phases of the
experiments, also in the exploration and transient phases. The strategies performed as if the
number of ants where reduced and therefore the convergence rate was reduced, which is a
desired and very robust behavior indeed. The second series of experiments introduced failures
after a path is established. These results for both loss of information packages and loss of
information in a node are reported in this section.

Loss of information packages The ants are dropped on a specific interface that is a part of the
preferred path for ingress node 194 and egress node 84. One of the interfaces of this path
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drops packets with a probability p;. When p; = 1 this is similar to a link failure and
the method reacts as described in previous section. When p; < 1 at least some of the
searching (forward) and updating (backward) ants will get through and the pheromone
values are updated. For the adaptive path strategy, if a single best path exists, it will
remain the best even with p; > 0. The reason is that the cost function does not reflect
this performance degradation. However, when there are several paths with the same best
value, the paths with packet loss will be updated less frequent than the paths without
failure, and hence their pheromones will evaporate relative to the paths with less, or no,
loss of ants.

Loss of information The second simulated failure mode is deleting all the pheromone values,
i.e. removing all routing information in a specific node. This means that all interfaces of
this node are affected. The specific node studied is a core node with 9 edges (interfaces).
This node holds routing information about the preferred paths for 2 out of 10 VCs. When
the routing information is removed, it means that an ant (and the data traffic) will be
routed randomly according to a uniform distribution over the 9 available interfaces. The
probability of deleting pheromones is py = 0.05, which corresponds to that on average
every 20th ants will meet an empty routing tables in this node. The main observation is
that the best paths are retained and that loosing all routing information in one single node
only causes minor problems. After very few ants (less than the average 20 in between
node failures) the routing table is restored. This is because the neighbor nodes contain
sufficient information to avoid an extensive exploration to re-establish the routing tables
again. The adaptive strategy is more robust than the primary backup strategy because no
explicit resource reservation and establishment of path is necessary. The primary backup
strategy will suffer from the same problems as standard MPLS LSP management with
respect to loss of soft state establishment (LSP) messages.

Based on the experiments in this section, it seems that both methods are robust to random loss
of information packages (ants) and to loss of routing information (pheromones). In both cases,
the paths are retained or restored quickly, without loss of consistency. As a general comment,
the adaptive strategy seems robust to the random loss of any management information. This
strategy is less sensitive to loss of specific control packets like the routing updates messaged,
or LSP establishment messages you find in primary backup path strategy and in MPLS. The
adaptive path strategy relies on small but redundant pieces of information. However, this
redundancy comes with a price, and good and adaptive rules for managing the overhead must
carefully be looked into.

22.4 Scalability

To test the performance of the elite selection extension to CEants, a number of simulation
replica of Traveling Salesman Problems (TSP) were conducted as described in Section [21.2}
The TSP was chosen because this is known to be an NP complete problem that will stress the
performance of the proposed method. The topologies were taken from TSPLIB [91], one fully
meshed network with 26 nodes (fri26) and one with 48 nodes (ry48p). The 48 nodes topol-
ogy, presented in this section, is used to compare our algorithm to Rubinstein’s algorithm [95].
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However, keep in mind that we require our method to be fully distributed and hence a com-
parison with centralized methods is not completely fair. The results were presented in a paper
at RESIMO04 [47].

Only the results from the 48 nodes are given in Figure However, the results from the 26
nodes case show the same improvement, except that the 48 node case is even better. This
means that increasing the complexity and size of the problem improves the elite CEants gain
over the original CEants, i.e. less overhead but still convergence to good solution.

The plots present results from 10 independent simulation replica. Each point average cost
value (y-axis) over 10 simulation replicas as a function of the number of tours ants (agents)
have completed (x-axis). We are counting both the tours of the ants that have successfully
found a path from source to destination, and the tours of the backtracking ants that are updat-
ing the pheromones. This means without elite selection all tours will be counted twice. The
reason for counting both searching and backtracking tours is that they both contribute to the
overhead, and to be able to compare the original system (where all ants are backtracking) and
the elite selection approach. An alternative is to use the CPU time consumption as the compar-
ison criterion. However this would require the source code of the simulator to be revised and
optimized, and it would make comparison with results from the literature more complicated.
The plots show (a) the cost values at tour x, averaged over 10 replications, and (b) the best cost
values found and the number of tours traversed before this. The latter is unsorted, meaning
the all best value observations in all simulations are plotted in the same plot.

A summary of result details is given in Table 16| The number of tours, denoted No of tours, is

Table 16: Summarized results from 10 simulations

Approach 48 nodes
Standard CE-ants No of tours 779046 (53347)
Best tour 15201 (15721)
Converged average 15663 (141)
Elite CE-ants No of tours 232004 (112564)
Best tour 14828 (15752)
Converged average 15063 (244)
Rubinstein’s CE-method No of tours 345600
Best tour 15509

the average number of tours before the best sample is found. The standard deviation is given
in brackets. The best cost values are reported under Best tour being the best of the best tours
of the 10 replica and with the worst of the best tours given in brackets. Finally, the average of
the average cost value is reported under Converged average with standard deviation in brackets.
The last rows show results obtained by Rubinstein’s original algorithm. (Rubinstein reports
better cost values in [95] but with approximately 6 times the number of samples.) The same
parameter settings applied in [48] were reused.

In the 26 node case, it was observed in [47] that the convergence rate of elite CEants is approx-
imately 3 times better than the original CEants, and that it converges to a better solution, both
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Figure 53: TSP in a 48 nodes example. 10 simulation replica.

for the average and the best solution found. Furthermore, it was observed that the quality of
the solutions are improved by 3-4%. By increasing the size of the problem the improvement
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become even more significant. In the 48 node case, it can be observed from Figure [53|that the
convergence rate of elite selection approach is at least 3 times better than the original CE ants,
and that it converges to a better solution, both for the average and the best solution found.
From Table|[16|it can be observed that the quality of the solutions are improved by 3-4%.

Previous comparisons between CEants and results reported by Rubinstein [48] concluded that
CEants system was comparable with respect to quality of solution, but speed of convergence
was not equally good. Up to 5 times more tours had to be traversed before convergence com-
pared to the total number of samples in Rubinstein’s algorithm. With the new elite CEants
approach the speed of convergence is significantly improved, and so is the quality of solutions.
From a network engineering point of view it is essential to keep the rate of convergence, and
the overhead imposed by ants, under control. Hence, the reduced overhead without loss of
quality in solution is considered to be a significant new achievement.

Our new version of CEants, denoted elite CEants, has improved performance both in the speed
of convergence and the quality of the paths found. By ensuring that insignificant path samples
found are not processed, less overhead and a better focus on good paths is achieved. The
significance threshold, or the elite selection criterion, applied is dynamic and shifts according to
the level of convergence in the search process.

To learn about scalability, issues related to bottlenecks in implementations in a real network,
routing real traffic, was studied. In the prototype implementation on a software router, as
described in Section[21.5] the performance is limited by the performance of the software router,
the ant-system and the communication between these systems. Using Java and mobile agent
technology is inefficient. Java is in general slow since the byte-code must be interpreted, and the
approach with mobile agents is not efficient either, since a new object has to be created on the
server each time an ant arrives. Click is implemented in C++ and is reported by its creators to
give much better performance if special drivers that poll the network cards for packets are used
rather than the inefficient drivers used in this version of the system. Finally, the communication
between the two systems is a bottleneck for the system’s performance. For operation in a larger
network, a new version of the system with better performance should be implemented. This
future version of the system could integrate the algorithm functionality into a software router
like Click. With proper setup of the hardware devices and by implementing the ants as packets
instead of objects, significantly better performance could be achieved.

23 Closing remarks

Through work and series of experiments using swarm intelligence, the elite CEants system
seems to be a promising candidate for path management and monitoring because it reacts
immediately to changes in the operational conditions, is autonomous, inherently robust and
distributed, all necessary conditions to achieve operational simplicity and network resilience.

The transient behavior of the algorithm is studied and showed that variables of CEants might
serve as indices of the quality of the performed task, e.g. doing path management. A potential
improvement in the overhead was identified and the concept of elite selection proposed. After
successfully testing the behavior of the elite CEants on a NP-complete problem, a case study of
a nationwide communication infrastructure is presented to demonstrate the ability to handle
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change in network traffic as well as failures and restoration of links. The adaptive path strategy
is designed to react quickly to loss and overload of resources. This reaction is demonstrated
through the case study, in addition to a slower observable reaction when resources become
available or underloaded. The latter is dependent on the number of ants used, i.e. the overhead.
Note, however, that it is acceptable to operate on a sub-optimal solution for a short period
as long as the prescribed QoS requirements are fulfilled. The primary backup is designed to
guarantee, by establishing link disjoint primary and backup paths, that sufficient bandwidth is
available if an arbitrary link fails. The case study demonstrates that fast switch-over to backup
paths as well as fast restoration of primary paths is possible. The case study also demonstrates
that both methods are robust to loss of management state and updating information.

Further work includes continued work on the principles of applying emergent behavior for
managing QoS in networks, as well as dealing with engineering issues for introduction of these
principles in operational networks.
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Conclusions

In this deliverable we have reported the results of the evaluation of the algorithms and proto-
cols developed for basic functions in dynamic networks. The document is self-contained in the
sense that it contains both algorithm descriptions and evaluation results.

The basic functions considered are routing, topology management, collective computations
(also termed aggregation) and monitoring. For each of these basic functions, one or more al-
gorithms and protocols have been developed for either overlay or mobile ad hoc networks.
In particular we have described and evaluated a family of algorithms for routing in mobile
ad hoc networks, a framework for peer sampling services in unstructured overlay networks,
centralized and distributed protocols for topology management in wireless ad hoc networks, a
protocol for calculating aggregates in proactive manner, and techniques to perform online path
monitoring and management in generic dynamic networks.

Evaluations have been carried out considering state-of-the-art reference algorithms and also
taking into account the specific figures of merit and the BISON-specific nice properties pre-
viously identified in Deliverable D04 [12]. The presented results provide a validation of the
BISON approach for the management of basic services in dynamic networks. Under extensive
testing, and considering a range of different distributed and dynamic scenarios, the presented
algorithms have shown either experimental performance comparable or better than state-of-
the-art algorithms, or strong theoretical properties. Also in terms of the BISON “nice proper-
ties” the algorithms show very good performance.

As future work we plan to: (i) investigate more in depth the behavior of the routing algorithms
with respect to the BISON nice properties, (ii) keep working on algorithms for topology man-
agement in overlay networks and carry out further analysis of their behavior in the presence
of faults and dynamism, (iii) get a better understanding of the behavior of the protocols for
topology management in wireless networks and of their ability to deal with topology varia-
tions, and (iv) test our monitoring techniques against more traditional monitoring approaches
in IP networks.
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