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Abstract

This document represents a revisiting of the BISON deliverable D03. The intent is the same:
to gain in understanding of what aspects of a combined CAS/topology/function system de-
termine the measured performance of the system. Two things are different: for one, we find
that the use of a matrix is impractically cumbersome–hence we drop the matrix. Also, we have
now gained considerable experience, after three years of work in the BISON project; hence our
discussion this time is based on observed results from BISON studies. We focus on six well
studied systems, offering a detailed discussion of each—from selected “remarkable results”,
through “general understanding”, to, in most cases, predictions. In a subsequent section we
extract some very general insights about performance in decentralized systems. These insights
are extracted directly from our results and understanding for the six BISON systems reported
here, and are expected to be rather general, and so quite useful for future work.
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1 Introduction

This document represents a revisiting of the BISON deliverable D03. The intent is the same:
to gain in understanding of what aspects of a combined CAS/topology/function system de-
tremine the measured performance of the system. Two things are different: for one, we find
that the use of a matrix is impractically cumbersome–hence we drop the matrix. Also, we have
now gained considerable experience, after three years of work in the BISON project; hence our
discussion this time is based on observed results.

In spite of these differences, our approach will be much like that of the original D03. That is, we
will define a problem via a problem statement. This will typically include the three principal
items of D03: the function to be implemented, the topology on which it is to be implemented, and
the CAS (distributed algorithm) which is to implement the function. Other aspects of course
will also be included in each problem description.

The aim is then, for a given problem description, to understand (and ultimately predict) the
performance that is observed. Towards this goal, we will use, for each problem description, the
following procedure.

First we select and describe one or more remarkable results which we have observed in our
studies of the given problem. Here, by ’remarkable’, we do not mean to imply ’revolutionary’
or ’earth-shaking’—rather (and much more modestly), simply that the results stand out in some
way that merits further discussion and understanding.

Next, we offer one or more explanations for each remarkable result. As much as possible, these
explanations will be grounded in observation; however they will also inescapably include an
element of induction from, or speculation about, the observed results. This step is nothing new:
it is one that is generally taken in every research paper which has results worth reporting.

Next we seek to extend our understanding further by placing the offered explanation(s) in a
more general context. That is, we seek to stretch our intuition and understanding even further,
by trying to embed the observed results, and the explanations which are offered for them, in a
more general understanding. It is at this point that the various problems discussed begin to
merge together in a common thread: that is, our general understanding of (eg) routing with
stigmergy should tie in with our general understanding of (say) chemotaxis.

Finally, we recognize that any true understanding should yield predictions concerning the re-
sults of experiments not yet performed. Hence, we will terminate the thread of discussion for
each problem statement with one or more predictions, which are derived from the explana-
tion/picture/general understanding which we offer for each problem. We will not (here) test
these predictions. However, we feel that this last step is important: that is, any understanding
which is non-empty should yield predictions. Thus we offer predictions as a restatement of,
and confirmation of, the content of our understanding.

We note that this procedure (problem statement, results, understanding, generalization, pre-
diction) is more or less standard in scientific research. However it is standard because it is
fruitful. Therefore we see no need to deviate from this standard line of investigation here. We
believe that this approach offers an excellent summary of the fruits of understanding which
have been gained from the BISON project. Thus, we claim that this Deliverable D03.2 provides
the scientific benefits that were expected from D03—but at the end of the BISON project (when
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do exactly once in each consecutive
δ time units at a randomly picked
time
q ← GETNEIGHBOR()
send sp to q
sq ← receive(q)
sp ← UPDATE(sp, sq)

(a) active thread

do forever

sq ← receive(*)
send sp to sender(sq)
sp ← UPDATE(sp, sq)

(b) passive thread

Figure 1: Push-pull gossip protocol executed by node p. The local state of p is denoted as sp.

we are in a position to extract those benefits); and without the matrix.

2 Gossip-based Aggregation

The aggregation problem has been discussed extensively in various publications [29, 30] and
earlier deliverables, such as Deliverables D07 and D09. Following the general structure of
the present deliverable, we focus on explaining the lessons learned while working with this
protocol.

2.1 Problem statement

We assume that each node in the network holds a numeric value. In a practical setting, this
value can characterize any (possibly dynamic) aspect of the node or its environment (e.g., the
load at the node, available storage space, temperature measured by a sensor network, etc.). The
task of a proactive protocol is to continously provide all nodes with an up-to-date estimate of
an aggregate function, computed over the values held by the current set of nodes.

Our basic aggregation protocol is based on the “push-pull gossiping” scheme illustrated in
Figure 1. Each node p executes two different threads. The active thread periodically initiates an
information exchange with a random neighbor q by sending it a message containing the local state
sp and waiting for a response with the remote state sq. The passive thread waits for messages
sent by an initiator and replies with the local state. The term push-pull refers to the fact that
each information exchange is performed in a symmetric manner: both participants send and
receive their states.

Even though the system is not synchronous, we find it convenient to describe the protocol ex-
ecution in terms of consecutive real time intervals of length δ called cycles that are enumerated
starting from some convenient point.

Method GETNEIGHBOR can be thought of as an underlying service to the aggregation protocol,
which is normally (but not necessarily) implemented by sampling a locally available set of
neighbors. In other words, an overlay network is applied to find communication partners. In
Section 2.3 we will assume that GETNEIGHBOR returns a uniform random sample over the entire
set of nodes. This peer sampling service can be implemented by, for example, the newscast
protocol, presented in Deliverable 07.

6
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Method UPDATE computes a new local state based on the current local state and the remote state
received during the information exchange. The output of UPDATE and the semantics of the node
state depend on the specific aggregation function being implemented by the protocol. In this
section, we limit the discussion to computing the average over the set of numbers distributed
among the nodes. Additional functions (most of them derived from the averaging protocol)
are possible as well; we do not discuss them here.

In the case of computing the average, each node stores a single numeric value representing
the current estimate of the final aggregation output which is the global average. Each node
initializes the estimate with the local value it holds. Method UPDATE(sp, sq), where sp and sq are
the estimates exchanged by p and q, returns (sp + sq)/2. After one exchange, the sum of the
two local estimates remains unchanged since method UPDATE simply redistributes the initial
sum equally among the two nodes. So, the operation does not change the global average but it
decreases the variance over the set of all estimates in the system.

It is easy to see that the variance tends to zero, that is, the value at each node will converge to
the true global average, as long as the network of nodes is not partitioned into disjoint clusters.
To see this, one should consider the minimal value in the system. It can be proven that there
is a positive probability in each cycle that either the number of instances of the minimal value
decreases or the global minimum increases if there are different values from the minimal value
(otherwise we are done because all values are equal). The idea is that if there is at least one
different value, than at least one of the instances of the minimal values will have a neighbor
with a different (thus larger) value and so it will have a positive probability to be matched with
this neighbor.

2.2 Remarkable results

The task to be executed by the protocol is fairly simple, and the protocol itself is very simple as
well. The dynamics of the protocol is also unsurprising, because the underlying peer sampling
service (described in Deliverable D07 and D09) hides the complexity of the underlying network
from the protocol, presenting it with a predictable and stable random view at all times.

However, we can still find rather remarkable properties, namely the speed of convergence and the
fault tolerance achieved by this simple protocol. This latter property is remarkable mainly be-
cause there are no explicit measures taken for example to achieve fault tolerance. This property
follows simply from the stochastic nature of the algorithm, and perhaps from its very simplic-
ity. The speed of convergence is also striking; in the case of the averaging task, the variance of
the approximations at the nodes tends to zero exponentially fast. To illustrate the “exponen-
tially decreasing variance” result, Figure 2 shows the difference between the maximum and
minimum estimates in the system for both the peak and uniform initialization scenarios.

2.3 Explanation

We begin by introducing the conceptual framework and notations to be used for the purpose of
the mathematical analysis. We proceed by calculating convergence rates for various algorithms.
Our results are validated and illustrated by numerical simulation when necessary.

7



Biology-Inspired techniques for Self Organization in dynamic Networks IST-2001-38923

10-7

10-6

10-5

10-4

10-3

10-2

10-1

100

101

 2  4  6  8  10  12  14  16  18  20

m
ax

-m
in

 (
no

rm
al

iz
ed

)

cycles

uniform
peak

Figure 2: Normalized difference between the maximum and minimum estimates as a function
of cycles with network size N = 106. All 50 experiments are plotted as a single point for each
cycle with a small horizontal random translation.

We will treat the averaging protocol as an iterative variance reduction algorithm over a vector
of numbers. In this framework, we can formulate our approach as follows. We are given an
initial vector of numbers w0 = (w0,1 . . . w0,N ). The elements of this vector correspond to the
initial values at the nodes. We shall model this vector by assuming that w0,1, . . . , w0,N are
independent random variables with identical expected values and a finite variance.

The assumption of identical expected values is not as restrictive as it may seem. Too see this,
observe that after any permutation of the initial values, the statistical behavior of the system
remains unchanged since the protocol causes nodes to communicate in random order. This
means that if we analyze the model in which we first apply a random permutation over the
variables, we will obtain identical predictions for convergence. But if we apply a permutation,
then we essentially transform the original vector of variables into another vector in which all
variables have identical distribution, so the assumption of identical expected values holds.

In more detail, starting with random variables w0,1, . . . , w0,N with arbitrary expected values,
after a random permutation, the new value at index i, denoted bi, will have the distribution

P (bi < x) =
1

N

N
∑

j=1

P (wj < x) (1)

since all variables can be shifted to any position with equal probability. That is, while obtaining
an equivalent probability model as mentioned above, the distributions of random variables
b0, . . . , bN are now identical. Note that the assumption of independence is technically violated
(variables b0, . . . , bN are not independent), but in the case of large networks, the consequences
will be insignificant.

When considering the network as a whole, one cycle of the averaging protocol can be seen
as a variance reduction algorithm (let us call it AVG) which takes a vector w of length N as
a parameter and produces a new vector w

′ = AVG(w) of the same length. In other words,
AVG is a a single, central algorithm operating globally on the distributed state of the system, as

8
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// vector w is the input
do N times
(i, j) = GETPAIR()
// perform elementary variance reduction step
wi = wj = (wi + wj)/2

return w

Figure 3: Skeleton of global algorithm AVG used to model the distributed protocol of Figure 1.

opposed to the distributed protocol of Figure 1. This centralized view of the protocol serves to
simplify our theoretical analysis of its behavior.

The consecutive cycles of the protocol result in a series of vectors w1,w2, . . ., where wi+1 =
AVG(wi). The elements of vector wi are denoted as wi = (wi,1 . . . wi,N ). Algorithm AVG is illus-
trated in Figure 3 and takes w as a parameter and modifies it in place producing a new vector.
The behavior of our distributed gossip-based protocol can be reproduced by an appropriate
implementation of GETPAIR. In addition, other implementations of GETPAIR are possible that do
not necessarily map to any distributed protocol but are of theoretical interest. We will discuss
some important special cases as part of our analysis.

We introduce the following empirical statistics for characterizing the state of the system in cycle
i:

wi =
1

N

N
∑

k=1

wi,k (2)

σ2
i = σ2

wi
=

1

N − 1

N
∑

k=1

(wi,k −wi)
2 (3)

where wi is the target value of the protocol and σ2
i is a variance-like measure of homogeneity

that characterizes the quality of local approximations. In other words, it expresses the deviation
of the local approximate values from the true aggregate value in the given cycle. In general, the
smaller σ2

i is, the better the local approximations are, and if it is zero, then all nodes hold the
perfect aggregate value.

The elementary variance reduction step (in which both selected elements are replaced by their
average) is such that if we add the same constant C to the original values, then the end result
will be the original average plus C . This means that for the purpose of this analysis, without
loss of generality, we can assume that the common expected value of the elements of the initial
vector w0 is zero (otherwise we can normalize with the common expected value in our equa-
tions without changing the behavior of the protocol in any way). The assumption serves to
simplify our expressions. In particular, for any vector w, if the elements of w are independent
random variables with zero expected value, then

E(σ2
w

) =
1

N

N
∑

k=1

E(w2
k). (4)

Furthermore, the elementary variance reduction step does not change the sum of the elements
in the vector, so wi ≡ w0 for all cycles i = 1, 2, . . .. This property is very important since it

9
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guarantees that the algorithm does not introduce any errors into the estimates for the average.
This means that from now on we can focus on σ2

i , because if the expected value of σ2
i tends to

zero with i tending to infinity, then the variance of all vector elements will tend to zero as well
so the correct average w0 will be approximated locally with arbitrary accuracy by each node.

Let us begin our analysis of the convergence of variance with some fundamental observations.

Lemma 2.1. Let w
′ be the vector that we obtain by replacing both wi and wj with (wi +wj)/2 in vector

w. If w contains uncorrelated random variables with expected value 0, then the expected value of the
resulting variance reduction is given by

E(σ2
w
− σ2

w
′) =

1

2(N − 1)
E(w2

i ) +
1

2(N − 1)
E(w2

j ). (5)

Proof. Simple calculation, using the fact that if wi and wj are uncorrelated, then

E(wiwj) = E(wi)E(wj) = 0. (6)

In light of (4), an intuitive interpretation of this lemma is that after an elementary variance re-
duction step, both participating nodes will contribute only approximately half of their original
contribution to the overall expected variance, provided they are uncorrelated. The assumption
of uncorrelatedness is crucial to have this result. For example, in the extreme case of wi ≡ wj

(when this assumption is clearly violated) the lemma does not hold and the variance reduction
is zero.

Keeping this observation and (4) in mind, let us consider instead of E(σ2
i ) the average of a vec-

tor of values si = (s0,1 . . . s0,N ) that are defined as follows. The initial vector s0 ≡ (w2
0,1 . . . w

2
0,N )

and si is produced in parallel with wi using the same pair (i, j) returned by GETPAIR. In ad-
dition to performing the elementary averaging step on wi (see Figure 3), we perform the step
si = sj = (si + sj)/4 as well. This way, according to Lemma 2.1, E(si) will emulate the evo-
lution of E(σi) with a high accuracy provided that each pair of values wi and wj selected by
each call to GETPAIR are practically uncorrelated. Intuitively, this assumption can be expected
to hold if the original values in w0 are uncorrelated and GETPAIR is “random enough” so as not
to introduce significant correlations.

Working with E(si) instead of E(σ2
i ) is not only easier mathematically, but it also captures the

dynamics of the system with high accuracy as will be confirmed by empirical simulations.

Using this simplified model, now we turn to the following theorem which will be the basis
of our results on specific implementations of GETPAIR. First let us define random variable φk

to be the number of times index k was selected as a member of the pair returned by GETPAIR

in algorithm AVG during the calculation of wi+1 from the input wi. In networking terms, φk

denotes the number of state exchanges node k was involved in during cycle i.

Theorem 2.2. If GETPAIR has the following properties:

1. the random variables φ1, . . . , φN are identically distributed (let φ denote a random variable with
this common distribution),

10
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2. after (i, j) is returned by GETPAIR, the number of times i and j will be selected by the remaining
calls to GETPAIR have identical distributions,

then we have
E(si+1) = E(2−φ)E(si). (7)

Proof. We only give a sketch of the proof here. The basic idea is to think of si,k as representing
the quantity of some material. According to the definition of si,k, each time k is selected by
GETPAIR we lose half of the material and the remaining material will be divided among the
locations. Using assumption 2 of the theorem, we observe that it does not matter where a given
piece of the original material ends up; it will have the same chance of losing its half as the
proportion that stays at the original location. This means that the original material will lose its
half as many times on average as the expected number of selection of k by GETPAIR, hence the
term 1

NE(2−φk)E(si,k) = 1
NE(2−φ)E(si,k). Applying this for all k and summing up the terms

we have the result.

This Theorem will allow us to concentrate on the convergence factor that is defined as follows:
The convergence factor between cycle i and i+ 1 is given by E(σ2

i+1)/E(σ2
i ).

The convergence factor is an ideal measure to characterize the dynamics of the protocol because
it captures the speed with which the local approximations converge towards the target value.
Based on the reasoning we gave regarding si, we expect that

E(σ2
i+1) ≈ E(2−φ)E(σ2

i ) (8)

will be true, if the correlation of the variables selected by GETPAIR is negligible. Note that this
also means that, according to the theorem, the convergence factor depends only on the pair
selection method. Most notably, it does not depend on network size, time, or the initial distri-
bution of the values. Based on this observation, in the following we give explicit convergence
factors through calculating E(2−φ) for specific implementations of GETPAIR and subsequently
we verify the predictions of the theoretical model empirically.

Building on the results we have so far, it is possible to analyze our original protocol described
in Figure 1.

In order to simulate this fully distributed version, the implementation of pair selection will
return random pairs such that in each execution of AVG (that is, in each cycle), each node is
guaranteed to be a member of at least one pair. This can be achieved by picking a random
permutation of the nodes and pairing up each node in the permutation with another random
node, thereby generating N pairs. We call this algorithm GETPAIR DISTR.

It can be verified that this algorithm also satisfies the assumption of Theorem 2.2. Random vari-
able φ can be approximated as φ = 1 +φ′ where φ′ has the Poisson distribution with parameter
1, that is, for j > 0

P (φ = j) = P (φ′ = j − 1) =
1

(j − 1)!
e−1. (9)

Substituting this into the expressionE(2−φ) we get

E(2−φ) =

∞
∑

j=1

2−j 1

(j − 1)!
e−1 =

1

2e

∞
∑

j=1

2−(j−1)

(j − 1)!
=

1

2e

√
e =

1

2
√
e
. (10)

11
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Our approach for characterizing the quality of the approximations and convergence is based
on the variance measure σ defined in (3) and the convergence factor, which describes the speed
at which the expected value of σ decreases. To understand better what our results mean, it
helps to compare it with other approaches to characterizing the quality of aggregation.

First of all, since we are dealing with a continuous process, there is no end result in a strict sense.
Clearly, the figures of merit depend on how long we run the protocol. The variance measure σi

characterizes the average accuracy of the approximates in the system in the give cycle. In our
approach, apart from averaging the accuracy over the system, we also average it over different
runs, that is, we consider E(σi). This means that an individual node in a specific run can have
rather different accuracy. Here, we have not considered the distribution of the accuracy (only
the mean accuracy as described above), which depends on the initial distribution of the values.
However, Figure 2 suggests that our approach is robust to the initial distribution.

Another frequently used measure is completeness [27]. This measure is defined under the as-
sumption that the aggregate is calculated based on the knowledge of a subset of the values
(ideally, based on the entire set, but due to errors this cannot always be achieved). It gives the
percentage of the values that were taken into account. In our protocol this measure is difficult
to interpret because at all times a local approximate can be thought of as a weighted average
of the entire set of values. Ideally, all values should have equal weight in the approximations
of the nodes (resulting in the global average value). To get a similar measure, one could char-
acterize the distribution of weights as a function of time, to get a more fine-grained idea of the
dynamics of the protocol.

This completes our explanation of the remarkable speed of our aggregation approach. We will
only briefly discuss the fault tolerance of the protocol, since it is discussed in detail in Deliverable
D07. Thereit was shown that the protocol is insensitive to both node and message failure, and
to the dynamism of the network. This insensitivity is not rather readily understood, since
the protocol works only with minimal assumptions about the network. Thus, all “faulted”
versions of a given network fall into the same, broad, category of topologies for which the
present approach works well. Also, each fault itself is an O(1) effect—so recovery is quick.

2.4 General understanding

The averaging protocol described here can be considered as belonging to the family of diffusion-
based ideas. Diffusion is a powerful and extremely general process that can be observed in
natural systems such as diffusion of heat, chemical materials, etc.

Diffusion is well understood in general; our contribution is to study this specific instance and
to offer a model that gives us a quantitative prediction of the behavior of the variance of the
approximations.

Due to its generality and simplicity, diffusion protocols, such as the present one, can be ex-
pected to find many applications. In fact, at least one application is presented in section 4
where diffusion is used to calculate the average load in the system that can subsequently be
used to guide a load balancing protocol. The load balancing approach based on chemotaxis
also deploys a diffusion component (Section 5), however, in that case what we are interested
in is not the average load but gradients that lead to the load. For this reason, the speed of
diffusion becomes important, and needs to be such that it is optimal for this function.
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2.5 Predictions

The protocols discussed under aggregation are fairly well understood and simple, so there is
relatively little room for predictions and speculation.

Still, we can mention that there is one open problem: the family of global functions that our
protocol can calculate in an elementary way (that is, without combining more instances of the
protocol). Our prediction here is that this family is described by the abstract form

g−1

(

∑N
i=0 g(wi)

N

)

(11)

where the initial values are w0, . . . , wN and g is an appropriately chosen local function to gen-
erate the mean. Well known examples include g(x) = x which results in the average, g(x) = xn

which defines the nth power mean (with n = −1 being the harmonic mean, n = 2 the quadratic
mean, etc.) and g(x) = lnx resulting in the geometric mean (nth root of the product). Even the
maximum and minimum can be fit in this framework: they are the nth power mean with n =∞
and n = −∞, respectively. We have so far not found any function that could not be described
in this form.

3 Topology management

In Deliverable D10 we have already introduced the T-MAN protocol, that is inspired by the
biological phenomenon of differential adhesion and that is developed to construct a wide range
of overlay topologies.

In one of this year’s deliverable, D17, we elaborate specifically on this protocol, presenting
applications and analysis as well. In the present deliverable, as in the case of the other protocols
developed by BISON and described here, we focus on a more generic discussion, and aspects
that are the most relevant in this context, but at the same time we are intentionally redundant
with the other mentioned deliverables as well.

3.1 Problem Statement

Intuitively, we are interested in constructing some desirable overlay topology by connecting all
nodes in a network to the “right” neighbors. The topology can be defined in many different
ways and it will typically depend on some properties of the nodes like geographical location,
semantic description of stored content, storage capacity, etc. To capture this vague intuition,
we need a formal framework that is simple yet powerful enough for most of the interesting
structures and applications. Our proposal for such a framework is based on the ranking method
that defines the target topology through allowing all nodes to sort any subset of nodes (poten-
tial neighbors) according to preference to be selected as their neighbor. It is important to note
that this formulation is more general than the alternative approach based on a distance metric
over the nodes, that would allow for defining neighbors as “closest” nodes. We will elaborate
in this observation later.

13
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For a more formal definition, let us first define some basic concepts. We consider a set of nodes
connected through a routed network. Each node has an address that is necessary and sufficient
for sending it a message. Nodes maintain addresses of other nodes through partial views (views
for short), which are ordered sets of node descriptors. In addition to an address, a node descriptor
contains a profile, which contains those properties of the nodes that are relevant for defining the
topology, such as ID, geographical location, etc. The addresses contained in views at nodes
define the links of the overlay network topology, or simply the topology.

We can now define the topology construction problem. The input of the problem is a set of N
nodes, the target view size m and a ranking method RANK. The ranking method orders a list of
nodes according to preference from a given node. It takes as parameters a base node x and
a set of nodes {y1, . . . , yk} and outputs an ordered list of these k nodes. In most cases the
ranking method will not be deterministic. In fact, we pose no restriction on the method here.
However, throughout the paper, we will analyze and test only ranking methods that are based
on a unique partial ordering of the given set, and that return a random total ordering consistent
with this partial ordering.

Based on these concepts, for all nodes, we can define the concept of a target view, with the
help of applying the ranking method to the entire network. That is, a target view of node x
contains exactly the first m elements of the output of RANK(x, {all nodes except x}) with a
positive probability. Note that since the ranking method is not deterministic, the target view
is not uniquely defined; there can be many valid target views for a specific node. The overlay
network in which all nodes collected a target view will be called a target topology.

One (but not the only!) way of actually defining useful ranking methods is through a distance
function that defines a metric space over the set of nodes. The ranking method can simply
return an ordering of the given set according to increasing distance from the base node. Let
us consider a simple example, where the profile of a node is a real number and the distance
function is d(a, b) = |a− b|. If, based on this notion of distance, we define a ranking method as
described above, the target graph can be a connected line, or a collection of disconnected line
segments, as a function of the distribution of the node profiles in the network, and the target
view size m. One can also define a ring, where profiles are from an interval [0,K] and distance
is defined by d(a, b) = min(N − |a− b|, |a− b|).
It is very important to note that there are practically interesting ranking methods that cannot
be defined by a global distance function. This is the main reason of the application of ranking
methods, as opposed to relying only on the notion of distance; the ranking method is a more
general concept than distance. The ranking methods that define sorting or proximity topologies
belong to this category.

The T-MAN protocol to solve the topology construction problem is based on a gossiping scheme,
in which all nodes periodically send and receive node descriptors from peer nodes, thereby
constantly improving the set of nodes they know, that is, their partial view.

Each node executes the protocol in Figure 4. We assume that the view of each node is an
ordered set, that is, the order of the elements is significant, and each node can have at most one
descriptor in any view. The output of the MERGE operation is an ordered set, in which order is
arbitrary.

The only component that is not specified in detail is method SELECTPEER. This is because we
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1: loop

2: wait(∆r)
3: p← selectPeer()
4: buffer←merge(view,{myDescriptor})
5: buffer← rank(p,buffer)
6: send first m entries of buffer to p
7: receive bufferp from p
8: view←merge(bufferp,view)

(a) active thread

1: loop

2: receive bufferq from q
3: buffer←merge(view,{myDescriptor})
4: buffer← rank(q,buffer)
5: send first m entries of buffer to q
6: view←merge(bufferq,view)

(b) passive thread

Figure 4: The T-MAN protocol.

wish to emphasize that this method can have alternative implementations that have a crucial
effect on performace, therefore we do not suggest to fix any particular one yet. The most basic
implementation is as follows: node p first ranks the current view by issuing RANK(p,VIEW), and
subsequently selects a random sample from the first ψ entries in the ranked view.

The underlying idea behind the protocol is that nodes improve their views using the views
of their current neighbors, so that their new neighbors will be “closer” according to the target
topology. Since all nodes do the same concurrently, neighbors in the subsequent topologies will
be gradually closer and closer.

Although the protocol is not synchronous, it is often convenient to refer to cycles of the protocol.
We define a cycle to be a time interval of ∆ time units where ∆ is the parameter of the protocol
in Figure 4. Note that during a cycle, each node is updated twice on the average: once when it
sends its own message, and once on average when it receives a message.

3.2 Remarkable results

The T-MAN protocol is a generic scheme that can handle a wide range of topologies. When
designing the protocol, we expected that it might work on a number of different topologies,
however, we did not expect that it will work with essentially the same dynamics as well. There-
fore the most remarkable result in this case is the apparent independence of the topology one
wishes to create and the convergence characteristics. This can also be considered adaptivity; a
form of insensitivity to the target topology.

Let us demonstrate this effect. For a node i, let ai,1, . . . , ai,N−1 be a ranking of the entire net-
work, excluding i itself, according to method RANK, where N is the network size. If there are
more valid rankings, then let this be a randomly chosen one.
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Clearly, according to the definition of the protocol, in the view i.v of node i all nodes in the
network have at most one descriptor. Let us define ξi,j as the characteristic function of i.v, that

is, let ξi,j = 1 if ai,j ∈ i.v, and ξi,j = 0 otherwise. Let n(j) =
∑N

i=1 ξi,j. Function n(j) tells us
how many nodes have information about the node that ranks globally as the jth according to
their respective ranking of the entire network. When we wish to express dependency on time,
we will use the notation n(j, t) which equals n(j) at time t.

Using function n(j), we can express the goal of the protocol in a very simple way: we would
like n(j) to converge to N , for at least all j ≤ m, where m is the message size, as defined
previously. This means that all nodes have a link to at least the first m nodes they prefer most.

Figure 5 shows the values of n(j) for three target graphs and three time points.

In the Figure we can observe that the ring the n(j) values that have not stopped growing have
the same value, which means they grow at the same rate. The largest deviation can be observed
in the case of the random graph. There, the growth of the n(j) values slows down smoothly,
which means that the assumption that—until stopping—they grow at the same rate is violated.
This results in a slight “overshoot”; the converged values are slightly higher than predicted.

Finally, note that the case of the binary tree approximates the prediction well, even though it is
not a regular topology. This further underlines the robustness of the prediction.

Having mentioned the regularity of topologies, this takes us to another remarkable observa-
tion, which is rather the opposite of the first one. That is, even though there are a lot of similar-
ities among different topologies, there are differences as well, even interesting ones. So, being
satisfied that the protocol is “adaptive” from certain points of view, one must never forget to
have a look at specific details too.

For example, let us take rooted regular trees (where the non-leaf nodes have k out-links and one
in-link, except the root, that has no in-links). Although it seems to be a rather regular structure,
in reality, when using T-MAN with this topology as a ranking graph, the resulting target graph
is a bit irregular. Figure 6 shows this irregularity. One reason is that a large proportion of the
nodes are leaves. These, having only one neighbor, will have a tendency to talk to nodes that
are further up in the hierarchy. This adds extra load on those nodes and puts them in a more
central position.

This in turn has an non-trivial effect on the convergence of the protocol, and makes it possible
for T-MAN to work better with trees than with regular graphs. Figure 7 illustrates this effect.
On the left plot, we can observe the performace of T-MAN on the rooted and balanced binary
tree as a ranking graph. We can see that there is a peculiar minimum in the case when message
size is umlimited, but ψ is small. In this region, the binary tree consistently outperforms the
ring topology, even for a small m.

This effect is due to the slight irregularity of the binary tree. To show this, we run T-MAN with
an additional balancing technique, to cancel out the effect of central nodes. In this technique
we limit the number of times any node can communicate (actively or passively) in each cycle
to two. In addition, nodes also apply hunting [11], that is, when a node contacts a peer, and
the peer refuses connection due to exceeding its quota, the node immediately contacts another
peer until the peer accepts connection, or the node runs out of potential contacts. The results
are shown in the right plot in Figure 7. In the region of practical settings of ψ and m, the
advantage of the binary tree is gone, while the ring keeps the same performance.
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Figure 5: Experiments were run with N = 10000, m = 20 and ψ = 10, without a tabu list.
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Figure 6: Number of contacts made by nodes while evolving a binary tree. Statistics are over
30 independent runs. The parameters are N = 10000, m = 20, number of cycles is 15, ψ = 10
and the tabu list size is 4. In the ranking graph the root is node 0, and the out-links of node i
are 2i+ 1 and 2i+ 2.

More detailed analysis reveals that in the initial cycles the nodes that are close to the root
play a bootstrap function and communicate more than the rest of the nodes. After that, as the
topology is taking shape, nodes that are more down the hierarchy take over the management
of their local region, and so on. This is a very complex behavior, that is emergent (not planned),
but nevertheless beneficial.

3.3 Explanation

Throughout this section, we assume that the initialization of the node views is done by adding
the same number of node descriptors to each view corresponding to a uniform random sample
of nodes from the network. If not otherwise stated, the exact number of these samples will be
five.

3.3.1 Relaxing the Bandwidth Limitation

Our most important insight is the close connection between T-MAN and gossip-based infor-
mation dissemination. To emphasize this connection, let us first consider the case when the
messages size (m) is unlimited (that is, m ≥ N ). Besides, let peer selection be random, that is,
let method SELECTPEER return a random element from the network. Although this version of
the protocol is not practically interesting, studying it helps in understanding a basic intuition
behind the working of T-MAN.

After the random initialization of the views, the number of the node descriptors corresponding
to a given node will increase exactly according to the dynamics of the spreading of a broadcast
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size is N = 2000. Node views are initialized by 5 random links each. The tabu list size is 4.
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message under push-pull anti-entropy gossip [11], until all nodes learn about all other nodes.
Furthermore, due to symmetry, the descriptors of all nodes replicate with exactly the same
dynamics. This is rather easy to see: from the point of view of an arbitrary node descriptor, the
protocol acts exactly as a push-pull gossip protocol that spreads that descriptor.

There is a very important consequence of this observation: it is well known that the con-
vergence of push-pull gossip is extremely fast [11], therefore this version of the protocol is
very effective. In the following, we will demonstrate that T-MAN—despite using very small
messages—inherits this property for a surprisingly large class of target topologies.

3.3.2 Limited Bandwith but Common Ranking

Let us get a step closer to T-MAN by re-introducing the message size limit, m, with a value
m≪ N . However, let us focus on a special setting, in which all nodes use an identical ranking
method, which is otherwise arbitrary. In other words, let all nodes have exactly the same
preference for neighbors. Finally, let us keep the random peer selection algorithm.

Considering the defined goal of the protocol—finding at least the first m most preferred nodes
in the network—this setting is in fact a viable case that can even have applications. It defines a
sink-star topology, where all nodes try to link to a few central nodes (selected by the common
ranking that can be based on, for example, available storage capacity), while these central nodes
will form a clique.

According to the protocol, each node sends only the highest ranking m descriptors to its peer.
The descriptors that can make it into this small message will get a chance to replicate, others
will not. As the view sizes grow, a descriptor will have to have a higher and higher rank
to make it into a message of constant size m. Most importantly, the globally top ranking m
descriptors will always be guaranteed to make it into the message, therefore from their point of
view, the protocol is still a push-pull gossip.

This is an important observation, because it means that in this special case, the goal of the pro-
tocol is reached equally fast as without bandwith limitations, only much more efficiently, due
to selecting a small m. This observation will provide the basic intuition behind our treatment
of a wider class of topologies T-MAN can generate.

Before moving on to discuss a more general case, we derive an approximation of the storage
space that is needed by the views of the nodes (recall that there is no hard limit enforced by
the protocol). We start with showing that n(j, t) = Nm/j if j > m for a large enough t. The
main idea is based on the observation that n(j, t) grows according to the same curve for all j,
but only until the overall number of descriptors in the view of the nodes grows too large and
the descriptor with rank j no longer makes it into the exchanged messages (and therefore its
replication stops). At that point n(j, t) assumes its final value.

We work with a mean-field assumption, that is, we assume that the expected value E(ξi,j(t)) =
n(j, t)/N is the exact value at all nodes: ξi,j(t) = n(j, t)/N for all i. Due to the mean-field
assumption, we can say that the function n(j, t) stops growing when

j
∑

k=1

n(k, t∗) = Nm, (12)
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Figure 8: Experimental results and prediction by (13) with N = 10000,m = 20 and N =
100000,m = 40. The converged value of n(j) is indicated as a separate point for all j. The
observed n(j) values lie exactly on the initial constant section, but are covered by the line on
the plot.

where t∗ is the time at which growth stops, in other words, for any t > t∗, n(j, t) = n(j, t∗).
The reason is that after this point the desctiptor that ranks as the jth will be excluded from
messages, because higher ranking descriptors already fill the available m slots. Knowing that
the functions n(k, t) grow at exactly the same rate, we can simplify the expressions as jn(j, t∗) =
Nm, that is,

n(j, t∗) =
Nm

j
. (13)

This proves the result. Figure 8 compares the theoretical prediction and the converged distri-
bution obtained experimentally via simulation.

Equation (13) allows us to approximate the actual storage space that is required for the views
of the nodes. We focus only on the descriptors that rank lower than m. The highest ranking m
descriptors represent a small constant factor. The sum of all entries with a rank higher than m
stored in the system is

N
∑

m

Nm

j
≈
∫ N

m

Nm

j
= Nm(lnN − lnm) = Nm ln

N

m
= O(N logN). (14)

Therefore one view stores O(logN) entries on average. Note that this result is independent of
the number of iterations executed, and it is also independent of the actual form of the functions
n(j, t); recall that we assumed only that they are monotonically increasing.

Finally, we note that 1/j = j−1 is technically a power law distribution, as it follows the form
j−γ . Power laws are very frequently observed in relation with complex evolving networks [1].
The phenomenon is often due to some form of the “rich gets richer” effect. One can link our
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results to the study of other complex networks, for example, social networks as well. Applying
T-MAN with a common ranking at each node might be considered as a crude model for the
spreading of news. That is, all nodes start with a random constant-sized set of news items, and
they gossip always only the m most interesting ones that they currently know. This dynamics
results in a power law distribution of news items, with the most interesting news known by
everyone. Also, all participants learn only about O(logN) news items from the overall O(N)
items.

3.4 General Discussion

The point that is worth making here is the remarkable similarity with the properties of T-MAN

and simple epidemic broadcast. This is rather surprising, as the topology management protocol
seems much more complex at first sight. Indeed, it is more complex, as we have argued in the
case of non-regular topologies (such as the binary tree) but the main underlying dynamics are
essentially the same as those of epidemic protocols, in some aspects, as demonstrated here and
in Deliverable D17 as well.

In Deliverable D17, we discuss regular topologies and we also show that in the case of a large
class of topologies the actual speed of growth of the values n(j) is also the same as that of
broadcast (note that here we discussed only the converged value and not focused on speed).

This parallel is surprising especially because the original idea of the protocol was inspired by
differential adhesion, where cells move in a 2-dimensional space looking for a neighborhood
that they like. This gives the remarkable conclusion that simply by removing the constraint
represented by the 2-dimensional underlying physical space, and replacing it with a practically
fully connected, extremely different, maximally unrestricted space (every node can potentially
have a link to every other node) we have changed the dynamics completely. It is still unclear
what effect the introduction of such a restriction would have.

3.5 Predictions

The results presented here and in Deliverable D17 allow us to predict certain aspects of the
behavior of the protocol. However, in this deliverable, we interpret prediction more broadly
as intuitions that are not necessarily fully founded theoretically. In this sense, let us speculate
about a few interesting aspects of the protocol.

random graphs One surprising implication of our results that we could not empirically verify
is that the protocol works with a favorable performance even on random graphs (and,
in fact, expander graphs in general). One could think this is not possible because, by
definition, a random graph has no structure, and therefore there is nothing that could
guide the process of the evolution of the network. Our prediction here is that this intuition
is false, because for T-MAN it is sufficient that the graph is undirected. This fact at least
ensures that distance is independent of direction, which is enough to guide the protocol.
This is however still only an intuition because the results are of an approximate nature,
and due to technical limitations it is very difficult to test very large random graphs.
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unbalanced graphs We predict that there will be many surprises and unexpected and interest-
ing behavior in the case of target graphs that are not balanced. We have probably only
scratched the surface, when discussing the case of the binary tree. It seems likely how-
ever that, more often than not, unbalanced graphs will perform better—although at the
cost of unbalanced load induced by the protocol.

limited scope We also predict that the protocol will behave completely differently if we add
the constraint regarding the embedding space, which in our case was fully connected,
but which can also be a 2-dimenional grid as well, or other restricted spaces. Those cases
will require a different analysis, perhaps completely unrelated to the one presented here.
In general, it is likely that a different theory is needed for not only the several classes of
embedding spaces, but in some cases for the different target graphs as well, at least if they
are not balanced. Still, it would be interesting to see whether some ideas can be saved.

4 Load balancing via topology management and diffusion

The algorithms presented here have already been discussed in Deliverables D08 and D10. We
summarize relevant results here in an attempt to fit them into the larger picture in the context
of BISON, and to allow comparison.

4.1 Problem statement

Let us define the load balancing problem, which will be our example application for illustrating
the modular design paradigm, that is very similar to the problem statement given in Section 5.
We assume that each node has a certain amount of load and that the nodes are allowed to
transfer all or some portions of their load between themselves. The goal is to reach a state
where each node has the same amount of load. To this end, nodes can make decisions for
sending or receiving load based only on locally available information.

Without further restrictions, this problem is in fact identical to the averaging problem described
in Section 2. In a more realistic setting however, each node will have a limit, or quota, on the
amount of load it can transfer in a given cycle of execution.. In our present discussion we will
denote this quota by Q and assume that it is the same for each node.

For the sake of comparison, to serve as a baseline, we give theoretical bounds on the perfor-
mance of any load balancing protocol that has access to global information.

Let ai,1, . . . ai,N represent the individual loads at cycle i, where N is the total number of nodes.
Let µ be the average of these individual loads over all nodes. Note that the global average
does not change as a result of load transfers as long as work is “conserved” (there are no node
failures). Clearly, at cycle i, the minimum number of additional cycles that are necessary to
reach a perfectly balanced state is given by

max
j

⌈ |ai,j − µ|
Q

⌉

(15)
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Let ai1 , . . . , aiN be the decreasing order of load values a1, . . . , aN

j ← 1
while (aij > µ and aiN+1−j

< µ)
aij ← aij −Q
aiN+1−j

← aiN+1−j
+Q

j ← j + 1

Figure 9: One cycle of the optimal load balancing algorithm. Notation: µ is the average load in
the system,N is the network size, Q is the quota.

and the minimum amount of total load that needs to be transferred is given by
∑

j |ai,j − µ|
2

. (16)

Furthermore, if in cycle i all ai,j −µ (j = 1, . . . ,N) are divisible by Q, then the optimal number
of cycles and the optimal total transfer can both be achieved by the protocol given in Figure 9.
This algorithm is expressed not as a local protocol that can be run at each node, but as a global
algorithm operating directly on the list of individual loads. It relies on global information in
two ways. First, it makes a decision based on the overall average load (µ) which is a global
property and it relies on globally ordered local load information to select nodes with specific
characteristics (such as over- or under-loaded) and for making sure the quota is never exceeded.

It is easy to see that the total load transfered is optimal, since the load at each node either
increases monotonically or decreases monotonically, and when the exact global average is
reached, all communication stops. In other words, it is impossible to reach the balanced state
with any less load transfered.

The algorithm also achieves the lower bound given in (15) for the number of cycles necessary
for perfect balance. First, observe that during all transfers exactly Q amount of load is moved.
This means that the property that all ai,j−µ (j = 1, . . . ,N) are divisible byQ holds for all cycles,
throughout the execution of the algorithm. Now, we only have to show that if maxj |ai,j − µ| =
kQ ≥ 0 then

max
j
|ai,j − µ| −max

j
|ai+1,j − µ| = Q. (17)

To see this, define J = {j∗|maxj |ai,j − µ| = |ai,j∗ − µ|} as the indices which belong to nodes
that are maximally distant from the average. We have to show that for all nodes in J , a different
node can be assigned that is on the other side of the average. We can assume without the loss
of generality that the load at all nodes in J is larger than the average because (i) if it is smaller,
the reasoning is identical and (ii) if over- and under-loaded nodes are mixed, we can pair them
with each other until only over- or under-loaded nodes remain in J . But then it is impossible
that the nodes in J cannot be assigned different pairs because (using the definition of J and the
assumption that all nodes in J are overloaded) the number of under-loaded nodes has to be at
least as large as the size of J . But then all the maximally distant nodes got their load difference
reduced by exactly Q, which proves (17).

Motivated by this result, in the following we assume that (a) the initial load at each node is an
integer value, (b) the average is also an integer and (c) we are allowed to transfer at most one
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do forever
q ← Q
wait(T time units)
µ← GETAVERAGELOAD()
if (q = 0) continue

if (|a− µ| < Q) FREEZE()
if (a < µ)
p← GETOVERLOADEDPEER(q, µ)
if (p 6= null) TRANSFERFROM(p, q)

else

p← GETUNDERLOADEDPEER(q, µ)
if (p 6= null) TRANSFERTO(p, q)

(a) active thread

GETOVERLOADEDPEER(q, µ)
(p1, . . . , pc)← GETNEIGHBORS()
Let pi1.a, . . . , pic .a be the

decreasing
order of neighbor load values

p1.a, . . . , pc.a
for j = 1 to c

if (pij .a > µ and pij .q ≥ q)
return pij

return null

GETUNDERLOADEDPEER(q, µ)
// Defined analogously

(b) peer selection

Figure 10: A modular load balancing protocol. Notations: a is the current load, Q is the total
quota, q is the residual quota and c is the number of peers in the partial view as determined by
the overlay protocol.

unit of load at a time. This setting satisfies the assumptions of the above results and serves only
as a tool for simplifying and focusing our discussion.

4.2 A Modular Load Balancing Protocol

Based on the observations about the optimal load balancing algorithm, we proposed a protocol
that is based purely on local knowledge, but that approximates the optimal protocol extremely
well, as we show in Section 4.4.

Figure 10 illustrates the protocol we propose. The basic idea is that each node periodically
attempts to find a peer which is on the “other side” of the global average and has sufficient
residual quota. If such a peer can be found, load transfer is performed.

The approximation of the global average is obtained using method GETAVERAGELOAD, and the
peer information is obtained using method GETNEIGHBORS. These methods can be implemented
by any appropriate component for average calculation and for topology management.

We assume that in each cycle, each node has access to the current load and residual quota of its
peers. This latter value is represented by local variable q at each node, which is initialized to Q
at the beginning of each cycle and is updated by decrementing it by the actual transfered load.
This information can be obtained by simply asking for it directly from the peers. This does
not introduce significant overhead as we assume that the load transfer itself is many orders
of magnitude more expensive. Furthermore, as we mentioned earlier, the number of peers is
typically small (c = 20 is typical).

Note that once the local load at a node is equal to the global average, the node can be excluded
from future considerations for load balancing since it will never be selected for transfers. By
excluding these “balanced” nodes, we can devote more attention to those nodes that can benefit
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do forever

q ← Q
wait(T time units)
if (q = 0) continue

p← GETPEER(q, a)
if (p.a < a) TRANSFERTO(p, q)
else TRANSFERFROM(p, q)

(a) active thread

GETPEER(q, a)
(p1, . . . , pc)← getNeighbors()
Let pi1.a, . . . , pic .a be the

decreasing
order of neighbor load values

p1.a, . . . , pc.a
according to the ordering

defined by
|a− p1.a|, . . . , |a− pc.a|

for j = 1 to c
if (pij .q ≥ q) return pij

return null
(b) peer selection

Figure 11: The basic load balancing protocol. Notations: a is the current load, Q is the total
quota, q is the residual quota and c is the number of peers in the partial view as determined by
the overlay protocol.

from further transfers. The protocol of Figure 10 implements this optimization through the
method FREEZE. When a node executes this method, it starts to play “dead” towards the overlay
protocol. As a result, the node will be removed from the communication topology and the
remaining nodes (those that have not yet reached the average load) will meet each other with
higher probability. In other words, peer selection can be more efficient in the final phases of
the execution of the balancing protocol when most nodes already have reached the average
load. Although the optimization will result in a communication topology that is partitioned,
the problem can easily be solved by adding another overlay component that does not take part
in load balancing and is responsible only for maintaining a connected network. Note also that
the averaging component uses the same overlay component that is used by the load balancing
protocol.

A key feature of the averaging and overlay protocols is that they are potentially significantly
faster than any load balancing protocol. If the quota is significantly smaller than the variance of
the initial load distribution, then reaching the final balanced state can take arbitrarily long (see
Equation (15)). On the other hand, averaging converges exponentially fast. This fact makes it
possible for load balancing to use the approximation of the global average as if it were supplied
by an oracle with access to global information. This scenario where two (or more) protocols
operate at significantly different time scales to solve a given problem is encountered also in
nature and may characterize an interesting general technique that is applicable to a larger class
of problems.

4.3 A Basic Load Balancing Protocol

In order to illustrate the effectiveness of using the averaging component, we suggest a protocol
which does not rely on the average approximation. The protocol is shown in Figure 11.

This protocol attempts to replace the average approximation by heuristics. In particular, in-
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(a) linear load distribution
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(b) peak load distribution

Figure 12: Cumulative average load transferred by a node until a given cycle in a network of
size 104. The curves corresponding to the optimal algorithm and the modular protocol overlap
completely and appear as a single (lower) curve. The final point in both graphs (5000 and 10000
cycles, respectively) correspond to a state of perfect balance reached by all three protocols.

stead of choosing a peer from the other side of the average, each node picks the peer which
has a maximally different load (larger or smaller) from the local load. The step which cannot
be replaced however is the FREEZE operation. Performing that operation depends crucially on
knowing the global average load in the system.

4.4 Empirical Results

Empirical studies have been performed using the simulator PeerSim, developed by the Bison
project. We implemented the three protocols described above: the optimal algorithm, the mod-
ular protocol that is based on the averaging protocol and NEWSCAST and the basic protocol that
has no access to global average load. As components, the methods of Figure 10 were instanti-
ated with the aggregation protocol of Section 2 for averaging and NEWSCAST for the overlay.

In all our experiments, the network size was fixed at N = 104 and the partial view size used
by newscast was c = 40. We examined two different initial load distributions: linear and peak.
In the case of linear distribution, the initial load of node i (i = 1, . . . ,N ) was set to exactly i− 1
units. In the case of peak distribution, the load of exactly one node was set to 104 units while
the rest of the nodes had no initial load. The total quota for load transfer in each cycle was set
to one load unit (Q = 1).

During the experiments the variance of the local load over the entire network was recorded
along with the amount of load that was transfered during each cycle. We do not show the
data on variance—which would give information about the speed of reaching the balanced
state—because all three protocols have identical (i.e., optimal) convergence performance for
both initial distributions.

Figure 12 presents results for total load transferred during the execution of the three solutions.
Each curve corresponds to a single execution of a protocol, as the variance of the results over
independent runs is diminishing. As can be seen from the figures, the load transfered by the
modular protocol is indistinguishable from the amount that is optimal for perfect balancing in
the system.

27



Biology-Inspired techniques for Self Organization in dynamic Networks IST-2001-38923

4.5 General understanding

The performance of the protocol is based on the intuition that is provided by the optimal al-
gorithm presented above, that is, that if we know the target load that all nodes should have
and if all nodes are matched with neighbors with whome they can succesfully exchange load
(ie that is on the “other side” of the average, and has some quota left) then we can optimize
performance.

This optimal protocol is then approximated by local protocols. The key here is randomization,
and a fast protocol for calculating the true average.

As for randomization, it turns out that having a small random sample from the network already
results in a very high probability that all nodes will find a suitable peer to exachange load with.
That is, our problem setting is such that global properties can be captured by small random
samples. Of course, the application of a peer sampling service of good quality is of crucial
importance.

As for fast calculation of the average: note that here we also make use of the two time-scale
idea described in the context of chemotactic load balancing. The difference is that here we are
not interested in gradients. Therefore there is no finite optimal speed for the fast component: it
should be as fast as possible.

Finally, we note again that the load balancing protocol described in this section is only a specific
application of the general aggregation protocol described in Section 2. For this reason, we will
not offer any new predictions here: our predictions are the same as found in Section 2.

5 Load balancing via chemotaxis

We have presented a detailed description of the chemotaxis model, as implemented for load
balancing on networks, in Deliverable D08. Some performance evaluation results for this
model, as compared with standard diffusion (without topology management) as a reference
model, may be found in Deliverable D10. A more thorough discussion of the results are given
in [8] and summarized in [3]. Therefore we will be brief here, only repeating as much as is
needed to make this discussion self-contained.

5.1 Problem statement

The function to be performed is load balancing. For our purposes here, load balancing involves
a set of real numbers φi giving the load at each node i. When all capacities Ci are equal, then
the task of load balancing is to redistribute load to the point at which all the φi are equal.

We wil not use topology management in this section. Furthermore, the given topology will be
fixed for all time. We will explore primarily a scale-free topology, such that the node degree
distribution follows a power law.

The CAS to be employed is chemotaxis. That is: diffusive “chemical” signalling will be used to
guide the movement (taxis) of load. As we have said before, the notion of chemotaxis makes
sense when—and only when—the signal can diffuse faster than the load. That is, we say that
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there must be two time scales in such a system: the faster time scale of signal diffusion, and the
slower time scale of movement of load. (The system can of course be implemented without
this difference in time scales—but then the performance gain from signalling is lost. We have
seen this in our variable-signal-speed experiments.) Our method for implementing the two-
time-scale constraint here is to (i) ensure that plain diffusion has a small diffusion coefficient,
and then (ii) set the “chemotaxis coefficient”—determining the speed of load in response to
signal gradients—to the same value. Guideline (ii) has been justified in some detail in D08 and
in [8]; it not only ensures that load movement is “slow” with respect to signal diffusion, but also
ensures that comparison of plain diffusion with signal-aided diffusion (ie, chemotaxis) is “fair”.
Finally, we note that the notion of “slow” vs “fast” diffusion—even when we only consider
plain diffusion, with a single diffusing component—is not entirely relative for our discrete-
time model on a network (discrete space). That is, since we operate with finite differences
instead of a differential equation, we can look at the fraction of load that may be sent out (for a
given node i with degree ki) in one time step. If this fraction is small for most, or for all, nodes
i, then we can say that diffusion is slow. In practice, for plain diffusion, this fraction (for node
i) is the diffusion constant c times the node degree ki. Hence we can ensure that cki is small for
all i by setting c < 1/kmax (where kmax is the largest node degree in the network).

We mention briefly the other, more straightforward, aspects of our models. For plain diffusion,
each node sends out c times its current load wrt capacity, ie, c · (φi − Ci), to each neighbor, in
each time step. That is, plain diffusion (as with physical diffusion processes) is “blind”, sending
with equal strength in all directions.

For chemotaxis, we allow each unit of (load − capacity) to emit one unit of signal per unit
time—emitted to the node at which the load is found. The signal then diffuses according to or-
dinary diffusion—but with a “fast” diffusion constant. In practice, we have found two practical
fast diffusion algorithms. Finding such algorithms is a nontrivial task, since simply setting the
signal diffusion constant (termed c4—see D08) to a large value (for example, 1) can easily give
instabilities [8, 10]. The two we have found are termed “version 6” and “version 10” (again,
for historical reasons). Version 10 is the fastest. Version 6 has the interesting feature that its
signal speed is tunable, via the global parameter cdefault. So far, we have only implemented
this tunability in an offline, centralized fashion. However we have some ideas for how the
nodes themselves could find the best value for cdefault [8]. Also—as we will see below—the
performance of the version-6 chemotaxis apporach is rather insensitive to cdefault, over a fairly
broad range of values. Thus we do not view this tunability as a disadvantage for distributed
solutions.

To complete our description of chemotaxis, we must describe the third of the three main fea-
tures: signal emission, signal movement, and load movement. The latter follows a simple rule:
load is sent out, in each time step and over each link, proportional to the negative signal gra-
dient over that link (as seen from the sending node). The constant of proportionality (as noted
above) is set to be the same as the diffusion constant c for plain diffusion. Hence we get

∆φi→j = c · (Si − Sj) (18)

where Si is the signal strength at node i.

In short: for plain diffusion,
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• an equal amount of load is sent from each node in all directions. The amount sent from
node i is simply c · (φi −Ci), with c chosen so that no node sends a significant fraction of
its load in one time step.

For chemotaxis:

• load emits new signal at each time step.

• Signal diffuses according to plain diffusion (but fast).

• Load is moved from node i over each link to neighbor j proportional to the difference in
signal (Si − Sj).

The aim of implementing chemotaxis is that the movement of load should be made less “blind”
than it is with plain diffusion. The latter is very stable (for not too large c), and is guaranteed
to converge where it is stable [10]. The hypothesis to be tested is then that the signalling (at a
faster time scale than load movement) gives information which allows the load to be moved
in a more “useful” manner—ie, more load towards areas of less load, and less load towards
areas of high load concentration. We know that chemotaxis is effective in many instances in
biological systems; but here we want to test the efficacy of the mechanism on a network.

5.2 Remarkable results

First we mention, briefly and without figures, some “nonremarkable” results—that is, results
which our arguments above, and our intuition, expect to hold.

(i) When the two-time-scale condition holds—at least, over a fairly wide range of signal
speeds (with fixed, low, load speed)—chemotaxis-aided load balancing converges signif-
icantly faster than does plain diffusion.

(ii) If the signal speed is adjusted to such a low value that it approaches the load speed,
this advantage is lost. In fact, the two-component system (ie, chemotaxis, signal+load)
is normally slower than the one-component (plain diffusion) system, due to the delays
inherent in moving the load in two steps (first signal, then load) rather than one.

(iii) If the load speed is adjusted to the fastest possible (without making the system unstable),
then many of the good features of chemotactic load balancing are again lost. That is, very
fast but barely stable signal (and here we mean particularly “version 10”) diffusion does
not give the best performance.

Results (i) and (ii) follow immediately from our arguments above.

Result (iii) is not explicitly predicted by these arguments. However, general experience with
dynamical systems suggests the following reasoning. We suppose that the dynamical system
approaches a fixed point (ie, in the case of load balancing, converges to a distribution which
remains constant over time thereafter), whenever it is stable. Clearly, it does not converge to this
fixed point when it is unstable. We then look at convergence time as a function of some tunable
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Figure 13: Sample runs showing time to reach convergence on different topologies as a function of

signal speeds. Plain diffusion plotted on the far left. Two graphs correspond to different instances of a

powerlaw topology, the third graph corresponds to a random topology.

system parameter, having the property that the system moves from stability to instability as
the parameter (in our case, clearly, the signal speed) is increased. The convergence time is finite
in the stable region, and infinite in the unstable region. Hence it is at least plausible that the
convergence time begins to grow as one approaches the stability limit—beyond which, it is
infinite.

Now we mention two “remarkable” results (RR’s). Here it is clear that by “remarkable” we
simply mean, unexpected, and/or not explained or predicted by simple and fairly intuitively
obvious arguments.

(iv) The chemotactic load-balancing system is much less sensitive to large topology changes (at
least in its “good” range of signal speed) than is plain diffusion. (See Figure 13.)

(v) The chemotactic load-balancing system is much less sensitive to large changes in initial load
distribution (same condition as for (iv)) than is plain diffusion. (See Figure 14.)

Both of these RRs are of course examples of ’nice properties’ as defined by BISON (see D04).
Specifically, both are defined according to D04 as adaptivity—and we will use the same term
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Figure 14: Sample runs showing time to reach convergence from different initial load distribution as a

function of signal speed. Plain diffusion is plotted to the far left. Each graph represents a different start

distribution. The three start distributions are: all load placed on a poorly connected node (node 100), all

load placed on the best connected node (node 0), and random start distribution.
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here. Hence both (iv) and (v) may be phrased as follows: the chemotactic system is significantly
more adaptive than is plain diffusion.

Is this result “obvious”? Well, we point out again that it is not predicted by our simple argu-
ments for the benefits of using diffusive signalling for load balancing. That is, our arguments
say that chemotaxis should be faster than plain diffusion. This is logically quite distinct from
saying that chemotaxis should be less sensitive to changes in environmental conditions (such as
initial distribution or network topology). That is, it is at least logically possible that the slower
system is less sensitive. Furthermore, we know that a fast system—if too fast—is nearly unsta-
ble, and as such, likely to be rather sensitive to changes in environment. (This we have in fact
observed.) Why then should not the “faster” system be always (ie, for all signal speeds) more
sensitive?

Our arguments for using CAS do not help here either. These arguments (highly oversimpli-
fied) say: distributed, self-organizing systems are robust and adaptive—because they are not
dependent on communication to and from a central “brain”. (Hence the “A” for “adaptive” in
CAS.) These arguments do not tell us anything about the present RR [(iv)/(v)] however, since,
technically, both plain diffusion and chemotaxis are highly distributed and self-organizing.

Based on these kinds of reasoning, we pick out (iv) and (v) as RR’s for the chemotactic system.
Now we must work a bit harder and attempt to find some understanding of these RR’s.

5.3 Explanation

In this section we will offer some speculative reasoning which seeks to explain our RR’s. The
reasoning is speculative in that we have not tested it. As we will see below, parts of our rea-
soning suggest tests that can be performed, while others need further development before they
can even be tested.

We believe that a key aspect of our chemotactic system is that it is smarter than diffusion. We
deliberately refuse to use quotation marks around this term. The chemotactic system moves
the load more intelligently than does plain diffusion.

This intelligence of course does not come for free. In fact, it seems obvious that the chemotactic
system is more intelligent because (a) it has more information than does the system based on
plain diffusion, and (b) it is endowed with the ability to use that information.

There is actually a third condition for intelligent behavior, which makes our reasoning appear
to be circular. That is: (c) besides (a) and (b), an intelligent system must exploit the information
intelligently.

This is of course circular! But we believe this simple list (a)–(c) captures the key aspects of
intelligence as exemplified in chemotaxis. Let us elaborate on this claim:

(a) Clearly the chemotactic system is given extra information from the signal. More specifically,
gradients of signal around node i tell that node something about fairly long-range conditions
in each of the ki ’directions’ defined by the ki neighbors of i. The diffusive signal, with the
two-time-scale condition, allows node i to ’see’ significantly farther than simply its nearest
neighbors. (Thus, we speculate—here, a testable speculation—that a system which only has
nearest-neighbor ’vision’, but which seeks to improve upon plain diffusion by allowing each
node i to send more load to less loaded neighbors, and less load to more loaded neighbors,
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would perform significantly less well than chemotaxis.)

(b) We allow the chemotactic system to measure local gradients of signal, and to send load
based on those measurements. Thus we allow it to use the information generated by the diffu-
sive signal.

(c) However, the chemotactic system could use that information in very ’stupid’ ways—for
example, by sending load up the signal gradient rather than down. Of course, not much intelli-
gence on a human scale is needed here to see what is a smart way of using the signal gradient
information, and what is not. Also, we have millions of years of evolutionary trials to guide us:
biological systems have found intelligent ways of using chemical signalling, and so we learn
from them what should work. Logically however we must have this condition (c) as well as (a)
and (b) in order to produce intelligent behavior.

We make our reasoning less circular, and more meaningful, if we replace in (c) the word ’in-
telligently’ with the word ’appropriately’. The point is that we want a response which aids in
the achieving of some goal. Some definitions of intelligence may require that the system itself
embody some model of the environment (including its dynamics) in order to generate such
appropriate responses. We only wish to invoke here a more modest kind of intelligence—that
is, the ability to generate the appropriate response to the available information, whether or nor
there is any model of the environment present in any sense in the system.

Thus we have given a simple operational definition of intelligence (one which has much in
common with Brooks’ ideas in [7]). Given this definition, we can fairly readily conclude that
our chemotactic system is more intelligent than plain diffusion.

Does this help us in understanding our RR’s?

Put differently: have we not simply explained (from a new and perhaps broader perspective)
why the chemotactic system is faster than plain diffusion—namely, because it is smarter?

To answer these questions we now focus directly on the RR’s. First we take (v): the insensitivity
to initial load distribution. The point here is that the chemotactic system shows little perfor-
mance loss if we change from a fairly uniform start distribution to a highly nonuniform one.
Furthermore, we have looked at two highly nonuniform start distributions: one in which all
the initial load is at the best connected node in the (scale free) network, and one in which all the
load is initially at a very poorly connected node. RR (v) simply is that the performance (time
to balanced load) for all three of these start distributions is very similar for chemotaxis—but
shows large variation for plain diffusion.

Now we trace carefully in what way chemotaxis is smart: (a) the signal provides long-range
information, (b) the load is moved according to signal gradients, and (c) the load moves down
the gradient, ie, towards regions of lower signal strength. We then argue that the most nonuni-
form start distributions produce the largest values for signal gradient—since they have after
all the largest values of load gradient, and the signal produces a nonlocal, smoothed version
of this information. This claim seems quite reasonable (and it is testable). But then it follows
that the chemotactic signal will move load more strongly when the load distribution (initial
or otherwise) is highly nonuniform, and less strongly when it is more uniform. That is: the
chemotactic system will adjust the strength of its response to the strength of the ’problem’, ie, to the
deviation from the target state.

Of course, the same may be said for plain diffusion. But the kinds of adjustments made by
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diffusion are (again) unintelligent, while the chemotactic system bases its adjustment on highly
nonlocal and hence more complete information. In a sense we can say that the chemotactic
system has access to ’global’ information (as fast diffusion is long-range); hence it can respond
to the global strength of the problem. We believe that this ability—to be able to sense, and
respond appropriately, to almost-global information—makes the chemotactic system adaptive,
to a much higher degree than is plain diffusion. That is, it comes from intelligence, with the
further specification that the information available is ’global’.

This completes our reasoning towards an explanation of RR(v). RR(iv) allows for very similar
reasoning; only the starting point is different. That is, we argue that a change in topology—let
us say, from an ’easy’ topology to a ’hard’ topology—will give higher gradients of load, and
hence stronger (but still appropriate to the global picture) response by the chemotactic system.
Here by ’easy’ and ’hard’ topologies we clearly mean topologies for which, respectively, plain
diffusion itself is ’easy’ or ’hard’—fast or slow. This concept is well defined. Some network
topologies are said to have good ’mixing’ properties: that is, if the graph is a good mixer, then
the probability distribution of a random walk converges quickly to its fixed point (which is
however usually nonuniform; it is proportional to the node degree [31]). Similarly, for some
network topologies, diffusion converges to the uniform fixed point very quickly. A good ex-
ample is the random-graph topology, for which diffusion is very fast; while a lattice topology
gives slow diffusion.

Our RR(iv) is based on comparing a random topology to a scale-free topology. Relatively speak-
ing, the former gives fast diffusion and the latter gives slow diffusion. Thus we know that plain
diffusion will not be adaptive to this kind of environmental variation. Now we argue that, for a
given type of initial distribution, the random, ’easy’ topology will give smaller signal gradients
than will the scale-free, ’hard’ topology. Some (future) work is needed to make this statement
more precise; but if we accept this statement, then the explanation of the adaptivity of chemo-
taxis to topology changes—that is, of RR(iv)—is, building from here, the same as for RR(v). In
short: poor topology, like poor initial distribution, gives (“everywhere”) large signal gradients,
hence a stronger (“global”) chemotactic response, and hence adaptivity.

5.4 General understanding

Summarizing the above: we have argued that the good, long-range information available to the
chemotactic system makes it both fast and adaptive—and that it is justified to say that it is also
more intelligent. Can we now state these ideas in a form which is independent of chemotaxis,
and of the problem of load balancing?

We first recapitulate our understanding in terms of intelligent systems, as—implicitly or explicitly—
compared to less intelligent systems. Intelligent systems have more information available, and
are able to make use of that information to achieve goals. This of course allows them to perform
better. In addition, this good performance—for sufficiently intelligent systems, ie, those with
sufficiently good information, and the ability to exploit it—will hold in the face of a variety of
different environmental challenges. Thus, smart systems will also be adaptive.

Now we look more closely at the nature of the information which is delivered by diffusive
signalling. As we have argued above, for fast signal diffusion, this information is long-range: it
tells a given node about nodes many hops distant. It is also smoothed: the signal tells nothing
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about specific nodes. Instead, its gradient tells how nodes in the direction of the gradient—not
just neighboring nodes, but in some sense many nodes in that direction—compare to the node
at which the gradient is evaluated.

To make this point more clearly, we can imagine an ’overkill’ solution to the load-balancing
problem, in which (at great expense in bandwidth) information on the current status of every
node is rapidly conveyed to every other node. Now each node knows everything—we can also
give each node a complete (and updated, if necessary) map of the topology. The nodes thus
have complete information; but they cannot make use of it. Instead, each node (at a cost of
significant processing power) must compute an optimal or near-optimal sending strategy. This
computation however is nontrivial. At lower cost, we can of course send all this information
to a single ’brain’ supernode, which performs the computation—but which then must send
out instructions to each node. Our point is then that the diffusive signal performs (in some
useful sense) both the information transfer and the computation. Diffusion of signal, driven by
emission, sends information about load (or whatever is signaled) over long distances, and at
the same time smooths out (processes) this information, so that the gradients at any given node
provide highly useful instructions to that node.

Thus the information distribution and the information processing are done simultaneously,
and in a fully distributed fashion. The smoothed information available to each node from
the signal is an aggregate of information from many other nodes. We have argued that the
’completeness’—ie, the long-range nature—of this information plays an important role in mak-
ing the chemotactic system so highly adaptive. Hence, we believe that diffusive signalling can
provide good adaptivity to problems other than load balancing.

We remark here that our arguments appear to say that decentralized solutions (specifically, dif-
fusive signalling) have an advantage over centralized ones (such as the centralized version of
the ’overkill’ solution). We believe that this is in fact true in many cases; however the validity
of this claim depends entirely on practical considerations. That is: we want intelligent (hence
adaptive) behavior; and we have argued that achieving this is a question of getting the right
information to the right place at the right time. Centralized systems are vulnerable to bottle-
neck effects, which become particularly important when the environment is dynamic and so
requires fast updating of the center. They are also, of coure, less robust to certain types of
damage (such as cutting off the head). Nevertheless, we point out that our working definition
of intelligence, and our working general explanation of adaptivity, make no reference to the
spatial distribution of information processing or of decision making (agency). We only require
that information (which must be sensed in a distributed fashion, assuming that the information
itself is physically distributed) must be collected and acted upon, if one is to have intelligent
behavior. We are impressed by the remarkable adaptivity of the chemotactic system; but we
are not convinced that this kind of decentralized intelligence will always perform better than
more centralized approaches. In particular, we note that smoothing is readily accomplished in
a decentralized fashion; but it may be that other, more complex kinds of information processing
may best be performed by a central ’brain’.

We believe that all these ideas fit readily into the context of biology. That is, we claim that bi-
ological intelligence conforms to our working definition (see again [7]). Furthermore, it seems
clear that biology has exploited both distributed and centralized forms of intelligence in or-
der to meet environmental challenges. We may be tempted to say that humans, with their
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fairly centralized intelligence, are the most adaptive species on the planet. More precisely, we
would say that human intelligence is centralized on the scale of the body, but apparently highly
decentralized on the scale of the brain itself—see for example [37]. Hence we see no clear ver-
dict, from the example of humans, on the question of which type of system (centralized or
distributed) is most adaptive. Furthermore, our temptation to choose humans as the cham-
pion adapters may be biased by anthrocentrism; perhaps bacteria (or some other evolutionarily
primitive organisms) are in fact entitled to this status instead. And bacterial intelligence (once
we come to better understand bacterial intelligence) is likely to be highly distributed—either
the intelligence at the level of the swarm or colony, or even that at the level of one cell (whose
intelligence resides in chemical networks).

In short: we make no strong claim here on the question of whether one must have decen-
tralization (or its opposite, centralization) in order to have intelligence. What we are claiming
is that intelligence gives adaptivity. Furthermore, we have given three simple criteria which
together constitute a working, operational definition of intelligence; and we claim that this
form of intelligence can give adaptivity. Finally, we have pointed out that diffusive signalling
represents an attractive form of distributed intelligence, in which information distribution and
information processing are performed simultaneously, in parallel by all nodes, in a way that is
highly useful for conveying to each node some information on ’where things are’ elsewhere on
the network. Thus we have a generalized version of our current understanding of the perfor-
mance and adaptivity of the chemotactic system. We believe that these ideas are sufficiently
non-empty to allow for the generation of new ideas for future work.

5.5 Predictions

Now we attempt to extract some predictions from our understanding. We begin at the more
specific level, that is, with predictions about the behavior of our one-component (plain diffu-
sion) and two-component (chemotaxis) load-balancing systems.

1. A short-range, but non-blind, diffusive approach will perform more poorly than the chemotactic
system. We have already mentioned this prediction in the previous section. “Non-blind”
means simply that the nodes use some information to guide a choice of load sending,
such that some directions (neighbors) are sent more load, and others less. “Short-range”
is meant in comparison with chemotaxis (which, as discussed above, we regard as long-
range). An obvious example is to let each node examine its neighbors, and adjust the
amount of load sent out so that heavily loaded neighbors get less load than lightly loaded
neighbors. Our prediction is then that such a system will not be as good at load balancing
as the chemotactic system. More specifically: it will likely be somewhat faster than plain
diffusion, but almost certainly slower than chemotaxis. Furthermore, we predict that
such a system will be almost as poor in terms of adaptivity as is plain diffusion. This last
prediction is based on our argument that the long-range nature of the information used
in chemotaxis is responsible for the system’s good adaptivity.

2. “Difficult” load-balancing environments are reflected in the chemotactic system by the presence—
in some global, ie, network-wide, sense—of large gradients of signal. This prediction is taken
directly from our proposed understanding of the adaptivity of the chemotactic system—
that is, of RR(iv) and (v). Hence, by “difficult” we mean specifically either of the cases
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taken from our two RR’s—that is, either a very poor distribution to be balanced, or a
topology which is not well suited for diffusion. To make this prediction precise, one must
specify more precisely what is meant by “large gradients in a global sense”. Our idea here
is that the whole network “knows” in some sense when the situation is difficult. This
knowing may be measured by recording (for example) signal gradients over all links,
and taking some kind of network average over their absolute value. The picture thus
obtained is of course a dynamic one, as the entire system of signal+load is evolving in
time. Hence one must look at various times, and gain some experience, in order to truly
test this hypothesis.

Finaly we offer a prediction which involves applying our understanding of chemotaxis to a
distinct problem.

3. Search for information in unstructured networks may be made more efficient by the addition of
diffusive signalling emanating from the information sources. This prediction is actually rather
straightforward. It is based on our claim that diffusive signalling gives long-range in-
formation, which (via sensing of gradients) may be translated into local, and direction-
dependent, information on ’where something is’ on the network. This claim is not very
controversial. Furthermore, results with our chemotaxis-guided load balancing system
support the claim that this idea holds on a network, as well as in a continuous physical
space. To implement this idea with unstructured distributed information systems, one
must of course solve the problem of how many kinds of diffusive signal one wishes to
use, in order to represent the very-high-dimensional space of information. Thus this idea
seems most likely to be practical for rather ’diffuse’ kinds of searching—for example,
’sports-related’ or ’politics’—since diffuse cateogrization of information gives few cate-
gories, and so few kinds of signal are needed. This is a practical question, which is of
course quite important. However this practical question is irrelevant to the correctness
(or not) of our prediction.

6 Information search via opportunistic proliferation

We have presented a detailed description of the opportunistic proliferation model, as imple-
mented for information search on networks, in Deliverable D08. Detail performance evaluation
results for this model, as compared with random walk as a reference model, may be found in
Deliverable D10. A more thorough discussion of the results are given in [23–26] and summa-
rized in [3]. Therefore we will be brief here, only repeating as much as is needed to make this
discussion self-contained.

6.1 Problem statement

Given a decentralized peer to peer (p2p) network where there exist no centralized directories
and no precise control over network topology or data placement, design a search algorithm
which will efficiently as well as quickly find out the desired content.
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Existing Algorithms - Flooding based algorithm and k-random walk algorithms. The flooding
based algorithm is fast; however it produces enormous amounts of traffic, and substan-
tially slows down the system. The k-random walk algorithm, in contrast, doesn’t produce
huge number of packets, but is slow.

Target - To develop alternative algorithms which will be faster than k-random algorithm, how-
ever, will not produce as huge number of packets as flooding. In this connection immune-
based opportunistic proliferation algorithm has been proposed.

Algorithm - The opportunistic proliferation algorithm differs from random walk in the way
message packets are forwarded to the neighbors.

Random walk (RW) The received query is forwarded to a random neighbor.

Proliferation (P) In the proliferation scheme, the queries possibly undergo proliferation
at each node they visit; that is, they might be forwarded to several neighbors. The
essence of the function is that more packets proliferate if the similarity between the
query message and the contents of the node is high.

All forwarding approaches have a corresponding restricted version (restricted random

walk (RRW) and restricted proliferation (RP)). Restricted forwarding means that the
copies of the query to be forwarded are sent to “free” neighbors only. By “free”, we
mean that the respective neighbors have not been previously visited by the same query.
The idea behind this restriction is that this way we can minimize redundant network
utilization.

Constraints - Zipf’s distribution [40], is chosen to represent data in the network. In Zipf’s dis-
tribution the frequency of occurrence of some event (here data/keywords) t, as a function
of the rank r, where the rank is determined by the above frequency of occurrence, follows
a power-law tr ∝ 1

ra .

Fairness Criteria - To ensure fair comparison between a proliferation and a random algorithm,
we ensure that the total number of query packets used is roughly the same in both the
cases

6.2 Remarkable results

The following is the summarization of the results.

1. Proliferation is faster in covering the network than any random walk algorithm. We were
surprised to see that proliferation works well even when there is no topology evolu-
tion/clustering. The result is counterintuitive.

2. Restricted proliferation (RP) is more effective than simple proliferation (P). It is seen that
P and RP take almost identical time to cover up the network. However, RP uses a sig-
nificantly smaller number of messages than P and achieves the same performance. That
RP would produce less packets is more or less obvious, however reasons behind identical
performances need to examined in more detail.
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3. Proliferation has an in-built cost regulatory mechanism. It is seen that proliferation algo-
rithms produce less number of packets if the availability of the searched item is less and
vice versa.

4. The speed of random walk algorithms accelerates at a much faster rate than does that of
the proliferation algorithm, as the degree of the network increases. In fact, from around
node indegree 12, (network size 10000), experimental results show that RRW and RP take
almost identical time.

6.3 Explanation

In this section we will offer some speculative reasoning which seeks to explain our RR’s. The
reasoning is speculative because mostly it is based upon qualitative reasoning and need further
verifications. In the next (General Understanding) section, we try to provide much more stricter
reasoning.

1. We find that proliferation is faster than k-random walk because in random walk, initially
all the messages are concentrated near the source and so likely visit the same nodes again
and again; this is avoided in the proliferation scheme.

2. The restricted proliferation scheme produces less packet than proliferation because it
doesn’t (re)send packets in those nodes which have already been visited. This reason
is pretty obvious. What is not clear, is the reason behind their identical speed of move-
ment. It is difficult to understand this from mere speculative reasoning. A more rigorous
mathematical modeling is needed which we will explore in the next section.

3. The reason behind proliferation having an in-built cost regulatory mechanism is because
the number of packets which will be produced is determined by the proliferation control-
ling function. The function regulates the production of packets according to the availabil-
ity of the searched item.

4. Random walk becomes faster as indegree of the network increases because as indegree
increases, in effect the dimension (d) of the graph also increases. That is, each node can
reach each other node within a shorter time span. Random walk is particularly smart at
higher dimensions which consequently provides the result.

6.4 General understanding

In this section, we provide stricter mathematical reasons behind the better performance of pro-
liferation compared to random walk algorithms. We provide our explanation in the framework
of a continuum model which helps us to derive the macroscopic behavior from knowledge
about the individual microscopic behavior of the packets. The network is abstracted as a d-
dimensional space where the dimension grows with the average node indegree.

We relate the random walk algorithms to a simple diffusive system where the diffusion starts
from the origin. The proliferation algorithms can be conceived as reaction-diffusion systems
[33], where besides diffusion of packets, new packets are continuously produced by the existing
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Figure 15: Packet movement with different algorithms in a continuous system with radial co-
ordinate x.

ones. Each of the two processes (diffusion and reaction-diffusion) spreads the message packets
through the network. The insights which we will provide are based upon estimates of the speed
of packet spreading in the radial direction.

Fig. 15 illustrates the basic features of the two processes. Fig. 15(a) refers to diffusion, Fig. 15(b)
to a reaction-diffusion system with unrestricted proliferation, whereas Fig. 15(c) corresponds
to a reaction-diffusion system with restricted proliferation. In all three graphs, we plot the
density u(x, t) of message packets used to conduct search versus the radial coordinate x. u can
be conceived as a normalized measure of the number of packets k. u and k is not quantitatively
related in this work, as that is not required to estimate the speed of packet spreading. Each of
the three systems is studied in detail below, here we discuss the figures one by one.

Fig. 15(a) shows three Gaussian curves at three different instances of time (t0, t1, t2, where
t0 < t1 < t2). As time increases, a particular density of packets (say ρ) travels further away
from the center. Moreover, since it follows a Gaussian distribution, at time t → 0, at distance
x → ∞, there is some concentration of packets u, where u → 0. However to cover all the
nodes at distance x, a finite concentration of packets ρ should reach distance x. As can be seen
from the figure, at time t1, a concentration ρ covers distance x1 or more while at time t2 the
same concentration has covered ≥ x2 distance. Below we calculate the speed of diffusive packet
spreading for this finite density ρ.

On the other hand, in the case of reaction-diffusion systems (proliferation), the movement of
packets follows a traveling front pattern with a uniform front profile. Figs. 15(b),(c) show such
front profiles at time t1 and t2. For example, in Fig. 15(c), we see that at time t1, till distance
x2, the density u = 1, while beyond x1, it is zero. The second curve at t2 is just a uniform shift
of the first curve, hence characterized by a front speed. We now elaborate each of the processes
one by one.

A. Random Walk (Diffusion): The random walk has traditionally been modeled as diffusion
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in continuum systems for which the diffusion equation reads [33]

du

dt
= D · d

2u

dx2
(19)

where D is the diffusion coefficient. We are considering a situation where at time t = 0 all
packets are concentrated at the origin from where they diffuse outwards. Hence, u(x, t = 0)
= δ(x=0), where δ has non-zero value at 0 and 0 otherwise. Therefore, solving the differential
equation with the given initial condition, we obtain

u =
1

(2 ·
√
D · π · t)d

· e− x2

4·D·t (20)

where d is the dimension of the system.

We transform this equation in order to express the position xρ of an arbitrarily chosen fixed
density ρ≪ 1 as a function of time.

xρ(t) =

√

2 ·D · d · t · log 1

4 · ρ2/d ·D · π · t (21)

The speed c of diffusive packet spreading for any fixed density ρ is obtained by differentiating
xρ(t) with respect to time.

c =
2 ·D · d

2
√

2 ·D · d
·

log 1
4·ρ2/d

·D·π·t
− 1

√

t · log 1
4·ρ2/d

·D·π·t

(22)

For most of the time, the logarithm in the numerator is much larger than 1 and we can neglect
the 1, hence obtain simplified

c =

√

D · d
2
·
√

1

t
log

1

4 · ρ2/d ·D · π · t (23)

The result shows that packet spreading due to random walk becomes faster in higher dimen-

sions as c ∝
√
d and is slowing down with time as c ∝

√

1
t · log 1

t .

B. Proliferation (Reaction-Diffusion 1): The proliferation algorithm can be modeled as a sys-
tem which is undergoing diffusion as well as gaining new packets as copies of existing ones
at the rate α at each time step. Therefore, the dynamics can be expressed by the following
equation

du

dt
= D · d

2u

dx2
+ α · u (24)

This equation resembles a variation of a well-studied reaction-diffusion equation, the Fisher
equation [33]. We therefore utilize the standard result obtained for the front speed in a general-
ized Fisher equation with reaction term f(u) [33].

du

dt
=
d2u

dx2
+ f(u) (25)

42



Determinants of performance (Final)

has a uniformly moving front as solution and this motion proceeds with the front speed

c = 2 · [f ′(u1)]
1

2 , (26)

where f ′(u1) denotes the derivative of f(u) with respect to the packet density u at the position
u1. u1 = 0 is the state of the system that has now yet been visited by the front.

Considering the equation (24), we can rescale it by

t∗ = α · t; x∗ = x · ( α
D

)
1

2

dt∗ = α · dt; dx∗
2

= dx2 · α
D

(27)

Therefore, the equation (24) becomes

α · [ du
dt∗

=
d2u

dx∗2
+ u] (28)

Hence f ′(u) = 1, which implies f ′(u1) = 1. Therefore, the front speed c of the system is given by

c =
∆x

∆t
=

∆x∗ ·
√

D
α

∆t∗ · 1
α

= 2 ·
√
α ·D (29)

This result shows that the speed of packet spreading due to the proliferation algorithm is con-
stant, i.e. independent of time. The speed dependents on the proliferation rate α and diffusion
constant D but is independent of the dimension d. Hence, the behavior of the proliferation
algorithm drastically differs from that of the random walk.

C. Restricted Proliferation (Reaction-Diffusion 2): In the model of restricted proliferation, the
number of packets initially increases at a rate α but the packet production rate is lowered as
packets encounter more and more packets, i.e. density increases. We can conceive the function
as logistic population growth model, where f(u) can be modeled by the following equation

f(u) = α · u · (1− u) (30)

Therefore, the corresponding reaction-diffusion equation can be written as

du

dt
= D · d

2u

dx2
+ α · u · (1− u) (31)

By using the same rescaling of space and time as above (27), we obtain

α · [ du
dt∗

=
d2u

dx∗2
+ u(1− u)] (32)

Therefore, f ′(u) = 1 - 2 u and u1 = 0. Hence f ′(u1) = 1 and following the same arguments as
in case B. we find c = 2 ·

√
α ·D. This result implies the same speed of packet spreading and

dependence on parameters as in the case of unrestricted proliferation.

To sum up, the above theoretical calculations of speeds of packet spreading due to different
algorithms can explain the following remarkable results of section 6.2:
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1. Proliferation algorithms propagate packets faster through the network as their speed is
independent of time, whereas for random walks packet spreading slows down with time:

c ∝
√

1
t · log 1

t . This explains the differences in performance between random walk and

proliferation algorithms.

2. Restricted proliferation is as fast as the simple proliferation algorithm, since for both al-
gorithms, the same speed c = 2 ·

√
α ·D was calculated. This explains RR2.

3. Random walk becomes faster as the effective dimension d of the network increases, i.e.
the indegree increases. This explains RR4.

6.5 Predictions

The theoretical explanation about package speed discussed above however does not take into
consideration the cost effectiveness, that is the number of packets produced, by different algo-
rithms. However, the above explanation implicitly shows that merely increasing the number
of packets (as in proliferation over its restricted version) does not help in increasing speed.
The next question which can be asked is that can we derive an optimal condition, a mechanism
which will not generate a huge number of messages like traditional flooding but will have
comparable speed. Speaking more quantitatively, it can be shown that a (multiple or single)
random walk requiresO(td) time to cover a d-dimensional grid network whereas flooding takes
O(t) time [39]. The number of packets produced are O(1) and 0(dt) respectively. Therefore, an
optimal condition will somewhere lie in between. More formally, we can state our prediction
as

An optimal proliferation algorithm will take 0(tk), k < d (dimension of the network), time to cover the
network. It will take p packets to cover the network where p is less than 0(dt). The values of p , k will
differ according to the designer’s requirement, however, a rigorous understanding of maxi-
mum speed which can be achieved at various values of p will help us design the algorithms
more efficiently and forms part of future research.

7 Routing in MANETs via stigmergy

We approached the problem of routing in Mobile Ad Hoc Networks (MANETs) taking inspi-
ration from the shortest path behavior of ant colonies in nature. Specifically, we developed
the AntHocNet algorithm, which is based on the mechanisms of stigmergy and diffusion. We
proposed different algorithm architectures in Deliverable D05 [17], and described the final im-
plementation and test results in Deliverables D06 [19] and D07 [18]. A thorough discussion of
the role of the design patterns of stigmergy and diffusion in AntHocNet can be found in [2].
Here, we single out remarkable results obtained with this algorithm, and draw some conclu-
sions from them with respect to the use of the specific CAS mechanisms in dynamic networks.
We start the section with a short recall of the problem statement and the structure of the algo-
rithm.
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7.1 Problem statement and algorithm description

In MANETs [36] a set of wireless mobile devices self-organize into a network without relying on a
fixed infrastructure or central control. All nodes are equal, they can join and leave the network
at any time, and can serve to route data for each other in a multi-hop fashion. The actual
topology of the network is dynamic because it is defined by the wireless connections between
the mobile nodes. Routing is the task of finding paths to direct data flows from sources to
destinations while maximizing network performance. This is particularly difficult in MANETs
due to the constant changes in network topology and the fact that the shared wireless medium
is unreliable and provides limited bandwidth.

AntHocNet is a hybrid algorithm, in the sense that it contains both proactive and reactive compo-
nents. The distinction between proactivity and reactivity is important in the MANET commu-
nity, where routing algorithms are usually classified as being proactive (e.g., OLSR [9]), reac-
tive (e.g., AODV [34]) or hybrid (e.g., ZRP [28]). AntHocNet is reactive in the sense that nodes
only gather routing information for destinations which they are currently communicating with,
while it is proactive because nodes try to maintain and improve routing information for cur-
rent communication sessions. We therefore make a distinction between the path setup, which
is the reactive mechanism to obtain initial routing information about a destination, and path
maintenance and improvement, which is the normal mode of operation during the course of
a session and serves to proactively adapt to network changes. The hybrid approach is needed
to improve efficiency, which is crucial in MANETs. The main mechanism to obtain and main-
tain routing information is a stigmergic learning process: mimicking path sampling by ants in
biological processes, nodes independently send out messages (referred to as ants in the follow-
ing) to sample and reinforce good paths to a specific destination. Routing information is kept
in arrays of stigmergic variables, called pheromone tables, which indicate the relative goodness
of different routing decisions. The pheromone values are followed and updated by the ants.
This mechanism is further supported by a diffusion process: the routing information obtained
via stigmergic learning is spread between the nodes of the MANET in periodic hello messages.
This diffused pheromone is kept in separate tables, and serves as secondary guidance for the
learning agents. Data packets are routed stochastically according to the learned pheromone ta-
bles, but ignore the diffused pheromone. A detailed description and evaluation of AntHocNet
can be found in [14–16, 21, 22].

7.2 Remarkable results

In this section, we extract some of the results obtained during simulation tests with AntHoc-
Net using QualNet as simulator. First we briefly describe the different test scenarios, and the
results. Then we identify common, remarkable trends. We do not aim to provide details or an
exhaustive overview of test results. For this we refer to deliverable D07 [18] or to the previously
mentioned papers [14–16, 21, 22].

In the tests reported in Figure 16, 100 nodes move in an area of 2400×800m2, following the ran-
dom waypoint mobility model with a maximum speed of 10m/s and a pause time of 30s. The
radio range of each node is 250m. The duration of the simulation is 900s. 20 CBR (constant bit
rate) data sessions are taking place simultaneously, between randomly chosen sources and des-
tinations. We vary the data send rate of these sessions from 1 packet/s up to 12.5 packets/s. We
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Figure 16: The end-to-end delay (left) and data delivery ratio (right) for AntHocNet, AODV
and OLSR in MANET scenarios with increasing data send rates.

compare AntHocNet to AODV and OLSR, which are the main representatives of respectively
reactive and proactive MANET routing protocols. In the left graph, we report the average end-
to-end delay experienced by each data packet. While AODV manages to provide more or less
the same performance as AntHocNet, OLSR performs clearly worse, with the difference grow-
ing spectacularly for the highest data loads. In the right graph, we report the delivery ratio (the
fraction of successfully delivered data packets). We can see that AntHocNet performs consis-
tently better than its two competitors, and that the difference with AODV grows considerably
for high data loads.

The tests reported in Figure 17 have a similar setup as before, but now the data send rate is kept
constant on 4 packets/s, and the area in which the nodes move is varied from 1200 × 400m2

up to 3600 × 1200m2, giving rise to networks with decreasing node densities. In the sparsely
connected topology created in a low density MANET scenario, there are fewer paths between
source and destination nodes [20], so that path failures, e.g. due to mobility, are more dis-
ruptive. In terms of delay, AODV provides comparable performance to AntHocNet in dense
scenarios, while the difference grows explosively for the sparser scenarios. The performance
of OLSR is strangely non-monotonic. It provides lower delay than AntHocNet for the sparsest
scenarios, but at that point it delivers only around 36% the data correctly. In terms of deliv-
ery ratio, AntHocNet again clearly outperforms the other two algorithms, with an increasing
difference for the more difficult sparse scenarios.

In Figure 18, we report results of scalability tests. The number of nodes in the MANET is
increased from 100 up to 800, and the network area is adjusted accordingly to always maintain
the same density as in the tests of Figure 16, with 100 nodes per 2400× 800m2. Scalability with
respect to the number of nodes is a difficult challenge, because in large networks, paths are
longer, and in general, the routing algorithm must process more information. We can see that
both in terms of end-to-end delay and delivery ratio, AntHocNet outperforms both AODV and
OLSR, and that all performance differences grow with increasing networks sizes.

Finally, in Figure 19, we report tests in a wired networks, rather than in a MANET. The net-
works consists of 200 nodes, and 499 links with capacity of 1Mbps. There is a background
traffic of 200 VBR sessions, which send packets of 512 bytes with a mean rate of 20 packets/s.
For the experiments, we add from 200 up to 700 extra CBR sessions, which generate 512 byte
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Figure 17: The end-to-end delay (left) and data delivery ratio (right) for AntHocNet, AODV and
OLSR in MANET scenarios with increasing network surface area (decreasing node density).
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Figure 18: The end-to-end delay (left) and data delivery ratio (right) for AntHocNet, AODV
and OLSR in MANET scenarios with increasing number of nodes and constant node density.

packets at a rate of 50 packets/s. Each simulation runs for 600 seconds. We compare AntHoc-
Net to AODV, and to OSPF [32], which is the protocol for wired networks which OLSR was
designed after, and which is widely used in the Internet. We see again that both in terms of
end-to-end delay and delivery ratio, AntHocNet performs much better than AODV and OSPF,
and that differences grow as the scenario gets more difficult. So unlike other algorithms, An-
tHocNet shows a good portability between environments.

The remarkable result that emerges from all of these observed results is that AntHocNet can
deliver a good and reasonably stable performance over a wide range of environments. Com-
pared to competing algorithms, its performance varies less when the algorithm is confronted
with more difficult settings, leading to increasing performance gaps. And even in a completely
different setting, such as a wired network, AntHocNet continues to deliver the same good, sta-
ble performance, giving close competition to a highly specialized adaptive routing algorithm
for wired networks.

It is interesting to note that this stable performance can also be observed at a smaller scale.
In Figure 20, we show the detailed evolution of the end-to-end delay (rather than showing
average values) over the course of a test run in which some important events take place. As in
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Figure 19: The end-to-end delay (left) and data throughput (right) for AntHocNet, AODV and
OSPF in wired network scenarios with increasing number of data sessions.

previous MANET scenarios, 100 nodes move in an area of 2400×800m2, following the random
waypoint mobility model with maximum speed of 10m/s and 30s pause time. 10 randomly
chosen sources start to send to one single destination between 100 and 110 seconds after the
simulation begins, and they keep on sending until the end. After 300 seconds, 20 new sources
start to send to a different single destination. 200 seconds later these stop again. All sources
send four 64 byte packets per second. The figure shows, for one communication session, how
the end-to-end delay, averaged per 10 seconds, evolves throughout the simulation. The arrival
of 20 new sessions after 300 seconds leads to a long period of unstable behavior. The congestion
caused by the increased data traffic not only leads to longer queueing times, but also to higher
interference that can cause transmissions to fail. Since failed transmissions are usually treated
as link failures by routing algorithms, they often trigger strong reactions. As can be seen in the
figure, AntHocNet deals with this challenge in a much smoother way than AODV. After the
end of the 20 sessions, at second 500, the situation stabilizes again, but faster for AntHocNet
than for AODV.

Another remarkable result we want to highlight concerns the impact of using different path
quality metrics, and in a more general sense, the role of engineering decisions. In the descrip-
tion of Subsection 7.1, we mentioned that the routing tables contain pheromone values, which
indicate the relative goodness of different routing decisions. This goodness can be calculated
based on a number of different path quality metrics, and the choice of the metric will define
what kind of path improvements ants will look for. We have made experiments using path hop
count, end-to-end delay, and link signal quality (signal-to-noise ratio). Here we present results
for the scalability test scenario (up to 500 nodes). We also compare to a version of the algo-
rithm without proactivity, which means that the ant-based path maintenance and improvement
is suppressed. Figure 21 shows the results in terms of end-to-end delay and delivery ratio, and
Figure 22 for overhead, which is measured as the ratio between the total number of control
packet transmissions and the total number of successfully delivered data packets, and average
number of hops traveled by data packets.

From these graphs, it is clear that the good performance of AntHocNet is strongly influenced
by the chosen path quality metric. For all evaluation measurements, the version of AntHocNet
which uses the signal-to-noise ratio is clearly superior, and differences tend to grow for larger
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Figure 20: Evolution of the end-to-end delay over the course of a test run

networks. Using the hops metric, we manage to send data packets with a lower average hop
count, as can be expected, but this actually leads to worse end-to-end delay than not using any
proactive ants at all. This result is due to the fact that in paths with a low number of hops,
each hop tends to be longer, and therefore more unstable (long hops have a lower signal-to-
noise ratio). Finally, optimizing for delay, we get better delivery than optimizing for hop count,
but the average delay ends up not being better than without using proactive ants. This can be
explained by the fact that the measured delay per packet is too unstable to be able to do good
optimization. The important message is that the choice of a good path quality metric, derived
from a good understanding of technical issues about the studied system, has a large impact on
the obtained performance. This is a good example of how engineering plays an important role
here. While the biological building blocks offer interesting mechanisms which can potentially
provide good results, in a realistic problem setting they can only perform well if combined with
a significant engineering effort.

A third remarkable result we would like to point out concerns the resources used by our dis-
tributed, biologically inspired approach. In the overhead graph (left on Figure 22), one can ob-
serve that the version of AntHocNet optimizing for signal-to-noise ratio produces significantly
less overhead than the version which does not send any proactive ants at all. This means that
the extra overhead caused by the generated ants pays off, and helps avoid the creation of other
control overhead. Also compared to AODV and OLSR, AntHocNet usually generates less over-
head. This means that our algorithm manages to strike a good balance between used resources
and delivered performance.
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Figure 21: The end-to-end delay (left) and data delivery ratio (right) for AntHocNet using dif-
ferent optimization metrics in MANET scenarios with increasing number of nodes and constant
node density.
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Figure 22: The control overhead (left) and the average number of hops traveled by data packets
(right) for AntHocNet using different optimization metrics in MANET scenarios with increas-
ing number of nodes and constant node density.

7.3 Explanation

AntHocNet uses a hybrid approach: paths are set up reactively at the start of a data session,
and then proactively monitored, updated and improved. Being reactive allows to minimize
resource usage when no routing information is needed. The proactive mechanism allows the
algorithm to keep up with changes in the network, which is vital to obtain the adaptivity and
robustness needed to provide the good and stable performance we observed earlier.

The proactive mechanism is based on stigmergic path sampling and learning using ants. Ants are
continuously sent out by each session source node. They follow pheromone and update it. This
stigmergic learning process is the core of the continuous adaptation of routing information.
However, due to the constant changing of the MANET topology, ants are constantly faced with
new situations, which they have no information about since no ants have gone there before.
Randomly trying out all these possibilities wastes a lot of costly resources. This is where the
diffusion process comes in. This process is based on the periodic, low-rate forwarding of routing
information inside beacon messages, providing an efficient, but potentially unreliable (due to
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its slow time scale compared to network changes) way of spreading routing information. By
gradually spreading learned pheromone information over the network, a gradient is created
which shows the ants the most promising search directions. The guidance provided like this
together with a wise choice of a path quality metric, allows the stigmergic learning process to
work efficiently.

The main issue to be solved here was to strike a good balance between the quality of the rout-
ing information provided in the nodes and the usage of network resources for this. Diffusion
provides us an efficient way to spread information over the network, but it is potentially unre-
liable when done at low rates compared to the network change rate. Therefore, it is insufficient
in itself to allow data routing. Ant based path sampling, on the other hand, can provide up-
to-date and reliable routing information in an adaptive and robust way, but can be inefficient
when faced with a high number of new, unknown routing possibilities that need to be tried
out. Combining both allowed to overcome the challenges posed by the dynamic network in a
way that is both efficient and reliable.

7.4 General understanding

What is the general lesson we can learn from this? We had to deal with a distributed system
with a high change rate. We could provide an effective and efficient solution to the routing
problem by integrating ant-based path sampling with a slow-rate diffusive process of routing
information. Both of these biologically inspired processes can be understood in the frame-
work of statistical learning. Stigmergic learning based on the sampling of single paths and
updating of information along the path can be seen as a form of learning based on Monte
Carlo sampling [12, 38]. On the other hand, the way we implemented the pheromone diffu-
sion process is equivalent to learning approaches based on distributed dynamic programming,
such as Bellman-Ford routing algorithms [5], where a node updates its routing information by
bootstrapping on the information received from its neighbors. Bellman-Ford algorithms are
known to be the most efficient way to learn the optimal routing policy in a stationary network.
However, they are prone to errors and instabilities in dynamic environments. On the other
hand, Monte Carlo methods, which learn information from direct sampling, rather than from
bootstrapping, are more robust in dynamic cases, but less efficient in stationary environments.
Good performance in a wide range of environments is obtained by combining both learning
mechanisms. The challenge is to find a good balance which will allow to get the best of both
worlds. A key element of finding a good balance was to let the two learning mechanisms work
at different time scales. The diffusion process works at a slower time scale, such that it main-
tains its efficiency, while the stigmergic learning does full path samplings without delay, so that
it can provide reliable, up-to-date information.

7.5 Predictions

Here we make some predictions based on the previously obtained understanding. A first one
is that the different subsystems (stigmergic learning and learning by diffusion) will perform
less well than the combined system in the studied environment. This can to a certain extent be
verified. A system using only learning by diffusion would correspond to the implementation
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of a typical Bellman-Ford routing algorithm for MANETs. Such routing algorithms have been
developed, the most well known being DSDV [35]. However, it is known in the MANET com-
munity that DSDV and other similar algorithms do not perform well in MANETs, specifically
because they cannot provide reliable routing information in the face of mobility [6]. A system
using only learning by stigmergic path sampling is AntNet [13], which was designed for wired
networks. Researchers have made implementations of AntNet-like algorithms for MANETs,
and observed that it has bad performance, specifically due to the high overhead necessary to
sample all paths sufficiently regularly [4].

In our research on AntHocNet, we have always been focusing on MANETs, and the balance we
obtained between the two learning components was designed for this kind of dynamic envi-
ronments. While we observe good performance over a wide range of scenarios, we predict that
environments which have different dynamic characteristics might require a different calibra-
tion of this balance. One could use a monitoring service to define the current characteristics of
the network, and adaptively switch to different behavior based on this. This could provide a ro-
bust and adaptive multi-modal routing algorithm to support forthcoming 4G networks which
are expected to be highly heterogeneous and dynamic. Other work executed inside BISON has
focused on how to use the variations in pheromone produced by the ants to perform this sort
of monitoring [18].

8 General discussion

In this section we seek to place our understanding of performance, as described in the above
sections, in a common framework. That is: in each section, we have discussed a particular
CAS approach to implementing a specific function. Each such section included a discussion
in the form of “general understanding”. Here we will seek to justify the use of the term, by
developing a commmon view which includes all the above sections.

8.1 Case by case summaries

First we offer highlights from each of the previous sections. These highlights are not intended
to be complete, but rather to form a summary which will provide food for a more general
further discussion. Hence we will only present, for each CAS/function combination, one or
two remarkable results, along with a summary of the general understanding which we have
obtained.

8.1.1 Gossip-based aggregation

Remarkable result The protocol converges exponentially—ie, very fast.

General understanding The gossip-based aggregation approach uses a very simple form of
diffusion—one in which only one (network) link at a time is active. The diffusion mech-
anism (simple as it is) is very fast, in large part due to the fact that the underlying net-
work is managed to be a pseudo-random network—one which is known to have very
good mixing properties. Also, the restriction to one link at a time allows the diffusion
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to be ’smart’, by letting each link in the pseudorandom network choose an appropriate
exchange.

8.1.2 Topology management

Remarkable result The convergence properties of the T-MAN protocol are roughly indepen-
dent of the target topology.

General understanding We have shown that T-MAN behaves in many ways like an epidemic
broadcast. This is most clear when the target view for each node is in fact the whole
network—since in this case the target view truly does propagate like an epidemic. The
similarity also holds true when each node has the same (but limited) target view—that is,
each node has the same ’favorite’ set of nodes to connect to. Knowledge of these ’favorite’
nodes also propagates like an epidemic, and is strictly analogous to the spreading of
popular gossip.

8.1.3 Load balancing via topology management and diffusion

Remarkable result The load balancing approach discussed here uses the aggregation mech-
anism of Section 2. That is, it too uses ’simple’ diffusion. The total load moved can be
optimized (minimized) if each node knows the target (network-wide average) load. This
can be accomplished if the nodes can, in a very short time, first compute this average
using aggregation a la Section 2. In other words, if the aggregation computation has a
much shorter time scale than the movement of load—such that there are two time scales—
and the load can be transported over a pseudorandom overlay net, then the movement
of load can be optimized.

General understanding The strengths of the load balancing approach derive from those of the
aggregation approach; hence little new understanding is needed. The optimality result
comes from an application of the two-time-scale idea: if all nodes know the target average
load from a fast distributed aggregation computation (and if all nodes can participate in
the pseudorandom network), then the optimal movement of load (on a slower time scale)
is achieved.

8.1.4 Load balancing via chemotaxis

Remarkable result The chemotactic system for load balancing, when tuned to the good range
of signal speed, is extremely insensitive (hence extremely adaptive) to variations in either
initial load distribution, or network topology.

General understanding The fast movement of signal (relative to that of the load) assumes that
the two-time-scale option is possible. Given this fast movement, the signal gives useful,
long-range information to the nodes about where to send load. Thus the diffusion of load
is ’smart’; and it is guided by another diffusing quantity, namely signal. Hence diffusion
(of two components) is the central mechanism here. The picture we get is thus the same
as that of Section 4: a fast diffusion mechanism guides a slow one, so that the slow one
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is smarter. The difference here is that we do not use topology management to give a
pseudorandom topology. Hence we rely on ’incomplete’ diffusion—ie, on the fact the the
signal does not converge to a uniform state—in order to get a gradient which can guide
the load. We then argue that, even with a fixed and suboptimal topology, the gradient
mechanism is adaptive—giving higher gradients in ’poor’ cases (initial distribution or
topology), and lower gradients otherwise.

8.1.5 Information search via opportunistic proliferation

Remarkable result We have found that the mechanism of opportunistic proliferation gives
good coverage of the searched network, regardless of whether or not we implemented a
complementary clustering mechanism (which was expected to boost the search efficiency
of opportunistic proliferation).

General understanding We explain the property of good (efficient) coverage by analogy to a
reaction-diffusion system in continuous space. Opportunistic proliferation is like a reaction-
diffusion system, since (i) the movement of the walkers is (in the absence of a good match)
random (ie, diffusive), while new walkers are created (the reaction) when they meet a
good match. We know that the probability distribution for a random walk is governed
by plain diffusion, and show that the speed of front propagation for plain diffusion (in
continuous space) continuously decreases over time. In contrast, the speed of front prop-
agation for a reaction-diffusion system is time-independent. Thus k random walkers are
most efficient, for fixed walker number k, at some radius from the origin, where they
cover the space but do not collide. In contrast, walkers governed by opportunistic prolif-
eration can be made efficient at every radius, since the number of walkers grows with dis-
tance from the origin (analogous to the time-independent speed for the reaction-diffusion
system).

8.1.6 Routing in MANETS via stigmergy

Remarkable result The AntHocNet approach gives good performance over a variety of environments—
varying traffic load, varying node number or density, and even changing from a mobile
wireless ad-hoc network to a wired network. In short, the AntHocNet approach is highly
adaptive.

General understanding AntHocNet is built from two basic mechanisms: the sampling of paths
via ants, and the diffusion of path quality information. Thus we see a combination of ran-
dom walkers and stigmergy (giving a biased, inhomogeneous random walk, which guides
the ants), along with diffusion. The diffusive method resembles routing algorithms like
Bellman-Ford, which are efficient for static networks, but which rapidly degrade when
the network topology becomes dynamic. The stigmergic information gathering mecha-
nism is less efficient for a static environment, but much more reliable in a dynamic one.
The combination of these two approaches gives a hybrid approach which can (with some
tuning) exhibit the strengths of both approaches, over a variety of environments—hence
the adaptivity.
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8.2 Tabular overview

In this subsection we present the six systems discussed in Sections 2–7 in tabular form.

Function CAS Topology MMs Comments

Aggregation diffusion + random(*) diffusive signal modular
pseudorandom overlay top

Topology mgmt “epidemic” N/A proliferation,
mobility,
selection

Load balancing diffusion + random(*) diffusive signal modular
pseudorandom overlay top

Load balancing chemotaxis scale free diffusive signal 2 time scales;
random 2 diffusers

Search opportunistic proliferation grid mobility,
random proliferation,

scale free mutation

Routing stigmergy + spatial net mobility, 2 kinds of signal
diffusion (dynamic) selection,

nondiffusive signal,
diffusive signal(?)

Table 1: Summary of the systems presented in this Deliverable, in terms of func-
tion/CAS/topology. The fourth column gives the “microscopic mechanisms” (MMs) which
underlie the named CAS. These are taken from the list in Deliverable D02.

Our aims in presenting Table 1 are manyfold. First, it gives a very compact overview of the con-
tents of this Deliverable. Secondly, this overview is couched in the terminology that we have
assumed all along was crucial for understanding performance: function, CAS, and topology.
Thirdly, we have included the microscopic mechanisms (MMs) that we have found in D02 to
be a more workable description of a CAS (as defined by the BISON working definition in the
same Deliverable).

We comment further on the MMs. Two MMs from D02 are not seen anywhere in Table 1. These
are memory (state) and response; and they are not present because they are ubiquitous—all of
our studied systems depend on using both of these MMs (along with others). We are unsure as
to whether this commonality is trivial or not. For instance: can we conceive of a stateless CAS
that performs a useful function? We recall that, in D02, we argued that only viruses (of several
considered biological CAS) should be modeled as stateless. In this (oversimplified) picture, the
viruses proliferate, move, and die—nothing else. Such a system could conceivably be used as a
broadcasting mechanism—but it would be ’dumb’, and hence (arguably) less efficient than one
with memory.

We also find, in composing Table 1, that the distinction between diffusion and a random walk is
not strong. That is, in terms of MMs, a walker with mobility is different from diffusing signal,
but only in a subtle way. The walker retains its identity; it may proliferate, but may not be
arbitrarily subdivided. The diffusing signal, in contrast, is regarded as a very primitive agent
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that is simply a scalar quantity, which is typically summed upon arrival at a node, and then
divided at each further hop. Thus a diffusive signal ’agent’ has no well-defined identity over
more than one hop.

Hence, for aggregation and load balancing, it seems clear that the agents which are sent are
divisible scalars, ie, diffusive signal. In contrast, T-MAN sends information which has an iden-
tity, and cannot be divided. This information can be deleted by a node (hence we include the
MM ’selection’); and it may be sent to multiple neighbors (hence ’proliferation’). Also, the
walkers in the ImmuneSearch approach have a clear identity (they are a query); and they may
proliferate and mutate.

The ants in AntHocNet also have a clear identity until they die (selection). They lay down a
nondiffusive pheromone in the routing tables at the nodes. Each node also however sends out
copies of its routing information to neighbors. This information is proliferated to the neighbors,
yet handled as a set of scalars (ie, it loses its “identity”) upon reception. Thus we find that
the diffusive movement of routing information in AntHocNet has some characteristics of a
mobile agent with a fixed identity, and some of a diffusive signal. We have therefore labeled
this mechanism as “diffusive signal(?)” in the Table.

This brings us to a further benefit which we derive from the compact overview presented in
Table 1. That is: a scan of the MMs column reveals very clearly that there are only two MMs
which play a dominant role in all systems studied—namely, random walkers (mobility) and
diffusion. Furthermore, these two mechanisms are very close to one another in nature and
function. We will discuss this observation further in Subsection 8.4.

We note in passing that Table 1 is a compacted form of the CAS/function/topology matrix
presentation which was originally envisioned for deliverable D03. It is compact because we
have included only systems studied in BISON (and not all of these). This restriction means that
we only include those combinations of MMs (ie, those CAS’s) which we have studied.

From the MMs column, one may get the impression that three of the CAS’s are equivalent.
This is not true; but two of them are, namely, the two labeled ’modular’. These two involve
diffusion, which is built upon a topology management protocol, which in turn ensures a pseu-
dorandom topology (called random(*) in the Table). This topology management protocol uses
the same MMs as that in the topology management (second) row. Hence the two modular sys-
tems are not equivalent to chemotaxis in terms of the set of MMs employed. Also—as noted
in the Table—the chemotactic system is a two-component system, with each component obey-
ing a diffusive law; hence it is qualitatively distinct (as amply revealed by its complex time
behavior [8]) from a one-component diffusive system.

Finally, we want to look at the Topology column of Table 1, in order to draw some conclusions
about the role of topology in determining performance. We do this in the next subsection.

8.3 Topology as a determinant of performance

It was, early on in the BISON project, postulated that topology of the network is (along with the
CAS chosen, and the function to be implemented) an important determinant of performance.
Let us now look at the examples cited in this Deliverable, and see what we have learned which
is relevant to this postulate.

56



Determinants of performance (Final)

We have two cases which rather directly support this claim. One is the ImmuneSearch sys-
tem. Here (see D10) we have seen a clear dependence of performance—for example, time
to network coverage—on network topology. The dependence observed is unsurprising, with
a random topology giving fastest coverage, the scale free topology intermediate, and the grid
topology the slowest. We say that this dependence is ’unsurprising’, because we know that this
ranking should hold for a random walk, and ImmuneSearch is built from random walkers—
with the addition of opportunistic proliferation. Hence we are not surprised that the addition
of proliferation did not change this ranking.

The AntHocNet system was applied to a rather special sort of network, namely, one with only
short-range links (termed ’spatial net’ in Table 1), and furthermore one that is dynamic. This
is in a sense the ’worst’ network one could present as a challenge to a CAS; and we do not
expect any approach to give results that are independent of parameters such as node density
(which affects the instantaneous topology in terms of, for example, average degree) and node
mobility (which gives the dynamics). Furthermore, our results with a wired network show that
removing the dynamic effects of node mobility gives a strong improvement in performance
(such as average packet delay).

Effects of topology are also evident with the chemotactic system; see Figure 13. However, our
most remarkable result in this case is the insensitivity of the performance (convergence time)
to a large topology change, such as scale free to random. In fact, we see in Figure 13 two
interesting effects. First, this big change has a large effect on the performance of plain, one-
component diffusion—in the expected direction. Second, this change is not only much smaller
for the chemotactic system; we also see that the differences in performance between two dif-
ferent instances of the power-law topology can be as large as (or larger than) the difference in
performance between the random topology and the faster of the two power-law examples. In
short, we do not see a large (to the point of being qualitative) difference between the perfor-
mance of chemotactic load balancing on the random topology and on the scale free topology.
This result we feel is truly ’remarkable’; it appears that the benefits of chemotaxis can largely
erase the dominance of topology in affecting performance.

Finally, we come to those cases in which this dominance is completely erased. First, we have
seen that topology is a target rather than an environmental constraint for the T-MAN system.
And we have seen here that the target topology (surprisingly) has little effect on the perfor-
mance of the protocol. We have devoted some effort to understanding why this is so. Our
understanding, roughly stated, comes down to finding an epidemic-like dynamic to the proto-
col, one which furthermore is essentially the same regardless of the target.

The final two systems are independent of “environmental” topology because they are modular.
These approaches employ a simple topology management protocol to give a neighbor sampling
which mimics a random graph, and then use diffusion “on top of” this topology management
application in order to accomplish the aggregation/load balancing. The point here of course
is that the speed of convergence for diffusion is dependent on topology; hence one arranges
the best topology, and runs diffusion over that. The result is obviously independent of start
topology.

Thus we can say that the T-MAN approach has finessed the challenge of topology, by allowing
the system to build and exploit a favored overlay topology. This is a promising approach; we
look forward to further work, towards clarifying to what extent one might be able to exploit
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this idea. Clearly, it cannot be applied to a spatial network such as that in a MANET. What we
then want to clarify is what Internet systems, with a reliable underlying routing protocol, do
or do not lend themselves to this kind of approach—which is based on few assumptions, and
thus appears to be very general.

8.4 Diffusion, random walks, and microscopic mechanisms

Here we wish to make a simple point. We give this point its own subsection simply because
we believe it is important.

We recall that diffusion, and its near partner the random walk, have revealed themselves (one
or the other, or both) to be of use in all of our six test cases (see Table 1). Of course (as noted in
that subsection), memory and response are also used everywhere; but this fact is not surprising.
That is: a stateless system with no interaction with the environment is totally uninteresting; and
if we add only the interaction, while keeping the system memoryless, we still expect at best a
very limited utility.

Hence, in a sense, we have in this subsection selected the ubiquity of the diffusion/random-
walk pair of MMs as a kind of “remarkable result”. Now we wish to understand this remark-
able result.

With hindsight, we find this result fairly simple. We have discussed six decentralized ap-
proaches to solving some technological problem. Clearly, even if we forego any central “brain”
which has a global view for solving the problem, we must somehow transport useful information—
from wherever it is found, to where it is needed and may be used (recall our discussion of
chemotaxis in Section 5). There is, we believe, no escaping this need—it is universal. Fur-
thermore, we have argued that ’smart’ systems, with better performance, are ’smart’ in part
because they have better information. The two load-balancing systems are obvious examples
of this. That is, the modular load-balancing system with preknowledge of the target load has
highly useful information; and the fast diffusing signal for the chemotactic system plays a sim-
ilar role.

Thus we argue that information gathering and transport are essential aspects of any system
which is to manage the implementation of a function over a network. Centralized systems are
not excepted here; static examples however can benefit from setting up a hierarchical transport
system to and from the center. Our decentralized systems, in contrast, must move needed in-
formation (often in processed form) from many nodes to many other nodes, without recourse
to the mechanisms of choosing a center or building a hierarchy. This information may be dis-
covered by random sampling—as implemented by (say) random walkers; it also may be trans-
ported by random motion—as implemented by random walkers and/or diffusion. The point
here is that random transport and random diffusion are the methods of choice, in the absence
of any ’meta-information’ about (i) where the needed information is to be found, or (ii) where
it needs to be sent.

This then is the point of this subsection: random sampling, in the form of diffusion and/or
random walks, solves the vital problems of information gathering and information transport
in decentralized, hierarchy-free systems. Thus, these microscopic mechanisms are expected to
be as universally useful as the ’obvious’ ones of state and response, in building further self-
organized network systems.
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9 Summary

The title of this Deliverable is “Determinants of performance in distributed systems”. Thus, we
seek in this document to give a novel (and inevitably partial) answer to the question of what
aspects of such systems do in fact determine their performance. Our strategy in seeking to cast
light on this question has been to avoid a literature survey, and instead to summarize our own
experience with six BISON projects.

We believe that the contents of this document, taken as a whole, represent valuable progress
towards answering the question which is implicit in the title. Answering this question was
the goal of the original Deliverable D03; but that Deliverable was placed far too soon in the life
cycle of the BISON project. Also, the notion of the matrix has undergone a substantial evolution
over this same time span—with the current view being presented very compactly in Table 1. We
note that this Table shows explicitly only the “coordinates” of the matrix (CAS/MMs, topology,
and function). The original matrix entries were performance; they are only implicit in Table 1.

This Table both represents the fact that our thinking has evolved considerably in the course of
the BISON project, and offers a visual summary of the current state of that evolution. From the
discussion presented here—including Table 1 and the discussion subsequent to it—we have
extracted some simple and powerful ideas. One is that the effects of topology on performance,
while in general strong, may be greatly weakened, or even eliminated, by a suitable approach.
Furthermore, we have found a kind of “general law” for decentralized systems: exploit random
sampling for information gathering and transport. This is suggested by Table 1, and discussed
and partially justified in the previous subsection.

We believe that the results and ideas offered in this document are indeed novel, and useful for
future work.
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